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R E S U M É

Ved CERN (Conseil Européen pour la Recherche Nucléaire) accele-
rer man protoner og bly-ioner op til næsten lysets hastighed, for
derefter at kollidere dem med hinanden. Målet med dette er at for-
stå, hvordan de mindste ting i universet er bygget op, og hvordan
de interagerer. Alle tidligere eksperimentelle data er kombineret til
en enkelt teori, kendt som StandardModellen (SM). Håbet er, at de
energirige partikelkollisioner vil vise os noget, der ligger udover
SM, men før vi kan finde noget nyt, er vi nødt til at være sikre på,
at vi forstår SM fuldstændigt.

SM er en yderst elegant teori; den kan dog desværre ikke løses
analytisk. For at sammenholde modellen med eksperimentel data
er man derfor nødt til at lave nogle approksimationer og antagelser.
En af de mest udbredte måder at sammenligne data med teoretiske
forudsigelser, er ved hjælp af computersimuleringer, kaldet Monte
Carlo simuleringer. Disse programmer simulerer partikelkollisioner
ud fra den bedst tilgængelige forståelse af teorien. De kan sammen-
lignes direkte med de data, der kommer fra rigtige kollisioner, og
afvigelser vil være indikationer på fysik udover SM. Denne afhand-
ling omhandler forbedringer af simuleringerne, sådan at vi kan væ-
re mere sikre på at potentielle afvigelser virkelig er ny fysik. Det er
specielt to områder indenfor simuleringerne, der bliver berørt, den
svage partonkaskade og farve omkoblinger.

Når en ladet partikel bliver accelereret udsender den elektromag-
netisk stråling i form af fotoner, bremsstrahlung. En kollision mel-
lem to partikler kan ses som en yderst ekstrem acceleration, der-
for er store mængder ekstra stråling forventet. Beskrivelsen af den-
ne ekstra stråling kaldes partonkaskaden. Udover at udsende fo-
toner er det også muligt at udsende gluoner. Disse svarer til foto-
ner for den stærke kernekraft. Da den stærke kernekraft er mange
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gange stærkere end den elektromagnetiske kraft dominerer gluon-
emissioner totalt billedet. Hidtil har udsendelse af den svage kerne-
krafts “fotoner” (W± og Z) været ignoreret. Dette skyldes, at de er
mange gange tungere end protonen. Nu er kollisionsenergien dog
blevet så høj, at de bør inkluderes. Inklusion af disse partikler er
netop dækket af en svag partonkaskade og er et af hovedemnerne
i denne afhandling. Inklusionen af den svage partonkaskade gør
det muligt at beskrive produktion af W± og Z, som den tidligere
partonkaskade ikke kunne forklare.

Den stærke kernekraft er så stærk, at den binder de mest fun-
damentale partikler (kvarker) sammen til større partikler kaldet
hadroner. Et eksempel på en hadron er protonen, som består af to
op-kvarker og en ned-kvark. Et af spørgsmålene som en computer-
simulering må forklare er, hvordan disse kvarker bindes sammen
til hadroner. Denne proces kaldes hadronisering. Billedet man fore-
stiller sig er, at der mellem to kvarker er spændt en streng. Denne
streng kan så fragmenteres til de forskellige hadroner. Det funge-
rer fint så længe man bare har to kvarker, da det er oplagt, hvor
strengen befinder sig. Men hvis der er mange kvarker, er der og-
så mange forskellige kombinationsmuligheder. Valget mellem disse
streng-kombinationer går under navnet farve omkoblinger. I denne
afhandling beskrives en nyudviklet model for beskrivelse af dette.
Modellen giver en bedre beskrivelse af de forskellige typer af hadro-
ner og deres energier sammenlignet med eksperimentelle data.

Begge tilføjelser er implementeret i det lokalt udviklede Monte
Carlo simuleringsprogram, Pythia. Dette er en af de mest udbredte
simuleringsprogrammer i verdenen og dermed vil de nye modeller
direkte kunne indgå i sammenligningerne mellem teori og data.
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1
I N T R O D U C T I O N

This thesis will be a journey into the wonderful and magnificent
world of particle physics. The intellectual journey started already
back in ancient Greece with Democritus, who proposed that every-
thing was made out of small indivisible objects, which he named
atoms. The main quest of particle physics has ever since been to
discover these indivisible, or fundamental, objects and understand
their properties. With the ultimate goal of combining all the knowl-
edge into one single theory, “the theory of everything”. Most of the
major advancements in our understanding of particle physics has
been triggered by improvement of technology. What was previously
believed to be fundamental, might no longer be fundamental when
studied at smaller distances. The most obvious historical example
being the atom, which we now know is not fundamental. But a
similar situation may very well occur with what we today believe
is the set of fundamental particles, when in the future it becomes
possible to study these in greater detail. As such the journey of par-
ticle physics may be a never ending journey, where it will always be
possible to find smaller and more fundamental particles. It might
also stop at some point. We simply do not know. The only thing
we know for certain is that we have not yet reached the end of the
journey.

The modern field of particle physics focuses on the subatomic
level. Since these distances are smaller than the wavelength of visi-
ble light, it is not possible to study them in an ordinary microscope.
Instead huge particle accelerators are used to accelerate the particles
to almost the speed of light before colliding them inside enormous
detectors. The latest addition to the long history of particle accel-
erators is the Large Hadron Collider (LHC) with a circumference
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2 1 Introduction

of 27 km. It accelerates bunches of respectively protons and lead-
ions before colliding them at an astonishing rate of 40 million times
per second. Most of the intriguing physics happens at very short
timescales and distances, e.g. the newly discovered Higgs boson
has a lifetime of 10−22 s. It is therefore not possible to directly ob-
serve the fundamental process, instead it has to be inferred from
its decay products. To understand how this works, let us imagine
wanting to understand what a car is made of, but not being allowed
to look inside it. Instead we collide two cars. At low speed the
cars will just bounce off each other, and limited new knowledge is
gained. When the speed is increased, objects will start to fly out in
all directions, and by studying these we may eventually learn what
a car is made of. Similarly by studying enough collisions, we hope
to be able to understand the fundamental physics behind.

All the knowledge gained through the experiments has been com-
bined into a single theory known as the Standard Model (SM). The
SM includes three of the four known forces; the electromagnetic,
the weak and the strong nuclear force. So far all attempts to in-
clude gravity have been unsuccessful. But on the subatomic level
gravity is several orders of magnitude weaker than any of the other
forces and can safely be neglected. In fact the agreement between
the predictions from the SM and the measured values is extremely
good. Best example is the electron magnetic moment, which has
both been calculated and measured with a precision of 10−12, and
the results agree within the uncertainties [1]. Also at the LHC the
SM has been tremendously successful and has been tested at scales
spanning more than 10 orders of magnitude with no hints of new
physics.

Even with the triumph of the SM at particle accelerators, there
are both experimental and theoretical reasons that it can not be the
final theory of everything. One of the experimental problems is
the existence of dark matter as observed by the rotation of stars
in the galactic plane. The stars at the outskirts of galaxies rotate
too fast according to the visible matter inside the galaxies. The
SM does not contain a suitable particle that can fulfill the role of
dark matter, and as such an extension is required. There are a vast
number of theories Beyond the Standard Model (BSM) trying to
address these problems. They range from simple theories adding a
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few extra particles to the more extensive models, which more than
double the number of particles. But so far no direct evidence for
any of the BSM theories has been observed, even with an extensive
search program at the LHC. The newly restarted LHC, with almost
twice the energy of the previous run, will hopefully shed some light
on what lies in store for us beyond the SM.

The theoretical foundation of the SM is the combination of two
of the most far-reaching theories of the 20th century, namely spe-
cial relativity and quantum mechanics (QM), into what is known as
Quantum Field Theory (QFT). In addition the concept of symmetry
plays a crucial role, specifically what is known as gauge symmetries.
In fact by only specifying the symmetry and the particle content, all
possible interactions are given. As such the SM is often written in
terms of its symmetries. But even though the SM is mathematically
quite elegant, it is extremely difficult to do any calculations within
it and approximations have to be used. The most common approx-
imation method is known as perturbation theory. It works well at
high energies (e.g. describing the Higgs) but poorly at low ener-
gies (e.g. describing the internal structure of the proton). A major
part of this thesis focuses on the description of the part of a particle
collision not covered by perturbation theory.

1.1 the particle zoo

The search for the most fundamental particles has so far led to a
set of particles from which we believe all matter in this Universe is
made. The complete set of particles is shown in fig. 1.1. With only
this modest set of particles, all data from accelerator experiments
over the last 30 years can be described [2]. The set does lack a can-
didate for dark matter, however, and a potential new fundamental
particle may therefore be needed.

The particles are categorized into two groups; matter particles
(fermions) and force carriers (gauge bosons and the Higgs). The
fermions are further divided into two groups, depending on whether
they are affected by the strong force (quarks) or not (leptons). The
most well known lepton, and also the earliest discovered funda-
mental matter particle, is the electron. Together with its neutrino,
it makes up the lepton content of the first generation of fermions.
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Figure 1.1: The particle zoo of the standard model.

The neutrino is an almost massless and very elusive particle, it can
traverse the Earth several times without any interactions. The ex-
istence of the neutrino was already proposed in 1930 to explain
energy and momentum conservation in radioactive decays, but due
to its elusiveness it was not discovered until in 1956. The μ and
the τ are heavier copies of the electron and together with their re-
spective neutrinos they form the second and third generations. The
properties of the μ and the τ are exactly equal to those of the elec-
tron except for their larger masses. However, the additional mass
makes them unstable and they are therefore only observed in accel-
erator experiments or from cosmic rays. Why Nature has chosen to
make exactly three generation is one of the big questions of the SM.
There are no hindrances for adding an additional generation, but
all experimental results indicate exactly three generations.

The quarks are also sorted into generations. The first genera-
tion contains the up and down, the second contains the charm and
strange, and the third contains the bottom and top. The most fa-
miliar of these are the up and down quarks, which form the proton
(uud) and the neutron (udd). As such all matter we encounter in
our daily life consists only of three different elementary particles,
the up and down quarks, and the electron. Similar to the leptons,
the higher generations are identical but heavier copies of the first
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generation. The top is the heaviest particle of the SM, weighing
about 300000 times more than the electron. The strong hierarchy
between the different masses is unexplained by the SM, and some-
thing that a theory of everything hopefully would address. Another
intriguing point about the quarks is that neither of them has been
directly detected. Due to the strength of the strong force the quarks
are confined into hadrons (e.g. proton, neutron, pion). More infor-
mation about confinement will come later in the section about the
strong force (sec. 1.1.2).

Each force comes with its own set of force carriers. For the elec-
tromagnetic (EM) force, it is the well known massless photon. The
weak force has three massive force carriers, the W± and Z bosons.
Due to their relatively high masses they are only produced in high-
energy particle collisions and their short lifetime (∼ 10−24 s) en-
sures that they decay long before they even reach the detector. The
strong force, also known as quantum chromodynamics, is mediated
between “coloured” objects through the emission of gluons. Simi-
lar to the photon it is a massless particle, but it is only influential
over short distances. This is due to confinement, which ensures
that all macroscopic objects are colour neutral. Similar to quarks
the gluon can not be directly detected, instead it is inferred from
the distribution of hadrons seen at colliders. The final convincing
proof (1978-1979) was the discovery of three-jet events1, where at
least one of the jets had to be a gluon jet.

The Higgs boson completes the list of the known elementary par-
ticles. It was discovered in 2012 at the LHC, after having evaded
discovery for many years at earlier colliders. It was already pre-
dicted about 50 years ago, as a mechanism to provide mass to all
the SM particles. The simplest introduction of mass breaks gauge
invariance, and as such ruins the basic foundation of the theory.
The Higgs boson circumvents this problem by using a mechanism
known as spontaneous symmetry breaking. It is similar to how a
ferromagnetic material randomly selects the direction of the mag-
netic field when it is cooled, even in an overall symmetric configu-
ration. Since the Higgs has just recently been discovered, detailed
measurements of its properties is one of the main goals of the fu-

1 A jet is a collection of (predominantly) hadrons moving almost collinear after the
collision.
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ture LHC program. The hope is that deviations from the SM pre-
dictions will be observed and thereby shed light on potential new
BSM physics.

1.1.1 The weak force

The weak force is best known for the nuclear β-decays, where for
instance a neutron radiates an e− and a νe and transforms into a pro-
ton2 (n → pW∗− → pe−νe). On the more fundamental quark level,
what

Figure 1.2: Illustration of a
β− decay.

happens is that a d-quark emits a W∗−

and transforms into a u-quark (see
fig. 1.2). The β decays are part of a
broader group of interactions known
as charged-current interactions, where
the interactions are mediated by W±

bosons. A similar group also exists for
the Z-mediated interactions, namely
neutral-current interactions.

Originally all weak interactions
were believed to be point-like, and
the first successful description was the
Fermi theory. It introduced a four-
point interaction with a free parameter,
known as the Fermi coupling constant. The Fermi theory success-
fully described the kinematics of β decays. The modern description
of the weak force includes a unification of the weak and the elec-
tromagnetic forces into a single force, known as the electroweak
force. Therefore the two forces have similar coupling strengths and
the only reason the weak force is weaker is due to the mass of
its bosons. For collisions with energies well above the masses of
the weak bosons, the weak force is just as important as electromag-
netism.

2 The ∗ indicates that the mass of the W boson is highly virtual.
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1.1.2 The strong force

The strong force is also known as Quantum ChromoDynamics (QCD).
Due to both the EM force and strong force having a massless force
carrier, they share quite a few properties. However, also major dif-
ferences exist. In this section we will focus on two of the differences.

QCD is a non-Abelian gauge theory and one of the primary conse-
quences of this is that the gluon itself is colour charged. This means
that gluons directly interact with other gluons, which is not permit-
ted for photons. Combining this with a coupling constant that is
about ten times larger than the EM coupling results in that as soon
any coloured object is formed, QCD dominates all other forces by
orders of magnitude. At the LHC the incoming objects themselves
consist of coloured quarks, which is why it is sometimes referred
to as a QCD machine.

One of the most intriguing new phenomena of QCD is confine-
ment: the observation that neither quarks nor gluons can be ob-
served freely, but only inside colour neutral hadrons. To under-
stand how this comes about, imagine moving a quark and an anti-
quark apart. For ordinary EM (as well as gravity) the force between
the particles falls off as 1/r2, and therefore only a finite amount of
energy is needed to separate them to an infinite distance. For QCD
this is not the case, for large distances the strong force becomes
constant and the potential therefore rises linearly with the distance.
Thus to separate a quark and an antiquark by an infinite distance
would require infinite energy. The potential energy stored between
the quark and the antiquark is described by a colour string (fig. 1.3).
At some point during the separation the energy becomes larger than
the energy needed to create a new quark-antiquark pair. And then
it becomes energetically favourable to replace the colour string be-
tween the quark-antiquark pair with an additional quark-antiquark
pair and smaller colour strings ( fig. 1.3).

The quarks can be confined into two kinds of hadrons. Either
a quark and an antiquark can form a hadron; such hadrons are
called mesons. In colour language it is a colour and its anticolour
canceling each other. The best known and lightest meson is the
pion. The other possible combination is three quarks forming a
hadron, which is known as a baryon. The well-known proton and
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q q

q qqq

qq

Figure 1.3: Pictorial description of what happens when a quark (q) and
antiquark (q) is separated.

neutron belong to this group. The corresponding colour analogy is
three primary colours forming a white colour when added together.
Nature is not restricted to only these two groups, in principle it is
possible to add and combine them in any way. It is only recently,
however, that any hadrons belonging to neither of these two groups
have been unambiguously discovered. The discovered exotic quark
configuration is the pentaquark (four quarks and one antiquark) by
the LHCb collaboration [3].

1.2 monte carlo simulations

A pp collision at the LHC is shown in fig. 1.4. The two incom-
ing protons collide and from the collision a huge number of new
particles are created, which then move out in all directions. The
main goal of particle physics phenomenology is to understand the
physics at play in these types of collisions. To answer the question
whether such an event is in agreement with SM predictions, and
especially whether the number of events is predicted correctly. One
of the essential tools in this endeavour is known as event genera-
tors. The basic idea is to build a virtual LHC, which simulates pp
collisions on ordinary computers. The event generators are built
according to our best understanding of the SM. Due to the difficul-
ties with calculations within the SM, parts of the event generation
have to rely on approximation and phenomenological models (e.g.
string hadronization). The phenomenological models are motivated
by the SM whenever possible.

Any QM calculation will only provide a probability for the possi-
ble outcomes, and since the SM builds on QM the same holds true
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Figure 1.4: An energetic pp collision from the CMS experiment at the LHC.
The detector is seen from the end with the collision happening
in the center point. Each line represents a charged particle
and the blue and red staples indicate energy deposited in the
calorimeters.

there. It is first when the actual collision, and thereby measurement
happens that Nature will choose one of the possible outcomes 3.
This effect is mimicked in the event generators by using random
numbers to decide between the outcomes. The use of random num-
bers in statistics and integration is referred to as Monte Carlo tech-
niques, hence event generators are sometimes referred to as Monte
Carlo simulations.

The history of event generators began more than 35 years ago and
has ever since undergone continuous development and refinement
leading up to today’s modern event generators. Today three major
multi-purpose event generators exist: Pythia, Herwig and Sherpa.
They all try to encapsulate the description of a full event in a sin-
gle simulation. In this introduction the description will follow the
path chosen by the Pythia program, the other programs share a
similar overall structure, but have chosen slightly different paths
when limited information from first principles is available. The use
of multiple event generators both serves as a validation of the im-

3 In QM this is referred to as wave function collapse [4].
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plementations, but also highlights potential constraints of the event
generators.

To overcome the large complexity of the collisions, the event gen-
erators use a divide-and-conquer approach. The simulation is di-
vided by its different physical mechanisms, which are successively
applied to obtain a full event. The ordering of the mechanisms is
based on energy, starting with the most energetic mechanism and
evolving to softer and softer parts. According to Heisenberg’s un-
certainty relation this corresponds to begin with the physics hap-
pening at the shortest time scales. In this introduction I will divide
the simulation into its three main components4:

• Hard process: The most energetic part of the event, e.g. the
place where for instance Higgs and BSM particles are nor-
mally created.

• Parton shower: The simulation of additional radiation associ-
ated with the collision.

• Hadronization:The Confinement of the simulated quarks and
gluons into the hadrons observed in the experiment.

The next three sections contain a more detailed description of the
individual components. For a more detailed description of the
physics involved see for example [5] and citations within.

1.2.1 The hard process

The probability for a specific process to happen is in particle physics
given by its cross section (σ). The calculation of the cross section for
pp collisions is factorized into two components (eq. (1.2.1)): the
Parton Distribution Functions (PDFs), fi(x1, Q2) and f j(x2, Q2), and
the partonic cross section, σ̂ij→X.

dσ =
∫

dx1

∫
dx2 fi(x1, Q2) f j(x2, Q2)dσ̂

ij→X (1.2.1)

The PDFs can be interpreted as the probability to take out a specific
parton, i, with a fixed energy fraction, x, at a specific energy scale,

4 A modern event generator is normally subdivided even further to more than ten
different components.
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Q2, from the proton5. The PDFs are process independent and can
therefore be measured in one process and applied to another. The
partonic cross section serves a similar role as the ordinary cross
section but on the partonic level. And since the partons are elemen-
tary particles, the partonic cross section can be directly calculated
through perturbation theory. The fact that it is possible to factorize
the cross section is actually quite remarkable. It basically shows
that physics at different scales can be treated independently of each
other. It is also the foundation of almost all theoretical predictions
for the LHC.

At first glance the scale dependence of the PDFs might seem a
bit confusing. But it can be understood by interpreting Q2 as the
scale at which the proton is probed. When probing at small Q2

(corresponding to low resolution) the proton mainly consists of its
three valence quarks. However, when the energy is increased the
virtual fluctuations start to become visible. A virtual fluctuation
is essentially a quark emitting a gluon and reabsorbing it rapidly
again. Which in turns leads to gluons becoming more important
at higher Q2. At the LHC the Q2 is so high that it is sometimes
referred to as a gluon collider. Similarly, the virtual fluctuations of
gluons should be included (i.e. g → qq → g). The virtual quarks
are referred to as sea quarks. Fundamentally it is possible to find all
elementary particles inside the proton, but it is normally restricted
to the valence quarks, gluons and sea quarks, since the rest provides
a negligible contribution.

Mathematically, the evolution of PDFs is governed by coupled dif-
ferential equations known as the DGLAP (Dokshitzer–Gribov–Lipatov-
Altarelli–Parisi) equations (eq. (1.2.2)). The evolution is closely cou-
pled to the probability for an emission to occur (e.g. g → gg, with
the probability given by Pg←g(z), where z is the energy fraction car-
ried away by emitted parton). The gluon evolution contains two
contributions: the quark splitting into a gluon and a quark, thereby

5 The interpretation becomes more complicated at higher orders of perturbation
theory.
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increasing the gluon contribution, and the contribution from the
probability that already created gluons remain as gluons.

d
d log Q

fg(x, Q) = αs(Q2)
π

∫ 1
x

dz
z

(
Pg←q(z)∑q

[
fq(

x
z , Q)+ fq(

x
z , Q)

]
+Pg←g(z) fg(

x
z , Q)

)
(1.2.2)

The formalism still has an obstacle, namely that the form of the
PDFs can not be calculated from first principles. Only the evolution
between different scales are known (eq. (1.2.2)). Instead the PDFs
have to be determined experimentally. The largest number of con-
straints on the PDFs comes from Deep Inelastic Scattering (DIS) at
ep colliders. DIS is when the electron scatters on one of the quarks
inside the proton, thereby directly probing the probability to find a
specific quark inside the proton.

The last piece in the cross section calculation is the partonic cross
section. This can be calculated from first principles through pertur-
bation theory [6]. Perturbation theory is an expansion in powers
of the coupling constant for the field theory. This only works well
if the coupling constant is significantly smaller than unity. This is
true for the EM coupling constant (αem ≈ 0.0073) and the QCD
coupling at high energies. At low energies the QCD coupling be-
comes larger than unity, however, and therefore perturbation theory
breaks down. This regime is known as non-perturbative QCD.

An excellent way to visualize the power expansion is Feynman
diagrams, invented by R. Feynman in 1948. An example of e+e− →
qq is

time

γ∗
e−

e+ q

q

Figure 1.5: The Feynman dia-
gram for e+e− →
γ∗ → qq.

shown in fig. 1.5. Each vertex cor-
responds to a fundamental interac-
tion, and thereby contains the cou-
pling constant. The lines corresponds
to the propagation of particles from
point to point. The Feynman dia-
grams not only serves as a visualiza-
tion tool but also as a calculational
tool. Each component also has a spe-
cific mathematical interpretation, for
instance the e+e−γ vertex always en-
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ters in the mathematical equation as6

ieγν. The expression corresponding to the full diagram is known
as the Matrix Element (ME). The ME combined with overall energy-
momentum conservation, and phase-space integrals makes up the
partonic cross section. The partonic cross section for the diagram
(fig. 1.5) is given by:

dσ̂

dΩ
=

α2
emQ2

q

4E2
cm

(
1 + cos2

θ
)

, (1.2.3)

where Qq is the electrical charge of the quark and dΩ = dϕ dcosθ

parameterizes the unit sphere. One of the most intriguing features
of the result is the divergence at low energy, which simply means
that the probability becomes infinite for infinitely soft scatterings.
This divergence is known as an infrared divergence and in the par-
ton shower section it will be described in more details together with
collinear divergences. A first interesting consequence of the diver-
gence is that at some point the cross section gg → gg becomes larger
than the measured total pp cross section7. At first glance this seems
like a contradiction of the theory, since the total pp cross section
serves as an upper bound. It is saved, however, by the observation
that it is possible to have multiple gg → gg interactions for each
pp collision. And the calculation of the partonic cross section can
be used to determine the average number of partonic collisions per
pp collision. The inclusion of extra parton interaction is known as
Multiple Parton Interactions (MPI) and it contributes to a significant
fraction of the particles seen in a typical pp collision.

The diagram drawn in fig. 1.5 only contributes what is known as
the Leading Order (LO) ME. The LO diagram is the lowest order,
in the power expansion of coupling constants, at which the process
is possible. The next term in the power expansion is referred to
as Next-to-Leading-Order (NLO). The diagrams for the QCD NLO
e+e− → qq are shown in fig. 1.6. The complexity grows rapidly
with both increasing order as well as increasing number of final
state particles. The current state of art is automated calculation of
most NLO processes, calculations of a selected set of NNLO pro-

6 γν is a Dirac matrix and e is the electrical charge.
7 A similar divergence also exist for this process.
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γ∗
e−

e+ q

q

g γ∗
e−

e+ q

q

g

γ∗
e−

e+ q

q

g

Figure 1.6: The NLO QCD Feynman diagrams for e+e− → qq.

cesses and a very limited set of N3LO calculations. The maximal
number of outgoing final state partons for LO is about eight, any-
thing beyond that becomes too slow. As can be seen from fig. 1.4,
this is not sufficient to describe the full event structure of a pp col-
lision. The most common way to include the extra emissions is
known as a parton shower, which is the topic of the next section.

1.2.2 Parton Shower

The additional radiation associated with the hard collision can be
interpreted in a similar fashion as ordinary bremsstrahlung of a
charged particle moving in a magnetic field. The effect is much
more extreme, however, which is due to the very rapid acceleration
present in the collision as well as the inclusion of QCD, where both
the increased coupling constant and the colour-charged gluons en-
hance the emission rate. A description of this radiation is known as
a Parton Shower (PS). The PS iteratively applies the probability for
a single parton to split into multiple partons in the collinear limit,
e.g. q → qg → qgg → ...8. These splitting probabilities (also called
splitting kernels) are the same as used in the DGLAP equation. As
an example of a splitting kernel let us consider the splitting Pq←q.
The splitting kernel can be calculated from the e+e− → q1q2g3 cross
section:

dσ

dx1dx2

1
σ0

=
αs

2π

4
3

x2
1 + x2

2
(1 − x1)(1 − x2)

, (1.2.4)

where xi = 2Ei/Ecm and σ0 is the the cross section for the original
2 → 2 process (i.e. the one drawn in fig. 1.5). With the 2 → 2
cross section divided out, eq. (1.2.4) corresponds to the probability
for both quarks to emit an additional gluon. In the limit where q1

8 Some PS models use the probability for two partons to split into three instead.
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and g3 are almost collinear, x2 has to be close to unity (x2 ≈ 1) due
to momentum conservation. Defining z as the energy fraction the
quark keeps (x1 = z)9 and setting Q2 equal to the invariant mass of
q1 and the gluon, eq. (1.2.4) can be rewritten as:

dPq→qg =
αs

2π

dQ2

Q2
4
3

1 + z2

1 − z
dz (1.2.5)

=
αs

2π

dQ2

Q2 Pq→qgdz , (1.2.6)

where Pq→qg = 4
3

1+z2

1−z is the same function as in the DGLAP evolu-
tion (eq. (1.2.2)). The splitting probability contains two divergences,
a soft divergence if z is equal to unity (then x3 = 0 and the gluon
has no energy) and a collinear divergence if Q2 is equal to zero
(x2 = 1). The high probability for collinear emissions leads to the
jet structures seen in the event display (fig. 1.4).

The definition of the evolution variable, Q2, is not unique, with
some common choices being the transverse momentum or the angle
of the emission. Both of these choices are preferred over virtuality,
since they better conserve the coherence of QCD. Coherence here
refers to a destructive interference of emission amplitudes that leads
to a reduction of the total emission rate.

Since the PS allows for an unlimited number of emissions it is
essentially an all-order calculation, however, the calculation for each
order is an approximation. This can be compared to the hard ME
calculation, where each order is exact, but the overall calculation
has to be cut off at a certain point.

Another advantage of the PS is that it naturally includes resum-
mation. To understand the need for resummation it is easiest to
consider an analogy for radioactive decays. The probability for a
single atom to decay, after a specific amount of time, is not only
given by the differential probability, but must also include the prob-
ability that it has not already decayed. Similar for emissions the
probability to have an emission at low scale (≈ late time) must in-
clude the probability that no emissions at higher scales (≈ earlier

9 Different definition of z in this section compared to the DGLAP evolution.
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times) occurred. This leads to that the probability to have exactly
one emission, at a scale Q, is given by

dPq→qg = Δ(Q2
max, Q2)

dQ2

Q2
αs

2π
Pq→qg(z)dz Δ(Q2, μ

2
f ) , (1.2.7)

where Qmax is the starting scale, μf is a low energy cut-off scale and
Δ(Q2

1, Q2
2) is the no emission probability (also called Sudakov form

factors) given by

Δ(Q2
1, Q2

2) = exp

(
− ∑

a,b,c

∫ Q2
1

Q2
2

dQ′2

Q′2
∫

αs

2π
Pa→bc(z′)dz′

)
(1.2.8)

The collinear approximation works well in describing the structure
of partons inside the jets, but it does not incorporate the interference
needed to describe separated high-energy jets. This is the region of
phase space where hard ME calculation works well, since in general
only a few of these are present per event. The obvious question is
then if we can combine the best of two worlds, and use ME calcu-
lation where they are available and rely on the PS to take care of
the rest. One of the biggest problems with a naive addition is the
possibility for double-counting. The same three-jet event can either
come directly as a hard ME or come as a 2 → 2 hard ME with a PS
emission, and of course including both leads to a double-counting.
The way this is avoided is by separating the phase-space into re-
gions that are covered either by the hard ME or by the PS. This
whole procedure is known as merging and together with matching
(the combination of NLO calculations with the PS) are the largest
improvement to the event generators during the last ten years.

All the above discussion about PS focused exclusively on the
emission of gluons. It is also possible to include emissions of pho-
tons, which follow exactly the same recipe except for being sup-
pressed by an order of magnitude compared to the gluon emissions
(αs/αem ∼ 10). This has already been studied in great detail, espe-
cially at lepton colliders, where the leptons will emit photons but
no gluons. Another possibility is the emission of W± and Z bosons,
which, in addition to the coupling constant suppression, also has a
mass suppression. For low energy collisions the production of W±

and Z bosons only needs to be included in the hard ME, since it will
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predominantly be the hardest part of the collision. If the energy is
increased sufficiently above the W± and Z masses, e.g. the 13 TeV
LHC or even more at a potential 100 TeV pp collider, the production
of weak bosons is no longer guaranteed to be the hardest part of the
collision and as such need to be included in the PS. The implemen-
tation and consequences of a weak shower constitutes a major part
of this thesis. The introduction will restrict itself to one aspect of it,
namely the fact that the weak bosons are massive.

The introduction of mass for the emitted particle naturally changes
the splitting kernels. The easiest way to study this is to calculate the
qq → qqZ ME, while only allowing radiation from the final state
particles (similar to eq. (1.2.4)):

1
σ0

dσ

dx1 dx2
=

αweak

2π

(
x2

1 + x2
2 + 2r3(x1 + x2) + 2r2

3
(1 − x1)(1 − x2)

− r3

(1 − x1)2 − r3

(1 − x2)2

)
, (1.2.9)

where r3 = m2
W/E2

cm and αweak is the corresponding weak coupling
constant for either the Z or the W± bosons. In the massless limit
(r3 → 0) it is easy to see that the same kinematical expression as
earlier is obtained. The expression also seems to have the same
divergences at x1 = 1 and x2 = 1, however, these are no longer part
of the available phase-space. Part of the energy has to go into the
W± mass, and as such it is not possible to conserve momentum if
one quark is assigned half the energy. With the divergences gone it
is possible to do an integration over the full phase-space which will
have the following structure:

σ
gg→uuZ 1

σ0
=

αweak

2π

[
C1 log2

(
E2

cm

M2
W

)
+ C2 log

(
E2

cm

M2
W

)
+ C3

]
,

(1.2.10)

where C1, C2 and C3 are numerical constants10. The first term has
the highest power of the logarithm thus being the most impor-
tant, and therefore is normally referred to as Leading Logarithm

10 A similar integration can also be done for the gluon splittings with the introduc-
tion of a lower cut-off.
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(LL). The second term is referred to as the Next-to-LL (NLL). The
collinear approximation only formally captures the LL component
of the result, however, it normally does better than what naively
would be expected from a LL approximation. The LL approxima-
tion also provides a very simple tool to probe the expected size of
the weak effects at a given center-of-mass energy. Simply inserting
the jet energy in (αweak/(2π)) log2(E2

jet/M2
W) for respectively 200

GeV, 1 TeV and 5 TeV gives ∼ 0.06, 0.4 and 1. This clearly high-
light why it has earlier been a good approximation to neglect weak
correction, but that this will no longer be true when the energy is
pushed well beyond the W± mass.

1.2.3 Hadronization

The last big piece in the simulation chain is hadronization: the
transformation from the quarks and gluons used in the hard pro-
cess and the PS to the actual observed hadrons in the experiments.
The hadronization phase is one of the least understood parts of the
simulation chain since it belongs to the non-perturbative regime of
QCD. This has led to several phenomenological models being de-
veloped with emphasis on different aspects of QCD. One of the
most successful models is the Lund string fragmentation model,
which will be the focus of this introduction. The model explains
the hadronization by spanning colour strings between the partons
and later fragment these into the observed hadrons.

Before entering the underlying fragmentation formalism, let us
consider an essential question, both to this thesis and to the string
fragmentation, namely, between which partons do strings form? As
an example consider the case of two quarks (q1 and q2) and two
antiquarks (q1 and q2). These can either connect as q1 − q1 and
q2 − q2 (fig. 1.7a), q1 − q2 and q2 − q1 (fig. 1.7b), or potentially even
more complicated colour structures. The decision on which colour
configuration to choose is known as Colour Reconnection (CR)11.
The name originates from the first studies of CR at LEP more than
twenty years ago, where it was considered in e+e− → W+W− →
qqqq. The quark and the antiquark from the same W± decay has

11 Or slightly more precise, it is called CR whenever alternatives to the leading-colour
topologies are considered.
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to be colour connected just when the decay happens. But it might
be possible for both the pairs to share the same colour, since QCD
only contains a limited number of colours. When the quark and
antiquark start to move apart it may become favourable to reconnect
the colours and choose to form the string between the quark from
one W± decay and the antiquark from the other W± decay, hence
the name colour reconnection.

PP

q1

q2 q1

q2

(a)

PP

q1

q2 q1

q2

(b)

Figure 1.7: Example of two different string configuration for two quarks
(q1 and q2) and two antiquarks (q1 and q2). The quarks and
antiquarks are imagined to originate from a single pp collision.

Since not much is known from first principles, there is a signifi-
cant freedom in designing a CR model. There is one principle, how-
ever, which is a common trend between all CR models, namely the
minimization of potential energy. Since the evolution of the event
generators is not carried out in ordinary space, but rather in p⊥,
no trivial definition of the potential energy is available. Two differ-
ent measures are predominantly used, either the invariant mass of
the string, mstring, or the logarithm of the invariant mass, log mstring.
The first represents the total energy available in the string while the
later expresses the available potential energy. The later measure is
normally referred to as the λ measure. In addition to the different
definitions of the potential energy, the models also differ in which
partons are allowed to reconnect.

At e+e− colliders CR effects are expected to be limited, but they
become exceedingly more relevant and complicated at pp colliders.
With the increased number of final state coloured particles and the
ordering from the PS being spoiled between different MPIs, the ef-
fects of CR are much more apparent. Experimentally, the need for
CR can be seen when considering the average transverse momen-
tum as a function of multiplicity. Without CR this distribution is
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expected to be constant, since additional MPIs do not increase the
average transverse momentum. Since CR lowers the total multiplic-
ity, thereby requiring additional activity from MPIs, and since it
tends to form boosted strings by reconnecting collinear partons, the
average transverse momentum increases with increased CR. With
the strong correlation between the amount of CR and final state ac-
tivity, the CR predicts a rise of average transverse momentum with
multiplicity, in agreement with observations.

CR plays a significant role in this thesis with the development of a
new CR model to explain discrepancies observed at the LHC (Paper
II) and further phenomenological studies at both LHC (paper IV)
and a potential future e+e− collider (paper III). The main features
of the model is the inclusion of more complicated reconnections
(known as junctions) and determination of allowed reconnections
based on the colour rules from QCD.

d u

u

u

u

u

u

d

d

d

d

d

dd

dd

ds s u
K+ K0
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π
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Figure 1.8: Illustration of a string fragmenting into several hadrons.

The fragmentation of a string into hadrons is depicted in fig. 1.8.
The large string is divided by successive quark-antiquark pair for-
mation until each string corresponds to exactly one hadron. There
are two major considerations at each fragmentation step: how is
the energy distributed between the two new strings and what is the
flavour and spin of the newly formed quark-antiquark pair.

The energy sharing is determined by the Lund symmetric frag-
mentation function:

f (z) ∝
(1 − z)a exp

(−bm2
⊥

z

)
z

, (1.2.11)
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where z is the energy fraction taken by hadron formed, m2
⊥ = p2

⊥ +

m2, and a and b are two free parameters of the model. The string is
fragmentated by starting from the two end points and recursively
fragment off hadrons according to eq. (1.2.11) until no more energy
is left in the string. The derivation of the function relies on the
symmetric structure of the problem, i.e. the probability for a specific
fragmentation to happen should not depend on whether we start
from the right or the left end.

The flavour choice is decided by considering the whole fragmen-
tation as a QM tunneling process, where larger masses are exponen-
tially suppressed:

P ∝ exp

(
−

πm2
⊥q

κ

)
, (1.2.12)

where κ is the string tension. The consequence is that ss are sup-
pressed by 70 % compared to the uu and dd pairs and all other
quarks can safely be neglected in the fragmentation process12. It is
still possible to form hadrons with charm and bottom quarks, but
the quarks have to have been produced in either the hard process or
the PS. The transverse momentum is included in a similar way for
all hadrons. This leads to all hadrons sharing a similar p⊥ spectrum
with large p⊥ being heavily suppressed13.

In the fragmentation depicted by fig. 1.8 only mesons are pro-
duced. To include the production of baryons, diquarks are intro-
duced. A diquark is the combination of two quarks (or two anti-
quarks to form an antidiquark) into an effective (semibound) state.
The colour rules from QCD allows the interpretation of two colours
as a single anticolour. Thereby it is possible to simply insert an
antidiquark-diquark pair in the above formalism. The antidiquark-
diquark pair always has to be inserted together in order not to vio-
late the baryon number conservation of QCD. The diquark mass is
larger than that of a single quark, which in turn leads to a suppres-
sion of baryon production.

The diquark formalism is not the only baryon production mech-
anism. Another example is the junction mechanism. A junction is

12 The exact value of the parameter is tuned to experimental data
13 Later decays of the hadrons alter the p⊥ spectra.
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a point where three string pieces meet (fig. 1.9). The junction string
topology

q

q

q

junction

Figure 1.9: Example of a
junction con-
nected to three
quarks. Each line
here is intended
as a simplified
representation of
a more extended
string, as drawn
e.g. in fig. 1.8.

can be seen as a similar extension to
a baryon as the string is to a meson.
The junction naturally carries a baryon
number, thus at least one baryon has
to be formed when it is hadronized.
In the diquark production mechanism
a diquark and an antidiquark are pro-
duced simultaneously, so there is a
large correlation between the ensuing
baryon and antibaryon. This is not
necessarily true for junctions, since a
junction and an antijunction can be
separated by several (and potentially
hard) gluons. Junctions have predomi-
nantly been used in the description of
beam baryons (e.g. the proton in pp
collision). The new CR model intro-
duce a new use for the junction struc-
tures, by introducing them as possible colour configurations (see
fig. 1.10). This naturally leads to an enhancement of the baryon pro-
duction, which is one of the key prediction of the new CR model.

One of the key concepts of the fragmentation is its universality.
Basically, no matter how a string is formed it should hadronize ac-
cording to the same rules. This has led to the fragmentation param-
eters being determined in the clean environment of the e+e− → qq

q q

q q
junctions

→

q q

q q
junctions

Figure 1.10: Two ordinary strings reconnecting two form a junction and
an antijunction.
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collisions and then applied directly to pp collisions. If any dis-
crepancy is then observed at pp colliders it will have to be due
to new physics present in pp collisions, which is not present (or
at least negligible) at e+e− colliders. One such example is CR,
which only plays a small role at e+e− colliders, compared to the
more important role at hadron colliders. Another example could be
that overlapping strings should be hadronized differently from non-
overlapping ones, and such overlaps occur much more frequently
at hadron colliders. One of the key aspects for most models trying
to explain observed discrepancies is the larger final state activity in
pp collisions.

The last piece of the whole simulation chain is the decay of un-
stable hadrons. A large fraction of the hadrons produced in the
fragmentation will decay almost immediately, and certainly before
they reach any detector equipment. The decays are carried out ac-
cording to their experimentally measured lifetime and branching
fractions.

1.3 summary

The world of fundamental particle physics is a both beautiful and
elegant world. From a few fundamental principles the behaviour
of all matter can be deduced, in principle. In reality, the world be-
comes slightly more messy and complex when confronted with our
limitation in calculation techniques. In order to provide a sufficient
description of high-energy collisions several physic concepts hap-
pening at potentially different scales need to be included. The most
common framework for handling this challenge is event generators.
They divide the complex collision into smaller manageable pieces
and solve them separately, at least to some approximation. The
overall goal is to create a virtual particle collider built on the knowl-
edge of the theory and capable of describing real experiments. A
typical pp collision as seen from the point of view of such a simula-
tion is shown in fig. 1.11. The two protons collide to form a bunch
of outgoing hadrons, all described by the physics cocktail included
in the event generators.

Event generators have had tremendous success at describing the
measured data at both hadron and lepton colliders. But with the
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huge complexity of the model, there will always be regions of the
model with room for improvement. The rest of this thesis will focus
on exactly such areas, specifically, a new colour reconnection model
and the introduction of a weak parton shower.
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quarks

gluons

γ,Z,W

strings

hadrons
protons

hard process

MPI
parton shower

hadronization
hadron decays

Figure 1.11: An example of how a pp collision is seen from a event gen-
erator’s perspective. The hard process is a dijet event with a
radiated weak boson and an additional MPI. The two protons
are artificially separated in the drawing in order to see what
happens.
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2
O V E RV I E W O F T H E PA P E R S

This section contains a brief summary of the papers that constitute
this thesis. The articles can be separated into two groups. Papers
I and V explain the implementation of a weak shower and how to
use it for merging in Pythia. Paper II, III and IV concerns the devel-
opment, implementation and phenomenological consequences of a
new colour reconnection model. Below follows a more detailed re-
sume as well as a section on my contributions to each individual
article.

2.1 weak gauge boson radiation in parton showers

The PS formalism had previously only been implemented to in-
clude QED and QCD emissions. This article presents a first in-
clusion of weak gauge boson emissions in the PS. The main mo-
tivations were to firstly understand why the PS has a difficult time
describing W(Z) + jets observables. Secondly, the incorporation of
the weak PS means that the weak Sudakov resummation will en-
ter on equal footing with the QCD one. Especially it ensures that
the competition between the different types of emissions is treated
correctly.

There are two obvious technical new effects in the implementa-
tion of the weak PS: the mass of the weak gauge bosons and the
flavour change of the W emission. The flavour change is handled
according to the CKM matrix, and additional care has only to be
taken for the evaluation of PDFs. The emission of massive particles
were already considered in a hidden-valley framework [1], which
turns out be directly applicable to the weak PS. Due to the massive
bosons the collinear approximation does not provide acceptable re-

27
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sults. This is circumvented by introducing an extensive use of ME
correction for all weak emissions. The ME corrections also need to
be separated depending on the type of 2 → 2 process.

The new PS is compared to data recorded from the ATLAS ex-
periment and, with the inclusion of a k-factor, the new PS describes
the inclusive W(Z) + jet production well. The individual p⊥ distri-
butions for jets are also well described, however, the new PS fails
to describe the ϕ angle between the two leading jets. Additional
studies focused on the production of hadronically-decaying weak
bosons inside jets are also performed. Due to the profuse ordinary
QCD emissions a broad spectrum of “background” jet masses is
generated, making the weak bosons challenging to find, but not
impossible. Lastly the effect of the weak Sudakov is considered at
both 14 TeV and 100 TeV pp colliders. The effects are seen to be
about ∼ 12% at 14 TeV and increasing to ∼ 25% at 100 TeV for the
maximal considered jet energies.

2.1.1 My contributions

The original idea for the paper was conceived by Torbjörn Sjöstrand.
The final framework constitute a combined effort of both Torbjörn
and me, with the largest contributions from Torbjörn. The code
implementation in Pythia was done exclusively by me, and I also
carried out all the phenomenological analyses. I wrote a first draft
for section 3-5, but they were then edited by Torbjörn.

2.2 string formation beyond leading colour

This paper describes the implementation of a new handling of colours
for both colour reconnection and beam remnants in Pythia. The
theoretical motivation for the work was to incorporate the SU(3)
colour rules from QCD into the model. The new model also in-
cludes junction structures, which can be used to explain the en-
hancement of the Λ production observed at LHC.

The new colour treatment in the beam remnant model combines
colours from scattered partons in the MPIs to lower the total num-
ber of strings connected to the beam. The probability to form the
different colour configurations are based on the QCD colour rules,
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with an additional suppression of high colour states due to satura-
tion. The new model differs from the old model for particle produc-
tion at high rapidities. At the measured rapidities it is difficult to
tell whether the new model describes the data better, however.

The new CR model is built on three main principles: the SU(3)
colour rules, a space-time causality requirement, and the minimiza-
tion of the λ measure. Each string is assigned a colour and only
colour-compatible and causally connected strings are allowed to re-
connect. All reconnections that lower the total λ measure are car-
ried out until a local minimum is reached.

The advantages of the new model is that it can simultaneously
describe the Λ production at both LEP and LHC, which no earlier
Pythia tune had been able to. It still has problems describing the
identified particle’s p⊥ spectra individually, and also the 〈p⊥〉 vs.
mass. The effect on the top mass measurement is also considered,
which shows an uncertainty of about 0.14 ± 0.11 GeV, which is of
similar magnitude as earlier observations [2].

2.2.1 My contributions

The original idea for the model was conceived by Peter Skands. Dur-
ing the development of the final model, we both contributed with
ideas for improvements. The code implementation and the phe-
nomenological studies were carried out exclusively by me. I wrote
the first draft for section 2.3.1, 3 and 4.

2.3 colour reconnection at future e+e− colliders

This paper studies the phenomenological effects of CR at e+e− col-
liders. In addition to the CR model introduced in paper II, two
older CR models, which were reimplemented [3] in Pythia 8 and
another CR model, introduced in connection with the top mass mea-
surement at LHC [2], are also considered.

The first study uses the fully hadronic W-mass measurement as a
probe to test CR instead. With the expected statistical uncertainty it
is shown that a new collider will be able to constrain the CR models
severely. Especially if the measurement is repeated at higher center-
of-mass energies, where the effect is significantly larger.
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The new CR models are also compared to dedicated CR studies
at LEP. Only a single of the new CR models is ruled out with more
than three sigma. A measurement of the total multiplicity in respec-
tively semi-leptonic and fully hadronic WW events is suggested as
an observable sensitive to CR.

Finally the uncertainty introduced in hadronic measurement at
e+e− colliders due to CR are highlighted through the study of a
Higgs parity measurement. It is argued that CR needs to be in-
cluded for measurements aiming at a precision below 5 %.

2.3.1 My contribution

The model comparisons were suggested by Torbjörn Sjöstrand, but
afterward were carried out by me with limited guidance from Tor-
björn. The reimplementation of the old models and all the phe-
nomenological studies were carried out by me. I wrote the first
draft for the paper except parts of the introduction and the old
model descriptions. The paper was later edited by Torbjörn, but to
a significant lesser extent than paper I.

2.4 effects of colour reconnection on
hadron flavour observables

This paper presents a comparison of two models, the CR model
from paper II and a string rope model [4] for hadronic flavour ob-
servables at LHC.

The models are compared to data for fully inclusive identified
particle ratios at a center-of-mass energy of both 200 GeV and 7 TeV.
Both models are capable of describing the Λ/Ks ratio, but fail to
describe the p/π ratio.

The main point of the article is to suggest a measurement of par-
ticle ratios as a function of the total multiplicity. Earlier models
predict no dependency on the multiplicity, whereas both new mod-
els predict an increase of the baryon fraction with multiplicity. This
would therefore serve as an excellent probe to test the new models.

A connection between collective flow and CR has been suggested [5].
To test this for the new models, a prediction for Λ/Ks as a function
of the p⊥ was considered, separated into different multiplicity re-
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gions. The new CR model shows similar trends as observed in
heavy-ion collisions, as opposed to the string rope model where no
effect is observed.

2.4.1 My contribution

The idea for the paper was fully conceived by Christian Bierlich
(another Ph. D. student at Lund university) and me. He con-
tributed with the string rope model and I contributed with the new
CR model. We both contributed to the common phenomenological
studies. I wrote the parts related to the new CR model and we both
contributed equally to the common sections.

2.5 merging weak and qcd showers with
multijet matrix elements

This paper presents an inclusion of the weak parton shower into the
merging framework of Pythia 8. The new merging scheme allows
for reclusterings of W± emissions in the same manner as ordinary
QCD emissions. The choice between the different paths is deter-
mined by their respective PS probabilities and the insistence on a
p⊥-ordering of the emissions. As an obvious consequence W±+ jets
no longer has to recluster to a Drell-Yan process, but can also orig-
inate through a QCD dijet process with a radiated W±. Earlier the
W±+ jets configurations could lead to unordered histories, where
the scale setting and Sudakov treatment could not be unambiguous
determined. The new merging solve these problems.

The new merging scheme is compared to data from ATLAS and
CMS and shows a significant improvement over the previous method.
Especially in the high S⊥ region, where the better scale setting and
handling of Sudakov form factors lead to a lower prediction, which
is in better agreement with data.

Another advantage of including the weak shower is the natural
handling of weak resummation. The effects are studied at a poten-
tial future 100 TeV proton collider, which shows effect of about 30 %
at jet p⊥ scale of 20 TeV.
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2.5.1 My contribution

The paper was a combined effort from Stefan Prestel and me. Ste-
fan is an expert on matching and merging, and I have the knowl-
edge on the implementation of the weak parton shower. We both
contributed to the development, implementation and phenomeno-
logical studies of the new merging scheme. I wrote the first draft
for sections 2, 5 and 6.
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Abstract

The emission of W and Z gauge boson is included in a traditional
QCD + QED shower. The unitarity of the shower algorithm links the
real radiation of the weak gauge bosons to the negative weak virtual
corrections. The shower evolution process leads to a competition
between QCD, QED and weak radiation, and allows for W and Z
boson production inside jets. Various effects on LHC physics are
studied, both at low and high transverse momenta, and effects at
higher-energy hadron colliders are outlined.
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i.1 introduction

The appearance of high-quality LHC data has been matched by
high-quality theoretical cross section calculations. One example is
W/Z + n jets, where NLO cross sections are available for up to
W + 5 jets [1]. In most of these studies the emphasis is on QCD
issues, specifically all real and virtual corrections to the Born-level
W/Z production graph are of a QCD nature. Separately there has
been a range of studies concentrating on weak corrections to pro-
cesses at lepton and hadron colliders, see [2–18] for a representative
but not exhaustive selection. In this article we will concentrate on
jet production at the LHC and other future hadron colliders from
this latter weak point of view, i.e. study weak real and virtual cor-
rections to QCD processes, as a complement to the QCD path. Such
weak corrections grows like αw ln2(E2/m2

W/Z), where E is the en-
ergy scale of the hard process, and thus become non-negligible at
high energies.

The possibility of large weak virtual corrections was highlighted
by one set of calculations [9, 10], which gave a jet rate reduced by
by up to 30% at around the LHC kinematical limit. This study
included both O(αw) virtual corrections to O(α2

s) processes and
O(αs) ones to O(αwαs) ones, however. Here we are only interested
in the former, which appears to be significantly less [12], but still
not negligible.

Cancellation between real and virtual corrections is familiar from
QCD and QED. The appearance of soft and collinear singularities
for the emission of a gluon or photon are compensated by infinitely
negative virtual corrections, with only finite O(α) terms remain-
ing after the cancellation of infinities (α = αs or αem, respectively).
In some calculations a fictitious photon mass is used to regularize
these divergences, rather then the more familiar dimensional regu-
larization scheme, but such a mass has to be sent to zero at the end
of the calculation. For weak calculations the finite physical W/Z
mass guarantees finite real and virtual corrections throughout. That
is, the negative O(αw ln2(E2/m2

W/Z)) corrections to the two-jet rate
induced by virtual W/Z loops should be compensated by the class
of two-jet events with an additional real W/Z in the final state. A
complication, relative to QCD and QED, is that the flavour change
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of W± leads to Bloch-Nordsieck violations [5], where the real and
virtual effects do not fully cancel.

The finite mass also means that classes of events with or without
a W/Z are completely separated. This is not only an advantage.
Consider, for instance, how the character of a high-energy quark jet
is changed by the possibility of W/Z emissions in addition to the
conventional g/γ ones. Recall that high-p⊥ jets at the LHC easily
can acquire masses around or above the W/Z mass already by g
radiation. A W/Z produced inside a jet and decaying hadronically
may then be rather difficult to distinguish from QCD emissions. It
is therefore natural to consider strong, electromagnetic and weak
emissions in one common framework when confronting data.

Traditionally there exists two possible approaches to describe
multiple emissions: matrix elements (ME) and parton showers (PS).
Formally ME is the correct way to go, but that presupposes that
it is possible to calculate both real and virtual corrections to high
orders. If not, the ME approach breaks down in the divergent soft
and collinear limits. Here the PS approach is more sensible, since it
includes Sudakov form factors to restore unitarity. In recent years
a main activity has been to combine the ME and PS approaches to
achieve the best overall precision [19].

Up until now, showers have only included QCD and QED emis-
sions, and W/Z production has been viewed solely as a task for
the ME part of the overall description. In this article we extend
the showering machinery to contain also the emission of the W and
Z gauge bosons, on equal footing with QCD and QED emissions.
This has some advantages for high-p⊥ jets, precisely where W/Z
decay products may be hidden in the core, among other quarks and
gluons. The shower formalism directly couples the real emissions
to the virtual corrections, by Sudakov factors. It thereby becomes
straightforward to study residual non-cancellation of real and vir-
tual corrections as a function of jet selection criteria. Another ad-
vantage is that multiple emission of W/Z bosons is a natural part
of the formalism, even if this only becomes important at very high
jet energies. In the other extreme, the shower mechanism may also
be relevant for the production of W/Z plus multijets at lower p⊥
scales, both as a test of the shower approach as such and as a build-
ing block for merging/matching approaches.
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The development of a weak shower formalism faces several chal-
lenges. One such is the W/Z masses, that induce both kinematical
and dynamical complications. These will mainly be overcome by
matching to several relevant ME expressions, thereby guaranteeing
improved precision relative to a PS-only based description.

The new showers are implemented as parts of the Pythia 8 event
generator [20, 21]. Thereby they can be combined with the existing
QCD and QED shower implementations, and with all other aspects
of the complete structure of hadron-collider events. This allows us
to study the consequences at LHC for W/Z production in general,
and for the structure of high-p⊥ jets in particular.

In Section 2 we develop the shower formalism needed for W and
Z bosons, including several new aspects. This formalism is vali-
dated in Section 3. In Section 4 it is then applied to study conse-
quences for jets and W/Z production at the LHC. A brief outlook
towards results for even higher-energy colliders is found in Section
5. Finally Section 6 provides a summary and outlook.

i.2 the weak shower

In this section we describe how the production of W/Z + n jets is
handled. To be more precise, the bulk of the study will be con-
cerned with n ≥ 2, i.e. from where production of W/Z inside a jet
becomes possible. The n = 0, 1 processes do not have a direct over-
lap with QCD jets, and an existing shower formalism is appropriate
to handle them, as will be described further below.

In principle, the introduction of W/Z emission in showers would
only involve the introduction of two new splitting kernels. In prac-
tice, the large W/Z masses lead to large corrections, both in the
kinematics handling and in the splitting behaviour. In order to
provide a reasonably accurate description, within the limits of the
shower approach, several matrix elements are used as templates to
provide a correct dependence on the W/Z masses.

Also other problems will appear, that are new relative to the al-
ready existing QCD/QED formalism, notably that the weak force
has spin-dependent couplings and that the emission of a W boson
changes the flavour of the radiating quark. Further, a complete de-
scription would need to include full γ∗/Z0 interference, but in the
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following these interference terms will be neglected. That is, for
low virtualities a pure γ∗ is assumed, and for higher virtualities a
pure Z0. This should be a good first approximation, since the bulk
of the shower activity should be in the two peak regions.

i.2.1 The basic shower formalism

The starting point for shower evolution is the DGLAP evolution
equation, which can be written as

dPa→bc =
α

2π

dQ2

Q2 Pa→bc(z) , (I.2.1)

with α = αs or αem, Q2 some evolution variable expressing the hard-
ness of the a → bc branching and z the energy-momentum sharing
between the daughters b and c. Some further azimuthal ϕ depen-
dence may or may not be included. The branchings can be of the
character q → qg, g → gg, g → qq, f → fγ (f = q or �), and γ → ff.
To this list we now want to add q → q′W and q → qZ0, including
subsequent decays W → ff

′
and Z → ff. The W/Z production mech-

anism is directly comparable with that of g/γ, whereas the decays
happen with unit probability and therefore are slightly separated
in character from the corresponding g → qq and γ → ff ones. The
difference obviously is related to the W/Z being massive and the
g/γ ones massless.
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To set the coupling notation, consider the case that the W/Z
masses are set to zero. Then the evolution equations for a quark
can be written in a common form

dPq→qX =
αeff

2π

dQ2

Q2
1 + z2

1 − z
, (I.2.2)

αeff = αs
4
3

for q → qg , (I.2.3)

= αem e2
q for q → qγ , (I.2.4)

=
αem

sin2
θW cos2θW

(T3
q − eq sin2

θW)2 for qL → qLZ ,

(I.2.5)

=
αem

sin2
θW cos2θW

(eq sin2
θW)2 for qR → qRZ , (I.2.6)

=
αem

2 sin2
θW

|VCKM
qq′ |2 for qL → q′

LW , (I.2.7)

= 0 for qR → q′
RW . (I.2.8)

Here L/R denotes left-/right-handed quarks, T3
q = ±1/2 for

up/down-type quarks, and VCKM is the CKM quark mixing matrix.
It will be assumed that the incoming beams are unpolarized, i.e.

that incoming fermions equally often are left- as righthanded. Since
QCD interactions are spin-independent, a left- or righthanded he-
licity is picked at random for each separate fermion line at the hard
interaction. (Usually this association is unique, but in cases like
uu → uu a choice is made that favours a small scattering angle,
using 1/t̂2 and 1/û2 as relative weights.) Since the gauge-boson
emissions preserve helicity (for massless fermions), the choice at
the hard process is propagated through the full shower evolution.
The emission rate for a single W/Z boson is not affected by this he-
licity conservation, relative to what spin-averaged splitting kernels
would have given, but the rate of several W/Z bosons is increased.
This is most easily realized for the W case, where a first emission
fixes the fermion line to be lefthanded, and a second W therefore
can be emitted twice as often as with a spin-averaged branching
kernel.

The formalism for FSR and ISR, for the case of massless gauge
bosons, is outlined in [22]. A brief summary is as follows, for the
case that on-shell masses can be neglected.
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For FSR the evolution variable for branchings a → bc is p2
⊥evol =

z(1− z)Q2 where Q2 is the off-shell (timelike) virtuality of parton a.
The evolution equation becomes

dPa =
α(p2

⊥evol)

2π

dp2
⊥evol

p2
⊥evol

Pa→bc(z)Δa(p2
⊥max, p2

⊥evol) , (I.2.9)

where Δa is the Sudakov form factor, i.e. the no-emission probabil-
ity from the initial maximal scale p2

⊥max down to the current p2
⊥evol

one [19]. It is obtained from an exponentiation of the real-emission
probability in such a way that unitarity is restored: the total proba-
bility for parton a to branch, or to reach a lower cutoff scale p2

⊥min
without branching, adds to unity. A dipole shower [23] approach is
used to set the kinematics of a branching. That is, for a QCD shower,
colour is traced in the NC → ∞ limit, and thus the radiating par-
ton a can be associated with a “recoiler” r that carries the opposite
colour. A gluon is split into two possible contributions by its colour
and anticolour, both as a radiator and as a recoiler. The a+ r system
preserves its four-momentum in a branching and, if viewed in its
rest frame, the a and r three-momenta are scaled down without a
change in direction to give a the mass Q. In this frame z (1 − z) is
the fraction of the modified a energy that b (c) takes.

For ISR it is most convenient to use backwards evolution [24],
i.e. to start at the hard interaction and then proceed towards earlier
branchings at lower evolution scales. That is, the a → bc branching
process is now interpreted as parton b becoming “unbranched” into
a. Parton b has a spacelike virtuality with absolute value Q2, and
the evolution variable is p2

⊥evol = (1− z)Q2. The evolution equation
now depends on PDF ratios

dPb =
α(p2

⊥evol)

2π

dp2
⊥evol

p2
⊥evol

xa fa(xa, p2
⊥evol)

xb fb(xb, p2
⊥evol)

Pa→bc(z)Δb(p2
⊥max, p2

⊥evol; xb) ,

(I.2.10)

where again the Sudakov form factor is obtained by an exponen-
tiation of the real-emission expression, to preserve unitarity. The
parton coming in from the other side of the event defines a recoiler
r, such that z = xb/xa = (pb + pr)2/(pa + pr)2. With b originally
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moving parallel with the incoming beam particle with a fraction xb
of the beam momentum, the branching requires a redefinition of
kinematics such that afterwards parton a is parallel with the beam
and carries a fraction xa. Accordingly, all the outgoing partons pro-
duced by the b + r collision are boosted and rotated to a new frame.

Both ISR and FSR are evolved downwards in p2
⊥evol, starting from

a p2
⊥max scale typically set by the hard interaction at the core of

the event. A branching at a given scale sets the maximum for the
continued evolution. At each step all the partons that potentially
could branch must be included in the sum of possibilities. There are
always two incoming partons that can radiate, while the number of
outgoing ones increases as the evolution proceeds.

A third component of perturbative parton production is multipar-
ton interactions (MPI). These can also conveniently be arranged in
a falling p⊥ sequence, and by unitarity acquires a “Sudakov” factor
in close analogy with that in showers [25]. Therefore both ISR, FSR
and MPI can be combined in one common sequence of falling p⊥
scales [26]:

dP
dp⊥

=

(
dPMPI

dp⊥
+ ∑

dPISR

dp⊥
+ ∑

dPFSR

dp⊥

)

× exp
(
−

∫ p⊥max

p⊥

(
dPMPI

dp′⊥
+ ∑

dPISR

dp′⊥
+ ∑

dPFSR

dp′⊥

)
dp′⊥

)
,

(I.2.11)

with a combined Sudakov factor. Each MPI gives further incoming
and outgoing partons that can radiate, so the ISR and FSR sums
now both run over an increasing number of potentially radiating
partons. The decreasing p⊥ scale can be viewed as an evolution
towards increasing resolving power; given that the event has a par-
ticular structure when activity above some p⊥ scale is resolved,
how might that picture change when the resolution cutoff is re-
duced by some infinitesimal dp⊥? That is, let the “harder” fea-
tures of the event set the pattern to which “softer” features have to
adapt. Specifically, energy–momentum conservation effects can be
handled in a reasonably consistent manner, where the hardest steps
almost follow the standard rules, whereas soft activity is reduced
by the competition for energy, mainly between ISR and MPI.
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For massless particles only kinematics variables such as p⊥ can
set the scale. For weak showers the W/Z mass introduces an al-
ternative scale, and this opens up for ambiguities. Consider if a
combination such as p2

⊥evol + km2
W/Z, with k as a free parameter, is

used as ordering variable for W/Z emission (but otherwise not af-
fecting kinematics). Then an increased k will shift W/Z emissions
to occur earlier in the combined evolution, which gives them a com-
petitive advantage relative to QCD/QED emissions. We will later
study the impact of such possible choices.

A key feature for the efficient generator implementation is that
the real and virtual corrections exactly balance, i.e. that eq. (I.2.11)
contains exactly the same dP expressions in the prefactor and in the
Sudakov factor. This holds for QCD and QED emissions to leading-
log accuracy, and also for Z0 ones, but not for W± emissions, due
to the above-mentioned Bloch-Nordsieck violations. It comes about
by a combination of two facts. Firstly, a real emission of a W± in the
initial state changes the flavour of the hard process, while a W± loop
does not. Secondly, the incoming state is not isospin invariant, i.e.
the proton is not symmetric between u and d quarks, nor between
other isospin doublets. Together this leads to a mismatch between
real and virtual Sudakov logarithms, that is not reproduced in our
implementation. In that sense our results on the reduced rate of
events without a W emission are not trustworthy. But only the
qq′ → qq′ processes with both quarks lefthanded are affected, not
ones where either quark is righthanded, nor qg → qg processes [6].
Also, real and virtual corrections cancel for final-state emissions,
so only initial-state ones contribute. The total error we make on
this count therefore is small, in particular compared with true NLO
corrections beyond our accuracy.

i.2.2 Merging generics

One of the key techniques that will be used in the following is
matrix-element merging [27–29]. It can be viewed as a precursor
to PowHeg [30, 31].

In a nutshell the philosophy is the following. Assume a Born
cross section σB, usually differential in a number of kinematical vari-
ables that we do not enumerate here. The real NLO correction to
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this is dσR, differential in three further kinematical variables, with
ratio dKME = dσR/σB. The parton-shower approximation also starts
from σB and multiplies this with dKPS, which represents the shower
branching kernel, cf. eq. (I.2.1), summed over all possible shower
branchings from the Born state, differential in Q2, z and ϕ. At this
stage the Sudakov form factor has not yet been introduced. Now
ensure that dKPS ≥ dKME over all of phase space, which may be au-
tomatic or require some adjustment, e.g. by a multiplicative factor.
Then begin the evolution of the shower from a starting scale Q2

max
downwards, with a first (= “hardest”) branching at a Q2 distributed
according to

dKPS(Q2, z, ϕ) exp

(
−

∫ Q2
max

Q2
dQ2

∫
dz

∫ dϕ

2π
dKPS(Q2, z, ϕ)

)
.

(I.2.12)

Since dKPS is an overestimate, accept a branching with a probabil-
ity dKME/dKPS. This replaces the dKPS prefactor in eq. (I.2.12) by
dKME, but leaves the Sudakov unchanged. Now use the veto algo-
rithm trick: when a Q2 scale is not accepted, set Q2

max = Q2 and
continue the evolution down from this new maximal scale. This
gives a distribution

dKME(Q2, z, ϕ) exp

(
−

∫ Q2
max

Q2
dQ2

∫
dz

∫ dϕ

2π
dKME(Q2, z, ϕ)

)

(I.2.13)

(for proof see e.g. [21]). Here the dependence on the original dKPS

is gone, except that the shower Q2 definition is used to set the order
in which the phase space is sampled. The soft and collinear diver-
gences leads to eqs. (I.2.12) and (I.2.13) being normalized exactly to
unity; a first emission is always found. In practice a lower cutoff
Q2

min is always introduced; if the evolution falls below this scale
then an event of the Born character is assumed. This preserves uni-
tarity.

This completes the description of ME merging. In PowHeg the
hardness scale is not based on any specific shower, but fills a sim-
ilar function. More importantly, to achieve full NLO accuracy,
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PowHeg normalizes the differential cross section in eq. (I.2.13) to
σB + σV +

∫
dσR, where σV are the virtual corrections, including PDF

counterterms. We will not here aim for a corresponding NLO ac-
curacy, but keep open the possibility to multiply by an overall “K
factor”, which catches the bulk of the NLO effects.

A simple application of ME merging is W/Z+ 1 jet, starting from
the Born W/Z production process [29]. The qq → Zg (or qq′ → Wg)
final state can be reached by two shower emission histories, which
match the t- and u-channel Feynman graphs of the matrix elements.
It is found that 1/2 < dKME/dKPS ≤ 1, so that Monte Carlo re-
jection is straightforward. (The original result was found for an
evolution in virtuality rather than in p2

⊥, but both give the same re-
sult since dQ2/Q2 = dp2

⊥/p2
⊥ and z is the same.) The qg → Zq (or

qg → Wq′) process has one shower history, with a g → qq branch-
ing, that corresponds to the u-channel Feynman diagram, while the
s-channel quark exchange diagram has no shower correspondence.
In this case 1 ≤ dKME/dKPS ≤ (

√
5 − 1)/(2(

√
5 − 2)) < 3, which

requires the shower emission rate to be artificially enhanced for
Monte Carlo rejection to work. For both processes agreement is
found in the p⊥ → 0 limit, as it should, with increasing discrepan-
cies at larger p⊥, but still only by a modest factor right up to the
kinematical limit.

It is plausible that the (uncorrected) PS underestimate of the
qg → Zq emission rate at least partly is related to it missing one
Feynman graph. If so, the shower description of W/Z+ ≥ 2 par-
tons can be expected to do even worse, since it misses out on fur-
ther diagrams. This is the behaviour observed in data [32–34]. By
starting up from QCD 2 → 2 processes as well, but avoiding dou-
blecounting, it is the hope to bring up this rate.

Given that the ME merging approach has been used to select
the hardest emission, a normal shower can be attached for subse-
quent emissions from this scale downwards. Normally these emis-
sions would be based on the shower algorithm pure and simple. In
some cases it may be convenient to use the merging approach also
for subsequent emissions, notably for massive particles in the final
state, where the suppression of collinear radiation may not be fully
described by the shower [28, 35]. Although the ME is not the cor-
rect one for consecutive emissions, it still encodes the suppression
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from mass terms to a reasonable approximation, at least as well as a
shower could. The one modification is to apply it to changed kine-
matical conditions, e.g. to a gradually decreasing dipole mass for
FSR. We will come back to this point.

i.2.3 Pure final-state emissions

As a starting point for FSR we consider the simplest possible case,
when a Z or W is radiated in the final state of an s-channel process
such as q0q0 → g∗(0) → qq → q(1) q(2)Z0(3) (or q0q0 → g∗(0) →
q(1) q′(2)W(3)). Using CalcHEP [36] for these and subsequent ME
calculations, the matrix element can be written as

1
σ0

dσ

dx1 dx2
=

αeff

2π

(
x2

1 + x2
2 + 2r3(x1 + x2) + 2r2

3
(1 − x1)(1 − x2)

− r3

(1 − x1)2 − r3

(1 − x2)2

)
. (I.2.14)

Here xi = 2p0 pi/p2
0 = 2Ei/Ecm, with the latter expression valid

in the rest frame of the process, and ri = m2
i /E2

cm, here with the
quarks assumed massless. In order to arrive at the above result,
the ME was integrated over three angular variables. Setting r3 =

0 the kinematics dependence reverts to the familiar one for three-
jet events in e+e− annihilation, as it should. The αeff values are
provided in eqs. (I.2.5)–(I.2.8).

Owing to the W/Z mass, the phase space for a weak emission
is considerably different from that of a QCD one. Notably the soft
and collinear divergences lie outside the physical region. Within the
accessed region we would like to use the matrix-element merging
approach to achieve as accurate a description as possible. As a first
step, an overestimate is obtained by

1
σ0

dσ

dx1 dx2
≤ αeff

2π

N
(1 − x1)(1 − x2)

, (I.2.15)

with N = 8. This translates into an overestimate

dPover
q→qZ =

αeff

2π

dp2
⊥evol

p2
⊥evol

N
1 − z

, (I.2.16)
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which later is to be corrected.
The emission of heavy bosons in final state radiation has already

been considered in the context of massive Hidden-Valley photons
[35], and therefore only a short review is provided here. Consider
the process p0 → p13 + p2 → p1 + p2 + p3, where all particles are
allowed to be massive. While the matrix elements are described
by x1 and x2 (after a suitable integration over angles), the parton
shower is described in terms of

p2
⊥evol = z(1 − z)(m2

13 − m2
1) (I.2.17)

and z, which in the massless limit equals x1/(x1 + x3). For a mas-
sive case it is convenient to start out from two massless four-vectors
p(0)1 , p(0)3 and then create the massive ones as linear combinations

p1 = (1 − k1)p(0)1 + k3 p(0)3 , (I.2.18)

p3 = (1 − k3)p(0)3 + k1 p(0)1 , (I.2.19)

k1,3 =
m2

13 − λ13 ± (m3
3 − m2

1)

2m2
13

, (I.2.20)

λ13 =
√
(m2

13 − m2
1 − m2

3)
2 − 4m2

1m2
3 . (I.2.21)

This new energy sharing corresponds to a rescaled

z =
1

1 − k1 − k3

(
x1

2 − x2
− k3

)
. (I.2.22)

The p2
⊥evol and z expressions, can be combined to give the Jacobian

dp2
⊥evol

p2
⊥evol

dz
1 − z

=
dx2

1 − x2 + r2 − r1

dx1

x3 − k1(x1 + x3)
. (I.2.23)

Note that the shower expressions so far only referred to emissions
from the q(1), whereas the matrix elements also include emissions
from the q(2) and interferences. For a ME/PS comparison it is
therefore necessary either to sum the two PS possibilities or split
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the ME expression. We choose the latter, with a split in proportion
to the propagators, which gives a probability for the q(1)

P1 =
(m2

13 − m2
1)

−1

(m2
13 − m2

1)
−1 + (m2

23 − m2
2)

−1
=

1 − x1 + r1 − r2

x3
. (I.2.24)

Thus we arrive at the ME/PS correction factor

W1 =
WME,1

WPS,1
=

(1 − x1 + r1 − r2)(1 − x2 + r2 − r1)

N

× x3 − k1(x1 + x3)

x3

1
σ0

dσ

dx1 dx2
. (I.2.25)

All the explicit dependence on m3 is located in k1 in the last factor,
but obviously implicitly the whole kinematics setup is affected by
the value of m3.

The emission of W bosons introduces flavour changes in the
shower, and thus also the need for implementing the full CKM-
matrix in the emissions, eq. (I.2.7). The change of flavour to top
is excluded due to the high mass of the top quark, which signifi-
cantly reduces W emission off b quarks. All quarks are considered
massless in the ME weights, but proper masses are included in the
kinematics calculations, as demonstrated above.

The ME merging technique, viewed as a correction to the LO
expression, is properly valid only for the first branching. The argu-
ments for including a sensible behaviour in the soft and collinear
regions remain, however. Therefore eq. (I.2.25) can be applied at all
steps of the shower evolution. That is, starting from an original qq
dipole, the downwards evolution in p2

⊥evol gradually reduces the
dipole mass by the g/γ/W/Z emissions. When a W/Z is emit-
ted, the ME correction is based on the current dipole mass and the
emission kinematics. This is particularly relevant since it may be
quite common with one or a few QCD emissions before a W/Z is
emitted.

In non-Abelian theories the radiated gauge bosons themselves
carry charge and can themselves radiate. For QCD emissions this
is well approximated by the dipole picture, where each emission of
a further gluon leads to the creation of a new dipole. Similarly the
emission of a W/Z leads to more weak charges, with the possibility
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of non-Abelian branchings W± → W±Z0 and Z0 → W+W−. So
far we have not included these further branchings, and therefore
preserve the original qq weak-dipole when a W/Z is emitted. This
will imply some underestimation of multiple-W/Z production rate.

New qq pairs can be created within the shower evolution, e.g.
by gluon branchings g → qq. These are considered as new weak
dipoles, and can thus enhance the rate of W/Z emissions.

i.2.4 Pure initial-state emissions

As a starting point for ISR we here instead consider a process such
as q(1) q(2) → Z(3) g∗(4) (or q(1) q′(2) → W(3) g∗(4)), where the
subsequent g∗ → q0q0 (or g∗ → gg) decay has been integrated out.
This matrix element can then be written as

WME =
ŝ

σ̂0

dσ̂

dt̂
=

αeff

2π

(
t̂2 + û2 + 2ŝ(m2

3 + m2
4)

t̂û
− m2

3m2
4

t̂2
− m2

3m2
4

û2

)
.

(I.2.26)

The ISR kinematics is already set up to handle the emission of a
massive particle, e.g. in b → gb, with a b quark in the final state.
The ME correction machinery [29] has only been set up for the emis-
sion of a massless particle, however, so some slight changes are nec-
essary. For the case that the W/Z is emitted by the incoming parton
1 the Mandelstam variables become

ŝ = (p1 + p2)
2 =

m2
4

z
, (I.2.27)

t̂ = (p1 − p3)
2 = −Q2 = −p2

⊥evol
1 − z

, (I.2.28)

û = m2
3 + m2

4 − ŝ − t̂ = m2
3 + m2

4 −
m2

4
z

+
p2
⊥evol

1 − z
. (I.2.29)

It turns out that the massless DGLAP-kernel eq. (I.2.2) is not an
overestimate for the ME eq. (I.2.26). Instead the following slightly
modified splitting kernel is used

dPq→qX =
αeff

2π

dQ2

Q2
1 + z2(1 + r2)2

1 − z(1 + r2)
(I.2.30)
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where r = m3/mdipole = m3/m4. The standard DGLAP kernel
is recovered in the massless limit. Using the Jacobian dt̂/t̂ =

dp2
⊥evol/p2

⊥evol, the shower emission rate translates to

WPS1 =
ŝ

σ̂0

dσ̂

dt̂
=

αeff

2π

ŝ2 + (m2
3 + m2

4)
2

t̂(t̂ + û)
. (I.2.31)

Adding the emission from parton 2, easily obtained by t̂ ↔ û, gives

WPS = WPS1 + WPS2 =
αeff

2π

ŝ2 + (m2
3 + m2

4)
2

t̂û
. (I.2.32)

In this case it is convenient to use W = WME/WPS as ME correction
factor. That is, the full ME is compared with the sum of the two PS
possibilities, unlike the FSR case, where the ME is more easily split
into two parts each compared with a single shower history.

It can most easily be seen that the modified DGLAP kernel is an
upper estimate by taking the ratio of the PS weight with the ME
one,

W =
WME

WPS
≤ t̂2 + û2 + 2ŝ(m2

3 + m2
4)

ŝ2 + (m2
3 + m2

4)
2

(I.2.33)

=
t̂2 + û2 + 2ŝ2 + 2ŝt̂ + 2ŝû

t̂2 + û2 + 2ŝ2 + 2ŝt̂ + 2ŝû + 2t̂û
≤ 1 (I.2.34)

A new upper estimate for the range of allowed z values is needed,
since the standard one enters unphysical regions of the modified
DGLAP kernel, turning the PS weight negative. This is not a sur-
prise, since the standard upper estimate does not include massive
emissions. The upper estimate chosen is

z ≤ 1

1 + r2 +
p2
⊥evol

m2
dipole

(I.2.35)

This limit should ensure that the emitted particle will always have
enough energy to become massive and have the chosen p2

⊥evol. It is
not formally proven to be an upper limit, but works for all studied
cases.
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The handling of CKM weights for W emission becomes slightly
more complicated in ISR than in FSR, owing to the presence of PDFs
in the evolution. The PDF ratio in eq. (I.2.10) is generalized to an
upper estimate

RPDF
max =

∑a |VCKM
ab |2 xb fa(xb, p2

⊥max)

xb fb(xb, p2
⊥max)

(I.2.36)

used in the downwards evolution with the veto algorithm. For a
trial emission the relevant part of the acceptance weight then be-
comes

1
RPDF

max

∑a |VCKM
ab |2 xa fa(xa, p2

⊥evol)

xb fb(xb, p2
⊥evol)

. (I.2.37)

Once a branching has been accepted, the new mother flavour a is
selected in proportion to the terms in the numerator sum.

Like for final-state radiation, the ME merging weight will be used
not only for a W/Z emission in direct association with the hard
process, but for all branchings in the backwards evolution. All final-
state particles are then lumped into one single effective particle, like
the g∗ above.

i.2.5 Mixed initial–final-state emissions

In addition to the pure-final or pure-initial topologies, the two
other relevant possibilities are with one or two quark lines flowing
through the hard 2 → 2 topologies, i.e. qg → qg and qq′ → qq′.

It would have been tempting to use the ME correction factors as
above for FSR and ISR. Unfortunately this does not give a particu-
larly good agreement with the qg → qgZ0 matrix element. Specif-
ically, whereas s-channel processes tend to populate the available
phase space with only a dp2

⊥/p2
⊥ fall-off, the coherence between

ISR and FSR in t-channel processes leads to a destructive interfer-
ence that reduces emissions at large angles [37]. Thus emission
rates depend on the t̂ of the core 2 → 2 process, not only on its
ŝ. Therefore we have chosen to base the ME corrections on the full
2 → 3 kinematics.
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The general strategy will be to use that the three-body phase
space can be split into two two-body ones, with an intermediate
state i, e.g.

dΦ3(1 + 2 + 3) = dΦ2(1 + i)
dm2

i
2π

dΦ2(i → 2 + 3) . (I.2.38)

One of the dΦ2 factors will be associated with the QCD hard 2 → 2
process, whereas the rest comes from the shower branching. This
way it is possible to compare the 2 → 3 ME with the 2 → 2 ME +
shower in the same phase space point, with proper Jacobians.

To begin with, consider the simpler first process, qg → qg, with
an additional Z0 emission, labeled as q(a) g(b) → q(1) g(2)Z0(3).
We will first outline the procedures for FSR and ISR separately, and
then explain how to combine the two, and how to modify for W±

emission.
For FSR the intermediate state is the virtual quark that emits the

Z0, q(a) g(b) → q∗(i) g(2) → q(1) g(2)Z0(3), which gives the phase
space separation

dΦ3(a+ b → 1+ 2+ 3) = dΦ2(a+ b → i+ 2)
dm2

i
2π

dΦ2(i → 1+ 3) .

(I.2.39)

Rewriting the second dΦ2 in terms of angles in the i rest frame, the
2 → 3 ME can be expressed as

dσME =
|M2→3|2

2ŝ
dΦ3 =

|M2→3|2
2ŝ

dΦ2(i+ 2)
dm2

i
2π

β13

4
d(cos θ

∗)
dϕ∗

2π
,

(I.2.40)

with

β jk =

√√√√(
1 −

m2
j

m2
jk
− m2

k
m2

jk

)2

− 4
m2

j

m2
jk

m2
k

m2
jk

, m2
jk = (pj + pk)

2 , (I.2.41)

which simplifies to β13 = 1 − m2
3/m2

i if m1 = 0.
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The 2 → 2 ME combined with the shower instead gives an answer

dσPS =
|M2→2|2

2ŝ
dΦ′

2(i + 2)
αeff

2π

dp2
⊥evol

p2
⊥evol

N dz
1 − z

dϕ∗

2π
. (I.2.42)

Here dΦ′
2(i + 2) represents the outgoing i before it acquires a mass

by the q∗ → qZ0 branching, as assumed for the initial 2 → 2 QCD
process. The correct phase space, used in the ME expression, is
scaled down by a factor βi2 = 1−m2

i /ŝ. To compare the two rates, it
is necessary to convert between the standard two-body phase-space
variables and the shower ones. The relationship p2

⊥evol = z(1− z)m2
i

gives dp2
⊥evol/p2

⊥evol = dm2
i /m2

i . For z it is convenient to define
kinematics in the i rest frame, p∗i = mi(1; 0, 0, 0), with 2 along the
−z axis. Then, with m1 = 0,

p∗1 =
m2

i − m2
3

2mi
(1; sin θ

∗, 0, cos θ
∗) , (I.2.43)

p∗0 = p∗1 + p∗2 + p∗3 =

(
ŝ + m2

i
2mi

; 0, 0,− ŝ − m2
i

2mi

)
. (I.2.44)

Now insert into eq. (I.2.22), with k1 = m2
3/m2

i and k3 = 0,

z =
1

1 − m2
3/m2

i

x1

xi
=

m2
i

m2
i − m2

3

p∗0 p∗1
p∗0 p∗i

=
1
2

(
1 +

ŝ − m2
i

ŝ + m2
i

cos θ
∗
)

,

(I.2.45)

from which d(cos θ∗)/dz can be read off. This gives a ME correction
weight to the shower

WFSR =
dσME

dσPS
=

|M2→3|2 dΦ2(i + 2)
|M2→2|2 dΦ′

2(i + 2)
β13

4 αeff N
p2
⊥evol dm2

i

dp2
⊥evol

× (1 − z)
d(cos θ∗)

dz

=
|M2→3|2
|M2→2|2 βi2

β13

2 αeff N
m2

i (1 − z)
ŝ + m2

i
ŝ − m2

i

=
|M2→3|2
|M2→2|2

1
2 αeff N

p2
⊥evol
z

ŝ
ŝ − m2

i

m2
i − m2

3

m2
i

. (I.2.46)
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For ISR the intermediate state instead is the 2 → 2 QCD process
q(a) g(b) → (q∗g)(i)Z0(3) → q(1) g(2)Z0(3), where the q∗ is the
spacelike quark after having emitted the Z0. Thus the phase space
separation here is

dΦ3(a+ b → 1+ 2+ 3) = dΦ2(a+ b → i+ 3)
dm2

i
2π

dΦ2(i → 1+ 2) .

(I.2.47)

The first dΦ2 is rewritten in terms of angles in the a + b rest frame,
giving

dσME =
|M2→3|2

2ŝ
dΦ3 =

|M2→3|2
2ŝ

βi3

4
d(cos θ)

dϕ

2π

dm2
i

2π
dΦ2(1+ 2) ,

(I.2.48)

while the shower gives

dσPS =
αeff

2π

dp2
⊥evol

p2
⊥evol

(1 + z2(1 + r2)2)dz
1 − z(1 + r2)

dϕ

2π

|M2→2|2
2m2

i
dΦ2(1+ 2) .

(I.2.49)

The relation m2
i = zŝ gives dm2

i /dz = ŝ. To relate cos θ and p2
⊥evol

it is convenient to go via the spacelike virtuality Q2 of the q∗ prop-
agator, which by definition is related as p2

⊥evol = (1 − z)Q2. In the
rest frame, pa,b = (

√
ŝ/2) (1; 0, 0,±1), p3 can be written as

p3 =

√
ŝ

2

(
ŝ + m2

3 − m2
i

ŝ
;−βi3 sin θ, 0,−βi3 cos θ

)
, (I.2.50)

and thus

Q2 = −(pa − p3)
2 =

1
2
(
ŝ − m2

3 − m2
i + ŝβi3 cos θ

)
, (I.2.51)
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i.e. ŝβ3id(cos θ)/dp2
⊥evol = 2/(1 − z). Put together, this gives

WISR =
dσME

dσPS
=

|M2→3|2
2ŝ

βi3
4 d(cos θ)

dm2
i

2π

|M2→2|2
2m2

i

αeff
2π

dp2
⊥evol

p2
⊥evol

(1+z2(1+r2)2)dz
1−z(1+r2)

=
|M2→3|2
|M2→2|2

ŝβi3d(cos θ)

dp2
⊥evol

zp2
⊥evol

4αeff

1 − z(1 + r2)

1 + z2(1 + r2)2

=
|M2→3|2
|M2→2|2

1
2αeff

zp2
⊥evol(1 − z(1 + r2))

(1 − z)(1 + z2(1 + r2)2)
. (I.2.52)

Two further aspects need to be considered. Firstly, the 2 → 3
ME expression should be compared with the sum of the FSR and
ISR contributions. This could become tedious, so here a simpler
route is to split the ME into two parts, one that is used for the FSR
reweighting, and another for the ISR one. The relative fractions
are chosen by the respective propagator, which gives an additional
factor

Wsplit,FSR =
m−2

i(FSR)

m−2
i(FSR) + Q−2

(ISR)

=
|(pa − p3)2|

|(pa − p3)2|+ (p1 + p3)2

= 1 − Wsplit,ISR . (I.2.53)

Secondly, there are some differences for W emission. As in the
s-channel case, the ISR has to include CKM-weighted PDFs and
choices of incoming flavour. The flavours in the hard process are
also different for ISR and FSR: a process like ug → dgW+ has a
QCD subprocess dg → dg for ISR and ug → ug for FSR. Since
QCD is flavour-blind, and the MEs are for massless quarks, this is
only a matter of bookkeeping.

The matrix elements for processes like qq′ → qq′Z0 and qq′ →
qq′Z0, q′ �= q, are pure t-channel. They therefore have a some-
what different structure from the qg → qgZ0 ones. The general
pattern from four radiating partons can be quite complex, so for
the purpose of a correction to the parton shower we have chosen to
neglect the cross-terms between emission from the q and q′ flavour
lines. That is, the 2 → 3 ME used for correcting emissions off the
q flavour line is obtained by letting couplings to the q′ line vanish.
As we will show later on, this is a reasonable approximation. From
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there on, the procedure is as for qg → qgZ0. That is, the remaining
ME is split into one part associated with FSR and another with ISR.
For each of them a correction from PS to ME is done using either
WFSR or WISR.

For qq → qqZ0 it is not possible to separate by couplings. Instead
the fermion lines are picked probabilistically with equal probability
for each combination. Thereafter each line is considered as in the
qq′ → qq′Z0 case.

Finally, a qq → qq process is handled as pure s-channel, just like
a qq → q′q′ process.

The description so far has been formulated in terms of correc-
tions to a W/Z emission as the first branching attached to a 2 → 2
QCD process, i.e. what the matrix elements have been calculated
for. But for it to be useful, the corrections must be applicable for
emissions at any stage of the shower, i.e. following a number of ear-
lier QCD, QED and weak emissions. To do that, the whole system
is converted to a pseudo 2 → 2 process, for which the ME correc-
tion procedure can be applied as above. In particular, this should
guarantee a proper account of W/Z mass effects.

For FSR, a recoiler is always chosen in the final state. For a pro-
cess like qq′ → qq′ the initial q′ flavour is considered as recoiler
to q, however many branchings have occurred. For qg → qg, in a
consecutive branching g → g1g2 the new recoiler is chosen to be
the one of g1 and g2 that forms the largest invariant mass together
with q. The kinematics of the branching process is first boosted
longitudinally to the rest frame of the two incoming partons of the
original 2 → 2 process, and thereafter boosted to the rest frame of
the radiator + recoiler. The momenta of the two incoming partons,
still along the beam axis, are rescaled (down) to the same invariant
mass as the outgoing state. Thus a consistent 2 → 2 → 3 kinemat-
ics is arrived at, and ME corrections can applied to this sequence as
before.

For ISR there is always a unique recoiler, given by the opposite
incoming parton. In this case a core 2 → 2 process is constructed in
its rest frame, with incoming partons that need not agree with the
original ones, while the original outgoing partons are scaled (up)
to the same invariant mass. Thus the scattering angle is preserved,



I.2 the weak shower 59

in some sense. The relevant Z emission is then added on to this
kinematics, and the ME correction weight can be found.

i.2.6 Doublecounting with weak Born processes

Throughout the description, doublecounting issues have appeared.
The 2 → 3 ME has been split into two parts, one used for the
FSR ME corrections, and the other for the corresponding ISR ones.
Within either of ISR or FSR, the possibility of radiation from two
incoming or two outgoing partons is also taken into account. There
remains one significant source of doublecounting, however, namely
the production of a W/Z as a Born process, followed by further
QCD emissions. That is, starting from qq → Z0, first-order topolo-
gies qq → gZ0 and qg → qZ0 will be generated, and from those
qq → ggZ0, qq → q′q′Z0, qg → qgZ0 and gg → qqZ0. It is there-
fore possible to arrive at the same set of 2 → 3 processes either from
a weak or a QCD base process, which opens up for another type of
doublecounting.

The two production paths, here denoted “weak” or “QCD” by the
base process, are expected preferentially to populate different phase
space regions. To begin with, consider only ISR emission, and recall
that branchings are ordered in p⊥evol, which approximately trans-
lates into ordering in ordinary p⊥. In the weak path, the Z0 and its
recoiling parton therefore are produced at a larger p⊥ scale than the
further parton produced by the next PS branching. By contrast, in
the QCD path the Z0 will be added at the lower p⊥. Similarly, FSR
in the weak path allows one parton to split into two preferentially
nearby partons, which thereby both tend to be opposite to the Z0,
while FSR in the weak path would preferentially place the Z0 close
to either outgoing parton.

What complicates the picture above is the use of ME corrections
for the QCD path, which are there to include W/Z mass effects
and ISR/FSR interference, but as a consequence also weights up
the singular regions associated with the weak path. This makes
the doublecounting issue more severe than if either path only had
non-singular tails stretching into the singular region of the other
path. As a technical side effect, the Monte Carlo efficiency of the
QCD path elsewhere can become low, since the upper limit for the
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ME/PS ratio, needed to set the trial sampling rate, becomes larger
the closer to the “unexpected” singularities the QCD path is allowed
to come. By contrast, the Pythia description of W/Z production
only performs ME corrections for the first emission, as already dis-
cussed, so the weak path is not corrected by any 2 → 3 MEs.

The solution we have adopted to this issue is to separate the full
2 → 3 phase space into two non-overlapping regions, in the spirit of
the k⊥ clustering algorithm [38, 39]. That is, for a 2 → 3 phase-space
point define distances

diB = p2
⊥i , (I.2.54)

dij = min
(

p2
⊥i, p2

⊥j

) 1
R2

(
(yi − yj)

2 + (ϕi − ϕj)
2) ,(I.2.55)

that represent the relative closeness to the ISR and FSR singularities,
respectively, with R providing the relative normalization of the two.
Then find the smallest of these distances, disregarding dij combina-
tions that are not associated with ME singularities, such as Z0g or
qq. Associate the phase-space point with the weak path if a parton
is closest to the beam or two partons closest to each other, and with
the QCD path if the Z0 is closest to the beam or to a quark.

Starting from weak production, this means that a check is made
after the shower has emitted two partons, and if the phase-space
point lies in the QCD-path region the event is rejected. Events with
at most one branching thus are not affected, and emissions subse-
quent to the first two are not checked any further. Starting from a
QCD event, the emission of a Z0 is vetoed if it falls in the weak-path
region. Not much should be made of the asymmetric treatment, in
one case the veto of the whole event and in the other only of the
branching: were it not for the ME correction on the QCD path then
neither path would populate the “wrong” region to any appreciable
extent. The weak-path choice is motivated by starting out from a
qq → Z0 cross section that is inclusive, so that the addition of the
QCD path should be viewed as swapping in a better description
of a region that already is covered. A corresponding argument for
the QCD-path evolution is less obvious, and it is simpler to operate
as if Z0 emissions into the wrong region do not form a part of the
shower evolution.
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i.2.7 Other shower aspects

In the description so far the choice of W/Z mass has not been men-
tioned. The practical implementation is such that a new W/Z mass
is chosen each time a trial W/Z emission is to be defined, according
to a relativistic Breit-Wigner with running width. This allows the
W/Z mass distribution to be reweighted by the mass dependence
of matrix elements and of phase space.

In addition, by default there is a lower cutoff at 10 GeV for the
W/Z mass. This is intended to avoid doublecounting between the
PS description of γ∗ production below this scale and the ME de-
scription of γ∗/Z0 production above it. For the purposes of this
study the contribution below 10 GeV is negligible. More relevant
is the absence of the γ∗ contribution above 10 GeV, and the γ∗/Z0

interference contribution everywhere. This could become a further
extension some day, but would involve relatively minor corrections
to the overall picture, which is dominated by the W/Z peak regions.

The emitted weak bosons are decayed after the evolution of the
full parton shower, into the possible decay channels according to
their partial widths. In order to achieve a better description of the
decay angles, a ME correction is applied. For FSR this is corrected to
the ME of a four-body final state, e.g. g∗ → uu → uuZ → uue+e−.
The ME is based on the helicity previously chosen for the radiat-
ing fermion line. Since the weak boson is already produced, all
overall factors that do not depend on the decay angles are irrele-
vant, including the W/Z propagators. An upper estimate of the
ME expression is obtained by taking four times the maximum ob-
tained for six different decay directions (±x̂,±ŷ,±ẑ in the W/Z
rest frame); empirically this always works. Then standard hit-and-
miss Monte Carlo is used to pick the decay direction. For ISR the
same method is applied, the only difference is the change of ME
to the uu → g∗Z → g∗e+e−. In the case of the mixed-initial-final
state, the same two MEs are applied and the choice between them
is made depending on where in the shower algorithm the emission
is produced.

After the decay of the weak boson, a new parton shower is started,
with the two decay products defining the first dipole.
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The implementation of the weak shower only works for 2 → 2
or 2 → 1 hard processes. The reason behind this is that the mixed
initial and final state ME correction relies on a 2 → 2 hard process.
And if the starting point would be a 2 → 3 process, it is not always
possible to identify a unique 2 → 2 process.

i.3 validation

In this section we collect some checks on the functioning of the
weak-shower implementation. This provides insight into the ap-
proximations made and their limitations. Needless to say, many
further checks have been made.

i.3.1 Control that parton showers offer overestimates

As the implementation relies heavily on correcting the shower be-
haviour by a ME/PS ratio, it is relevant to study the correction pro-
cedures. Specifically, the uncorrected PS should everywhere have
a higher differential rate than the corresponding ME-corrected one
has.

Results for the s-channel process, as a function of the evolution
variable, can be seen in Fig. I.1. The FSR results are obtained with
N = 8 in eq. (I.2.16), and so the rather crude overestimate of the ME
expression is not unexpected. The ISR uses an overestimate specifi-
cally designed for the weak shower eq. (I.2.30), which does a better
job at imitating the behaviour of the ME. The difference between the
two curves is largest for small p⊥evol, whereas for larger momenta
the agreement improves. This is expected since the mass of the
weak bosons is more important in the low-p⊥evol region. The reason
that the PS without any correction does not diverge for p⊥evol → 0
is the purely kinematic restriction from the emission of a heavy bo-
son. Around the PS peak the ratio between the uncorrected and
the corrected number of events goes above 100. The generation of
weak emissions therefore is rather inefficient, leaving room for im-
provements. But it should be remembered that the QCD shower
part produces more trial emissions than the weak shower one does,
and that therefore the overall simulation time should not be signifi-
cantly affected by the weak shower. Similar results but as a function
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Figure I.1: The differential cross section as a function of (a) p⊥evol and (b)
z for weak boson emission in s-channel processes. The differen-
tial cross sections are shown both with and without including
the ME corrections and are separated into ISR and FSR. The
center of mass energy was 7 TeV and the minimum p⊥hard was
set to 50 GeV.

of the energy-sharing variable, z, can also be seen in Fig. I.1. The
FSR overestimate has the same structure as the ME and only an
overall factor differs between the two. The ISR overestimate gets
slightly worse for high and low values of z.

For the t-channel processes the PS is not guaranteed to be an over-
estimate of the ME. Indeed, for all the processes there are emissions
with weights above unity, and significantly so. This indicates a di-
vergence in the ME that is not covered in the PS. It turns out that the
problematic type of events contain a low-p⊥ parton in the final state,
quark or gluon, or two almost collinear partons. This can be seen
in Fig. I.2 for the ug → ugZ process, where the weight becomes
high as the quark becomes collinear with the gluon. These types
of events were discussed in the double-counting section: in a PS
approach they should be produced by a Drell–Yan weak boson pro-
duction followed by QCD emissions, and not by emission of weak
bosons within the PS. Once the doublecounting cuts are introduced,
Fig. I.2, the weights are much better behaved than before. The hard
cutoff at ΔR = 2π/3 is due to momentum conservation in the three-
particle final state. Some very few phase-space points remain with
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(a)
(b)

Figure I.2: Scatter plots showing the weight distributions as a function of
ΔR between the final state quark and the final state gluon for
the process ug → ugZ. In (a) all trial emissions are included,
whereas the no-double-counting cuts have been imposed in (b).
The ISR points masks part of the FSR ones. The starting min-
imum p⊥ of the hard process was set to 50 GeV and only the
weak shower was enabled. R = 0.6 was used in the clustering
step for (b).

weights above unity. Events in such points are always accepted, but
only with the standard unit weight, so the PS produces too few
events in these regions. Given the tiny fraction involved, this effect
should be small in most phenomenological studies. Similar to what
was seen for the s-channel overestimate, the ISR overestimates be-
have nicely. Almost all the ISR weights stay within a band between
0.01 and 1. In addition to the aforementioned problem with weights
above unity, the FSR has a large bulk of trial emissions with very
low weights, making the generation inefficient.

i.3.2 Transverse momentum distribution of the weak boson

It is possible to validate the implementation of the PS by comparing
it to ME calculations for 2 → 3 processes, and to this end we have
used CalcHEP to generate events according to various MEs. Strictly
speaking this only ensures that the first emission is correct and does
not reveal anything about how the PS describes later emissions.
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Figure I.3: Comparison between CalcHEP and Pythia 8 results for rep-
resentative (a) s-channel dd̄ → uūZ and (b) t-channel pro-
cesses. The center of mass energy was 8 TeV and the follow-
ing phase-space cuts were applied to avoid divergent regions:
p⊥u > 100 GeV, p⊥g > 100 GeV, and Mug > 150 GeV.

In order for the comparison to be meaningful, the Sudakov fac-
tors have to be removed from the PS. This can be achieved by a
veto on each emission after statistics on it has been collected. The
evolution thus continues downwards from the vetoed scale as if
there had been no branching, which cancels the Sudakov. To match
the choices made for the ME calculations, the factorization and
renormalization scales are held fixed at the Z0 mass throughout the
shower evolution. In addition the starting scale for the emissions
was set to

√
s in order to fill up the full phase space.

For comparisons in pure s-channel processes, an ISR and an FSR
part can be read off from the full ME, using the coupling structure.
It is therefore possible to compare these parts individually with
their respective PS type. Since the PS is already corrected to these
MEs, a perfect match is expected and also observed, see Fig. I.3.
For the combined case, this is no longer true, since the PS does
not include the interference effects present in the full ME answer.
This difference amounts to the order of 10% in the chosen phase-
space region, with similar numbers in several other phase-space
regions that have been tested. The PS is only expected to be an
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Figure I.4: Angular distributions in the 2 → 4 process ug → uge+e− be-
tween (a) the u quark and the electron and (b) the gluon and
the electron, defined in the W rest frame. To avoid divergent
phase-space regions the same cuts are applied as in Fig. I.3.

approximation to the full MEs, and therefore the discrepancy just
shows with which accuracy the PS works.

Since the t-channel processes do not admit a natural split be-
tween ISR and FSR, only the combined results are relevant. The
ug → ugZ, ud → udZ and uu → uuZ comparisons are shown in
Fig. I.3. For the quark-gluon hard process a perfect match is ex-
pected and observed, since the full ME correction is used. It also
shows that, at least in this part of phase space, the small problem
with weights above unity is negligible (not a surprise given the cuts
chosen). The ud → udZ and uu → uuZ cases both have a discrep-
ancy between the MEs and the PS. In both cases this comes from the
PS ignoring interference between emissions of weak bosons from
different fermion lines. For the latter case there is a further prob-
lem, namely that the applied ME correction is that of ud → udZ
and not uu → uuZ.

i.3.3 Angular distributions of the weak boson decay products

The angles between the decay products of the weak boson and the
other partons in a 2 → 4 process (e.g. qq → qqZ0 → qqe−e+)
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are by construction matched to the angles calculated from the cor-
rect MEs for s-channel processes, separately for ISR and FSR. The
same s-channel-derived corrections are used also for t-channel pro-
cesses. To check the validity of this approach, the angular distri-
butions between the partons and the leptons have been studied for
the ug → uge+e− case, see Fig. I.4. The angle is defined in the
rest frame of the decaying weak boson. Since only the shape is rele-
vant, all the curves are normalized to unit area. The angle between
the quark and the electron is well described by this ME correction,
whereas the same can not be said for the angle between the elec-
tron and the gluon: the PS prediction is almost flat, while the ME
has peaks around the collinear and anti-collinear regions. Note the
suppressed zero on the y axis of the figure, however, such that both
distributions stay within ±20% of being flat.

The discrepancy could influence relevant observables, one obvi-
ous candidate being the isolation of leptons: if the the gluon and the
electron are less likely to be collinear, there is a higher probability
for the electron to be isolated. It should be noted that these calcula-
tions are in the rest frame of the decaying weak boson, and that the
decay products of a boosted Z0 will tend to be collimated with each
other and with the emitting parton, away from the g direction.

i.3.4 W emission in QED hard processes

So far all the validation tests shown have been for the emission of
Z0 bosons. For QCD hard processes and the emission of a single
weak boson these results translate directly to the W± cases. This
does not apply for a hard QED process, e.g. qq → γ∗ → e+e−.
Here the emission of a Z0 can be split into ISR and FSR parts, as
before, whereas a W± additionally can couple to the γ∗. Then an
attempted split into ISR and FSR becomes gauge dependent, and
can individually become negative for certain regions of phase space.

To study this phenomenon, consider the simplest possible s-
channel FSR case, γ∗ → udW−, and compare it with the three
related γ∗ → uuZ0, g∗ → udW− and g∗ → uuZ0 ones. In each
case two possible Feynman diagrams for the emission of a W off a
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Figure I.5: Comparison between the 2 → 3 ME calculation and the predic-
tion from the PS for the uū → ud̄W− process, including only
electroweak diagrams. Similar cuts as in Fig. I.3 were applied.

quark are included and, in Feynman gauge, the squared MEs take
the common form

|M|2 = c (α1 A(x1, x2) + α2A(x2, x1) + 2βB(x1, x2)) ,(I.3.1)

A(xi, xj) =
(1 − x1)(1 − x2)− r2

(1 − xi)2 , (I.3.2)

B(x1, x2) =
x1 + x2 − 1 + r2(x1 + x2) + r4

(1 − x1)(1 − x2)
, (I.3.3)

with the same definitions as before for x1, x2 and r. The c, α1, α2 and
β are coefficients that depend on the specific process. For the three
reference processes the coefficients are α1 = α2 = β = 1, suitably
normalized, cf. eq. (I.2.14).

For the γ∗ → udW− process, however, the coefficients become
α1 = e2

u = 4/9, α2 = e2
d = 1/9 and β = eued = −2/9. This gives a

cross section that is negative over a large fraction of the phase space.
The reason obviously is that we have neglected a third diagram
specific to this case, involving the triple-gauge-boson vertex γ∗ →
W+W−, which restores positivity.

The introduction of a complete electroweak gauge boson shower
is beyond the scope of this study. For now we therefore handle
cases like this using the same shower couplings and ME corrections
as for the cases with a gluon propagator. To estimate the effect
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Figure I.6: Weak corrections to di-jet production. δ is calculated by re-
moving all events with a weak boson emission, δ = −σ(2 →
3)/σ(2 → 2).

of this approximation, the 2 → 3 ME for uu → udW− with all
electroweak diagrams included, but not QCD ones, was compared
to the prediction from the PS, see Fig. I.5. This includes s- and
t-channel exchange of W±, Z and γ, and is dominated by the t-
channel contributions for the studied regions of phase space. The
comparison looks reasonable for large p⊥ values, but for small val-
ues the ME rate is about twice as large as the PS one. Such a qual-
itative agreement should be good enough, given the dominance of
QCD processes at the LHC.

i.4 studies of jet phenomena at lhc energies

We now turn to studies of how the introduction of a weak shower
changes different observables at the LHC. Three representative ex-
amples have been chosen. Firstly, weak corrections to the exclusive
di-jet production, and some other generic rate measures. Secondly,
how likely it is to find a W/Z decaying hadronically inside a high-
p⊥ QCD jet. Thirdly, whether it is possible to describe the inclu-
sive W/Z + jets cross sections that the ordinary PS fails to describe.
Pythia version 8.181 was used for all the phenomenological studies.
The choice of PDF was CTEQ6L [40], with a NLO running αs.
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i.4.1 Exclusive di-jet studies

The calculation of Moretti, Nolten and Ross (MNR) [9, 10] showed
large negative O(α2

s αw) corrections to jet production at hadron col-
liders, in the range 10–30% for jets with p⊥ > 1 TeV. To put these
numbers in perspective, we simulate 2 → 2 QCD hard processes
with only the weak shower turned on. The weak correction is
then defined by the rate at which at least one W/Z boson is pro-
duced, Fig. I.6. That rate increases for larger p⊥ of the hard pro-
cess, partly by the PDF change from gluon-dominated to quark-
dominated hard processes, partly by the intrinsic logarithmic in-
crease of the emission rate. In our calculations the corrections are
only in the range 4–14%, i.e. less than half of the corresponding
MNR numbers. The comparison is not fair, however, since we only
study O(αw) corrections to O(α2

s) hard processes, whereas MNR
additionally includes O(αs) corrections to O(αsαw) hard processes.

There is another difference between MNR and our PS, in that
MNR includes Bloch-Nordsieck violation effects, whereas the PS
approach is based on exact balance between real and virtual cor-
rections to the di-jet production. But, as mentioned earlier, the BN
violations are expected to be small at the LHC, and therefore the
comparison should still be sensible.

i.4.2 Resummation and competition between the QCD shower and the
weak shower

With the availability of a weak shower it is possible to study the
effect of multiple weak boson emissions. This probability is largest
for high-p⊥ jets, but even for 2 → 2 QCD processes with p⊥ > 1 TeV
the probability for more than a single weak boson emission is found
to be about one per mille at LHC energies, Fig. I.7. For most (if
not all) analyses the experimental uncertainty will be significantly
above this probability, and it is therefore a good approximation to
neglect the effects coming from other than the first W/Z boson.
As already mentioned the possibility of pure electroweak shower
evolution, like γ∗/Z0 → W+W−, is not included here.

In a PS it is possible to tell when the weak emission occurs in
the ordered shower evolution, as opposed to a ME calculation. It
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Figure I.7: Probability (a) for multiple emissions of weak bosons and (b)
for the number of QCD emission preceding the weak emission.
The center-of-mass energy was set to 14 TeV and the hard pro-
cess p⊥ was above 1 TeV.

is therefore of interest to study the competition between QCD and
weak emission. The non-negligible W/Z mass could make for ambi-
guities, which we explore by comparing the normal p⊥evol ordering
with an alternative p2

⊥evol + km2
W/Z one for weak branchings, with

k = 1 taken as the extreme alternative. In Fig. I.7 we show how
many QCD branchings occur before the weak one, where a long
tail is significantly reduced by the larger weak scale choice. The
probability of having at least one preceding QCD emission is of
order 40% in both extremes, however, underlining that large jets
masses are common in the QCD evolution. Furthermore, the total
number of weak bosons only varies by about 2% between the two
choices of evolution scale. The chances of constraining k from data
thus are limited. One possibility is to study the energy distributions
inside a jet, but the problem here is the low experimental rate (to
be discussed later). Another possibility is weak boson production
in association with jets, where especially the events with a high jet
multiplicity could be influenced by the choice of k, a topic that will
be studied later in this section.

In fixed-order perturbation theory there is no concept of an or-
dered evolution, and thus not of how many QCD emissions pre-
cede the weak one. The shower results here could be an indication
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of how high orders that need to be used, in matching and merging
schemes, so as to describe multijet production in association with a
W/Z. Assuming a ME-to-PS matching at the W/Z emission scale,
say, Fig. I.7 suggests that at most 1% of the W/Z have more than five
QCD emissions at a higher scale than the W/Z itself for a p⊥ > 1
TeV jet. Thus, taking into account the two original jets, it would be
necessary to include up to W/Z + 7 jets so as not to miss relevant
multijet topologies down to the 1% level. This is entirely feasible
with current technology. Thus the W/Z emission in showers does
not address otherwise unapproachable topologies, but it is likely
to address some issues considerably faster. And jet numbers will
rise dramatically for matching scales below the W/Z one, making
showers unavoidable in that region.

i.4.3 Substructure of a jet with weak bosons inside the jet

If a W/Z is radiated from a high-p⊥ jet, it is probable that the W/Z
will be boosted along the jet direction, and that the W/Z decay
products will fall within a reasonably-sized jet cone. For leptonic
decays it should still be possible to separate the decay products
from the other components of the jet, but for hadronic decays the
distinction will be more difficult. One possibility is to study the jet
substructure and jet-jet invariant masses for signs of bumps at the
W and Z masses.

One key challenge is the low W/Z emission rate, around 4% for
p⊥ > 1 TeV events in total, and not all of that inside jets. Another
is that the QCD evolution itself produces a rich substructure, with
a high rate in the W/Z mass region. Thus the signal of W/Z pro-
duction inside jets would be small bumps sitting on top of a large
but smooth QCD background.

Before searching for W/Zs inside jets, let us take a step back and
consider some of the more basic properties of W/Zs produced in-
side jets, Fig. I.8. It is expected that the p⊥ distribution for the
weak bosons will be significantly harder than for those produced in
Drell-Yan. The Drell-Yan production peaks at a few GeV, whereas
the emissions peak at the mass of the weak bosons, mainly by sim-
ple phase-space effects in the PS.
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Figure I.8: The (a) p⊥ and (b) rapidity distributions for W/Z emissions,
for 2 → 2 QCD processes with a transverse momentum above
1 TeV.

RΔ
0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

  [
pb

]
RΔd

σd

-510

-410

-310

Standard competition (incl.)
Standard competition (excl.)
New competition (incl.)
New competition (excl.)

z
0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

  [
pb

]
dzσd

-510

-410

-310

Standard competition
New competition

(a) (b)
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Figure I.10: The invariant mass of all subjet configurations found by ap-
plying trimming method to a fat jet. In (a) the distribution for
several different event selections. In (b) a comparison between
simulations with or without the weak shower included.

The location of the weak boson within the jet is different from that
of the normal QCD emission. This can be most easily realized by
considering the ΔR and energy sharing distributions, Fig. I.9. The
energy sharing distribution for QCD has a peak around zero due to
the soft divergence. Weak emissions do not have soft divergencies,
but instead have a hard cut-off due to the mass. The peaks observed
at respectively ΔR = 0 and z = 1 are due to isolated weak bosons
produced from either ISR or large-angle FSR emissions. This is
in agreement with the ΔR = 0 peak disappearing when the weak
boson is excluded in the jet clustering.

The above distributions are shown for two different competition
schemes, the standard p⊥evol ordered and the new p2

⊥evol + M2
W/Z

ordered. The two schemes give essentially the same results for all
the distributions and thus none of the observables provide any sep-
aration power between the schemes.

Returning to the hadronically decaying W/Z inside jets, a simple
phenomenological study has been carried out to determine whether
is possible to locate these. First all jets with p⊥ > 1 TeV are found
according to the anti-k⊥ algorithm with R = 1, using FastJet [41].
Afterwards these jets are split into subjets by the trimming algo-
rithm, with parameters Z = 0.05 and rtr = 0.2. The invariant mass
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of all subjet pairs is shown in Fig. I.10. Unfortunately no peak is
visible to the naked eye, due to the large background. As a check,
if only those events are singled out that contains a W/Z the signal
stands out, and even more so for those jets that contain a W/Z.

As a further step, mass spectra are compared with or without
weak radiation in the shower, Fig. I.10, together with the ratio. It
is possible to see a difference between the two runs, but note that
only statistical uncertainties have been included (1 000 000 events,
corresponding to about 77 fb−1), and not any detector smearing
effects.

i.4.4 Weak boson production in association with jets

Inclusive weak boson production in association with jets for a long
time has been known to be poorly described by the Pythia shower
approach alone. The PS can describe the emission of the first jet
to a decent level of agreement with data, but for additional jets the
shower predictions fall below the observed data, increasingly so for
more jets. The use of ME corrections for the first emission is not the
reason it works out there: as we have already discussed, the uncor-
rected PS overestimates the qq → Zg process and underestimates
the qg → Zq one, but by small amounts over most of phase space,
and in such a way that the sum of the two comes out approximately
right. Rather we would like to attribute the problem to the absence
of weak emissions in showers, and are now in a position to check
this hypothesis.

The new shower framework has been compared with the W +
jets and Z + jets data from the ATLAS experiment [34, 42] using
the Rivet framework [43]. The Pythia results are obtained as the
sum of two components, one “weak (production) path” where the
starting topology for shower evolution is a W/Z, and the other a
“QCD (production) path” where the starting topology is a 2 → 2
QCD process. The former, being leading order, is well known to
miss out on an overall K factor, which we address by normalizing
this component to the inclusive W rate. For the Z production this
rate is not quoted, so we instead normalize to Z+ 1 jet. Empirically
there does not seem to be a corresponding need for a large K fac-
tor in QCD 2 → 2, in the context of tunes where αs is among the
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Figure I.11: The inclusive jet multiplicity rates for (a) W + jets and (b) Z +
jets.

free parameters, and so none has been used here. Doublecounting
between the two paths is avoided as already discussed.

The inclusive W/Z cross sections as a function of the number of
associated jets are shown in Fig. I.11. The weak production starts
to fall off at higher jet multiplicities, as foretold, where the QCD
path becomes the dominant production channel. It is clear that the
addition of the QCD path, absent in previous comparisons between
data and Pythia, plays a key role in achieving a much improved
agreement with data. The agreement for the first four jets is very
good both for W and Z, the only slight problem being the W + 1
jet bin. For higher jet multiplicities the PS start to overestimate the
production. The discrepancy might very well be within tuneable
parameters, for instance a small change in αs will have a large in-
fluence at high jet multiplicities. And given all the approximations
made, the overall agreement might be better than one had initially
expected.

Next we turn to more exclusive quantities, beginning with the
jet p⊥ spectra. These are known to fall off too rapidly for the weak
path alone, Fig. I.12. But here again the QCD path provides a slower
drop that nicely takes over with increasing p⊥, giving a good overall
agreement. This is not really surprising, given that the likelihood of
emitting a W/Z increases with increasing p⊥ of the QCD process.
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Figure I.12: The p⊥ distributions for the four hardest jets in W + jet pro-
duction.
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Figure I.14: The inclusive jet multiplicities for two different competitions,
(a) for W + jets and (b) for Z + jets.

A further check is provided by the ϕ angle between the two lead-
ing jets. The QCD path starts out from two back-to-back jets, and
part of that behaviour could be expected to survive the emission of
a weak boson. For the weak path the jets come from ISR, and are
therefore not expected to be particularly anticorrelated in ϕ. This
is also what is observed in Fig. I.13: the weak path is almost flat
in Δϕ, whereas the QCD path gives a clear peak around Δϕ = π.
Combining the two production channels does not give overwhelm-
ing agreement between data and the event generator, however, with
data having a stronger peak structure.

As mentioned previously, the implementation introduces a new
parameter, k, that changes the competition between the weak
shower and the QCD shower. To test whether any of the weak
boson plus jets observables are sensitive to the choice of k, two dif-
ferent simulations have been carried out. The first simulation uses
the standard p⊥evol competition with k = 0 and the second uses
k = 1, thus the weak bosons are produced earlier in the shower.
Fig. I.14 shows the inclusive jet multiplicities for the two different
competitions. It may be counterintuitive that the new competition
produces a lower number of weak bosons. The explanation is that
the QCD emissions can open new paths that allows weak emissions.
Consider for instance a gg → gg process at a hard scale of 75 GeV.
This process can not radiate any weak bosons with the new com-
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petition, due to it requiring the weak emissions to happen prior to
any QCD emissions (since 75 GeV is below the W mass). In the
standard competition it is possible to have a QCD emission prior
to the weak emission, thus enabling for instance a gluon splitting
into two quarks followed by the emission of a weak boson. This
was also verified, by considering only those events that had a hard
scale significantly above the Z mass. And for these, the two curves
were equal within statistical uncertainties. The difference between
the two competitions is not very large, however, and given the ex-
perimental uncertainty these observables do not provide any sig-
nificant discrimination power. More differential distributions were
also tested, but none allowed a better distinction between the com-
petitions. Thus so far it has not been possible to find observables
that can actually tell the two competitions apart.

i.5 prospects for future colliders

The emission rate of weak bosons is expected to scale as
αw ln2(ŝ/M2

Z/W), and thus the effect of a weak PS is higher for col-
liders with a higher center-of-mass energy. One of the suggestions
for a possible next step beyond the LHC is a new 100 TeV pp col-
lider. In this section we will redo some of the phenomenological
studies presented in the last section, but now with the center-of-
mass energy cranked up accordingly.

The weak virtual corrections to the di-jet exclusive cross section at
100 TeV are shown in Fig. I.15. As before this equals the probability
to emit at least one weak boson, up to a minus sign. For the di-
jet with a p⊥ around 30 TeV the corrections reach about 30%, a
significant increase compared to the maximal 14% for LHC energies.
Clearly one will need to consider weak corrections for all processes
that can have jets at large p⊥.

Since the emission rate for a single weak boson is enhanced signif-
icantly, also the rate of multiple weak emissions goes up, Fig. I.16.
This is of special interest since currently the matching and merg-
ing schemes only describe a single emission of a weak boson. The
probability for radiating at least 2 weak bosons stays within a few
percent for inclusive di-jet production. The effects may be larger for
more exclusive observables. For instance, if you consider the pro-
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Figure I.15: Weak virtual correction to di-jet production at a 100 TeV pp
collider, cf. Fig. I.6.

duction of a weak boson in association with jets, you would have an
additional weak boson in ∼10 % of the events (under the conditions
of Fig. I.16).

It is also interesting to note that the larger available phase space
means that more QCD emissions can precede that of a weak boson,
Fig. I.16. To again obtain a one percent accuracy the simulations
now need to include up to 11 QCD emissions before the weak one,
which is beyond current ME capability. A matching to a shower
that can cover at least the softer W/Z emissions, relative to the
large scales of the hard process, there offers obvious advantages.

i.6 summary and outlook

In this article we have described an implementation of weak gauge
boson emission as an integrated part of a standard parton-shower
machinery, outlined its consequences and compared it with some
relevant data. This is a first, to the best of our knowledge.

The challenges of obtaining a realistic description have been
larger than might have been foreseen. For instance, the matching
to first-order matrix elements for W/Z emission is a natural way to
obtain a realistic description of corrections induced by the gauge bo-
son masses, an issue not encountered for QCD and QED showers. A
first step thus is to consider W/Z emission off s-channel 2 → 2 QCD
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for the number of QCD emissions preceding the weak emis-
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hard process p⊥ was above 10 TeV. The standard competition
was used.

processes, where initial- and final-state radiation can be cleanly sep-
arated (by dropping interference effects), and use these matrix el-
ements to correct the shower behaviour also for other processes.
But such a factorized description then performs rather poorly for
t-channel-dominated QCD processes, necessitating a more complex
matrix-element-correction machinery. The main drawback is that,
in a shower language, there now arises doublecounting issues be-
tween what should be classified as QCD emission off a weak pro-
cess and weak emission off a QCD process, and this has to be re-
solved. At the end of the day the weak-emission machinery there-
fore becomes more cumbersome than intended.

Possibly the most satisfying outcome of this study is the so much
improved description of W/Z + n jet data. A widespread miscon-
ception is that showers are bound to underestimate emission rates,
in spite of several studies to the contrary [27–29]. The poor perfor-
mance of Pythia for W/Z + n jets, with a clear trend to the worse
for increasing n, has fed this myth. Now we see that the discrep-
ancies essentially disappear once the possibility of weak showers
is introduced, at least within experimental errors and reasonable
model variations, e.g. of αs. This is not to say that everything is
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perfect; as always the shower does better for azimuthally-averaged
quantities than in more differential distributions.

Apart from this insight, has the outcome been worth the effort?
Not surprisingly we have shown that, even at the highest LHC
scales, W/Z emissions usually occur early in the shower evolution,
such that the dominant W/Z + n jet topologies can be generated
perfectly well by standard matrix elements technology. So from
that point of view the answer would be no.

However, in step with the computational advances has come
the realization that “raw” order-by-order matrix elements are not
enough. Essentially all matching/merging techniques for com-
bining the different fixed-n-jet results adopt a parton-shower per-
spective to overcome doublecounting issues. Notably a fictitious
shower history is used to define the Sudakov form factors that are
needed to turn inclusive matrix elements into exclusive ones [44].
In the CKKW-L approach [45] these Sudakovs are derived from a
shower algorithm, meaning that the overall reliability of the match-
ing/merging procedure is dependent on the quality of this algo-
rithm. Here the lack of W/Z emission as a possibility can force
the adoption of less natural shower histories [46]. The new machin-
ery thus opens the road to a better combined description, even in
cases when no real W/Z emissions are taken from the shower itself.
Further, the shower histories are used to reweight the fixed αs cou-
plings of the ME calculations to ones running as a function of the
relevant branching scales, so also here improvements are possible.

So what lies in the future?
Firstly, we hope that the extended shower will prove useful in its

own right. In particular it offers a convenient tool for studying how
the structure of jets is affected by real and virtual weak-emission
corrections, interleaved into the standard QCD (+ QED) framework.
Thus it is easy to get a first understanding of where effects could
be significant, and the general order of such effects, both for jets
and for the event as a whole. The low computer-time cost means
that weak showers could be included routinely in event generation
of any process, as a reminder/warning of complications that may
occur, both from readily visible lepton pairs, from missing neutrino
momenta and from the stealth mode of hadronically decaying weak
bosons.
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Input from higher-order matrix elements will still be needed for
precision studies. But, secondly, we have already stressed the im-
provements of matching/merging strategies that are made possible
by including W/Z emission as part of the shower evolution, so an
obvious step is to actually upgrade the existing matching/merging
strategies available with Pythia [46–48].

Thirdly, there are some issues that have not been addressed. One
is that we have not included the full γ∗/Z0 interference structure;
currently the QED machinery includes pure γ∗ effects up to some
mass scale, while the pure Z0 kicks in above this scale. Furthermore
not all electroweak branchings are included as part of the shower,
such as W± → W±γ, Z0 → W+W− or W± → W±Z0. One could
even imagine to include the Higgs in the game. However, this is
on a slope of rapidly falling shower-language relevance, so it is not
clear whether the investment in time would be worth it.
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Abstract

We present a new model for the hadronisation of multi-parton systems,
in which colour correlations beyond leading NC are allowed to influence
the formation of confining potentials (strings). The multiplet structure
of SU(3) is combined with a minimisation of the string potential energy,
to decide between which partons strings should form, allowing also for
“baryonic” configurations (e.g., two colours can combine coherently to
form an anticolour). In e+e−collisions, modifications to the leading-colour
picture are small, suppressed by both colour and kinematics factors. But
in pp collisions, multi-parton interactions increase the number of possi-
ble subleading connections, counteracting their naive 1/N2

C suppression.
Moreover, those that reduce the overall string lengths are kinematically
favoured. The model, which we have implemented in the PYTHIA 8
generator, is capable of reaching agreement not only with the important
〈p⊥〉 (ncharged) distribution but also with measured rates (and ratios) of
kaons and hyperons, in both ee and pp collisions. Nonetheless, the shape
of their p⊥ spectra remains challenging to explain.
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ii.1 introduction

The description of hadronic final states at high-energy colliders
involves a complicated cocktail of physics effects, dominated by
QCD [1–3]. For the calculation of inclusive hard-scattering cross
sections, factorisation allows most of the complicated long-distance
physics to be represented in the form of universal parton distribu-
tion functions (PDFs) [4], while the short-distance parts can be cal-
culated perturbatively. Perturbative aspects, such as hard-process
matrix elements, parton showers, and decay (chains) of short-lived
resonances, are generally coming under increasingly good control,
due to a combination of advances: better amplitude calculations
(including better automation and better interfaces [5–12]), better
parton-shower algorithms (e.g. ones based on QCD dipoles [13–
19]), and better techniques for how to combine them (matching and
merging, see [3, 12, 20–22] and references therein). These successes
build on an extensive prior experience with perturbative approxi-
mations to QCD at both fixed and infinite order, and the tractable
nature of the perturbative expansions themselves.

To describe the full (exclusive) event structure, however, several
additional soft-physics effects must be accounted for, such as hadro-
nisation, multiple parton interactions (MPI), Bose-Einstein correla-
tion effects, and beam remnants. These are connected with the rich
structure of QCD beyond perturbation theory and are vital, each in
their own way, to the understanding of issues such as underlying-
event/pileup effects on isolation and accurate jet calibrations, and
the interpretation of identified-particle rates and spectra.

For these aspects, explicit calculations can only be performed in
the context of simplified phenomenological models, constructed so
as to capture the essential features of full (nonperturbative) QCD.
An example relevant to this paper is the Lund string model of
hadronisation [23, 24], whose cornerstone is the observation that
the static QCD potential between a quark and an antiquark in an
overall colour-singlet state grows linearly with the distance between
them, for distances larger than about 0.5 fm [25]. This is interpreted
as a consequence of the gluon field between the charges forming a
high-tension “string” (with tension κ ∼ 1 GeV/fm), which subse-
quently fragments into hadrons.



II.1 introduction 89

While the details of the string-breaking process may be compli-
cated (the Lund model invokes quantum tunnelling to describe this
aspect [23]), the first question that any hadronisation model needs
to address is therefore simply: between which partons do confining
potentials arise? In string-based models, this is equivalent to answer-
ing the question between which partons string pieces should be
formed. Traditionally, Monte Carlo event generators make use of
the leading-colour (LC) approximation to trace the colour flow on
an event-by-event basis (see [3, 26]), leading to partonic final states
in which each quark is colour-connected to a single (unique) other
parton in the event (equivalent to a leading-colour QCD dipole [27]).
Gluons are represented as carrying both a colour and an anticolour
charge, and are hence each connected to two other partons. At
the level of strings, this is interpreted as gluons forming transverse
“kinks” on strings whose endpoints are quarks and antiquarks [23].
Studies at ee colliders show this to be a quite reasonable approxi-
mation in that environment, and the traditional Lund string model,
implemented in PYTHIA [28–30], is capable of delivering a good de-
scription of the vast majority of ee collider data (for recent studies,
see, e.g., [31–34]).

The question of colour reconnections (CR) — broadly, whether
other string topologies than the LC one could lead to non-negligible
corrections with respect to the LC picture — was studied at LEP [35–
42], chiefly in the context of CR uncertainties on W mass determina-
tions in ee → WW [43], with conclusion that excluded the very ag-
gressive models and disfavoured the no CR scenario at 2.8 standard
deviation [44]. The uncertainty on the W mass from this source
ended up at ΔmW ∼ 35 MeV, corresponding to about 0.05%.

There are strong physical reasons to think that CR effects should
be highly suppressed at LEP, however. Firstly, there is a “trivial”
parametric suppression of beyond-LC effects of order 1/N2

C ∼ 10%.
Secondly, the two W decay systems are separate colour-singlet sys-
tems, with a space-time separation of order of the inverse W width,
ΓW ∼ 2 GeV. This separation implies that interference effects
between the two systems should be highly suppressed for wave-
lengths shorter than 1/ΓW , i.e., there can be essentially no perturba-
tive cross-talk between them. This line of argument motivated the
phrasing of CR models that operate only at the non-perturbative
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level as the most physically reasonable [43], an observation that we
shall also adhere to in the present work. Thirdly, the QCD coher-
ence of perturbative parton cascades implies that, inside each W (or
Z) decay system, angles of successive QCD emissions tend to be or-
dered from large to small [45], so that there is very little space-time
overlap between the QCD dipoles inside each system. This means
that, even if one were to allow to set up confining potentials be-
tween non-LC-connected partons, these would tend to correspond
to larger opening angles and therefore they would have a higher
total potential energy (longer strings) than the equivalent LC ones.
The LC topology should therefore also be dynamically favoured over
any possible non-LC ones. All these factors contribute to an expec-
tation of quite small effects, at least in the context of e+e− collisions.

Moving to pp collisions (and using pp as a shorthand to for
any generic hadron-hadron collision, including in particular also
pp̄ ones), the situation changes dramatically. Trivially, one must
now include coloured initial-state partons, with associated coloured
beam remnants. But more importantly, the modern understand-
ing of the underlying event (UE) and of soft-inclusive (minimum-
bias/pileup) physics in general, especially at high particle multi-
plicities, is that they are dominated by contributions from multiple
parton interactions (MPI) [46]. In a pp event that contains several
MPI systems, there is a non-negligible possibility of phase-space
overlaps between final states from different MPI systems. Moreover,
since the MPI scattering centres must all reside within the proton
radius, which is of the same order as the transverse size of QCD
strings, the initial-state (beam) jets will all “sit” right on top of each
other, a situation which should affect the fragmentation especially
at high rapidities. Finally, unlike the case for angular-ordered par-
tons inside a jet, there is no perturbative principle that predisposes
colour-connected partons from different MPI or beam-remnant sys-
tems to have small opening angles; indeed a recent study [47] found
that such “inter-MPI/remnant” invariant masses (denoted i-type
and n-type in [47]) tend to be among the largest in the events, corre-
sponding to a high potential energy in a string context, and hence
with the most to gain from potential reconnections. For these rea-
sons, we expect qualitatively larger effects in pp collisions.
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Figure II.1: Measurements of 〈p⊥〉 (nCh) in minimum-bias events at 630
GeV [50] (a), 1960 GeV [51] (b), and 7000 GeV [53] (c),
compared to PYTHIA 8.175 [29] (tune 4C [56]), with and
without colour reconnections switched on. (Plots from mc-
plots.cern.ch [55].)

There are also tantalising hints from hadron-collider data that
nontrivial physics effects are present at the hadronisation stage in
pp collisions. The most important such clue is furnished by the de-
pendence of the average (charged) particle p⊥ on the particle multi-
plicity, 〈p⊥〉 (nch). Measurements of this quantity in minimum-bias
events, first made at the ISR [48] and since by UA1 [49], CDF [50, 51]
and the LHC experiments [52–54], reveal that 〈p⊥〉 grows with nch,
as can be seen in the plots in fig. II.1 (from mcplots.cern.ch [55]).
This cannot be accounted for by independently hadronising MPI
systems, for which the expectation would be that 〈p⊥〉 (nch) should
be almost flat, as is also illustrated by the “no CR” curves in fig. II.1.
(If each MPI hadronises independently, then per-particle quantities
such as 〈p⊥〉 should be independent of the number of MPI, which is
correlated with nCh [46].) The observation that 〈p⊥〉 increases with
nCh therefore strongly suggests that some form of collective hadro-
nisation phenomenon is at play, correlating partons from different
MPI systems.

Given these arguments, and the realisation [57] that precision
kinematic extractions of the top quark mass at hadron colliders
(see e.g., [58–64] for experimental methods and [65] for a recent
phenomenology review) can be significantly affected by colour re-
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connections1, several toy models have appeared [47, 57, 68–71], re-
lying mainly on potential-energy minimisation arguments to recon-
figure the partonic colour connections for hadronisation. Although
these models have had some success in describing the 〈p⊥〉 (nCh)

distribution (as e.g., in fig. II.1), the lack of rigorous underpinnings
have implied that large uncertainties remain, which still contribute
about a 500 MeV uncertainty on the hadronic top mass extrac-
tion [62, 65, 71]. In this paper, we take a first step towards creating
a more realistic model, combining the earlier string-length minimi-
sation arguments with selection rules based on the colour algebra
of SU(3). Our treatment amounts to taking the LC connections
produced by the shower as a starting point, complemented by an
SU(3)-weighted randomization over the set of possible subleading
topologies that would have been present in a full-colour treatment.
The missing colour information should thereby be restored, at least
in a statistical sense.

An alternative line of argument, pursued in particular in the
EPOS model [72], invokes the notion of hydrodynamic collective
flow to explain the 〈p⊥〉 (nCh) distribution (as well as the so-called
CMS “ridge effect” [73, 74] and a host of other pp observables [72]).
Certainly, the presence of hydro effects in pp is a hypothesis that, if
confirmed, would have far-reaching consequences, and it will be an
important task for future experimental and phenomenological stud-
ies to find ways of disentangling CR effects from hydro ones. In this
context, our paper should therefore also be viewed as an attempt
to see how far one can get without postulating genuine (pressure-
driven) collective-flow effects in pp. Within this context, it is im-
portant to note that CR can mimic flow effects to some extent, via
the creation of boosted strings [75]. Alternatively, it is possible that
the effective string tension could be rising, as in the idea of colour
ropes [76], with recent work along these lines reported on by the
Lund group [77]. Finally, we note that non-hydro rescattering has
also been proposed [78] as a potential mechanism contributing to
the rise of 〈p⊥〉 (nCh), though the explicit model of parton-parton
rescattering effects presented in [78] found only very small effects.
The possibility of Boltzmann-like elastic (or even inelastic) final-

1 For completeness we note that, similarly to above, much smaller effects are ex-
pected in e+e− environments [66, 67].
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state hadron-hadron rescattering is still open. As usual, nature’s
solution is likely to involve an interplay of effects at different levels.
Nevertheless, before exploring further effects at the hadron level,
we believe it makes good sense to first examine the hadronisation
process itself, which is the topic of this work.

Finally, we note that colour flows beyond LC have also been in-
voked in the context of J/ψ formation [79–82], and as a potential
mechanism to generate diffractive topologies in ep and pp colli-
sions [83, 84].

In section II.2, we briefly recapitulate the treatment of colour
space for the existing MPI models in PYTHIA, and present the new
model that we have developed, combining the minimisation of the
string potential with the multiplet structure of QCD. In section II.3,
we constrain the resulting free model parameters on a selection of
both ee and pp data, discussing the physics consequences of the
new colour-space treatment as we go along. In section II.4, we con-
sider implications for precision extractions of the top quark mass at
hadron colliders. Finally, in section II.5, we summarise and give an
outlook.

ii.2 the model

In this section, we present the colour-space model that we have
developed, which allows strings to form not only between LC-
connected partons, but also between specific non-LC-connected
ones, following combination rules that approximate the multiplet
structure of full-colour QCD. We begin with a brief summary of
the current modelling, in section II.2.1. We then turn to a general
discussion of coherence effects beyond leading NC in section II.2.2.
Finally, in section II.2.3, we present the detailed implementation of
the new model.

We emphasise that there is a conceptual difference between
colour-space ambiguities, such as those explored in this work, and
physical colour reconnections. The subleading-colour effects we dis-
cuss here arise naturally in “full-colour” SU(3) and do not involve
any physical exchange of colour or momentum (although explicit
algorithms may of course still employ an iterative-reconnection
scheme to find the potential-energy minimum). Strictly speaking,
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the term colour reconnections should be reserved to describe effects
related to dynamical reconfigurations of the colour/string space that
involve explicit exchange of colours and momentum, via perturba-
tive gluon exchanges or non-perturbative string interactions. Effects
of this type are not explored directly in this work, instead we refer
the interested reader to the SK string-interaction models presented
in [43, 66, 67]. Somewhat sloppily, we follow the entrenched con-
vention in the field and use the acronym “CR” for effects of either
kind here.

ii.2.1 Existing MPI Models and Colour Space

In a naive LC picture, each MPI scattering system is viewed as sep-
arate and distinct from all other systems in colour space. The very
simplest colour-space options in the old PYTHIA 6 MPI model [46]
and the first HERWIG (and HERWIG++) MPI models [85, 86] go a
step further, representing each MPI final state as two quarks (or glu-
ons), colour-connected directly to each other, i.e., treating each MPI
system as a separate hadronising colour-singlet system. However,
this ignores that the incoming partons are coloured, and hence that
the total colour charge of each MPI scattering system is in general
non-zero. These particular models therefore violate colour conser-
vation and are unphysical.

To be LC-correct one must take into account that each MPI-
initiator parton should cause one or two strings to be stretched to
its remnant (one for quarks, two for gluons). This conserves colour,
but still has the implication that no strings would be stretched be-
tween different MPI systems. This situation is illustrated in fig. II.2a.
Physically, this can lead to arbitrarily many strings being stretched
across the central rapidity region, one or two for each MPI (corre-
sponding to adding their total colour chargers together as scalar
quantities, rather than as SU(3) vectors).

However, already in the context of earlier works [46, 87], it was
noted that even this picture cannot be quite physically correct.
Since all the MPI initiators on each side are extracted from one
and the same (colour-singlet) beam particle, and since they are ex-
tracted at a rather low scale of order the perturbative evolution
cutoff p⊥0 ∼ one to a few GeV, there is presumably some over-
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Hadron Remnant

MPI 1 MPI 2 MPI 3

(a)
Hadron Remnant

MPI 1 MPI 2 MPI 3

(b)

Figure II.2: (a): in a strict LC picture, each MPI initiator gluon increases
the “colour charge” of the beam remnant by two units. (b):
allowing different MPI initiators to be connected in a colour
chain reduces the total colour charge of the remnants. Here
for example, no strings will be stretched directly between the
shown remnant and the final states of MPI 2. (Note that the
colour assignments shown are for illustration only, and would
be represented by Les Houches Colour Tags [5, 6] in a real
event generator.)

lap and accompanying saturation effects, implying that they are
not completely independent. Not knowing the exact form of the
correlations, a pragmatic solution is to minimise the total colour
charge of the remnant (and hence the number of strings stretched
to it), by allowing the different MPI systems to be colour-connected
to each other along a “chain” in colour space, as illustrated in
fig. II.2b. Variations of this are used in the current forms of both
the PYTHIA [46, 87] and HERWIG++ [47] MPI models, reducing the
number of strings/clusters especially in the remnant-fragmentation
region at high rapidities. It is, however, still fundamentally ambigu-
ous exactly which systems to connect and how. In the example of
fig. II.2, it is arbitrary that it happens to be the colour of MPI 1 and
the anticolour of MPI 3 which end up connected to the remnant.
For a more detailed discussion of this aspect, see e.g. [87]. An inter-
esting physics point is that, in this picture, the particle production
at very forward rapidities is controlled essentially by how large one
allows the colour charge of the remnant to become, which in turn
depends on the number of MPI and their mutual colour correla-
tions. This could presumably be revealed by studies correlating the
particle production in the central region (sensitive to the number of
MPI) with that in the forward region (sensitive to the total charge
of the remnant).
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In the absence of any further CR effects, the relationship between
the number of MPI and the average particle multiplicity at cen-
tral rapidities is still approximately linear. Consequently, the per-
particle spectra in high-multiplicity events (with many MPI) are
similar to those in (non-diffractive) low-multiplicity events (with
few MPI)2. This is what leads to the simple expectation of the flat
〈p⊥〉 (nCh) spectrum exhibited by the “no CR” curves that were
shown in fig. II.1 in the previous section. However, as was also re-
marked on there, the experimental data convincingly rule out such
a constant behaviour. This observation is the main reason addi-
tional non-trivial final-state CR effects have been included in both
HERWIG++ and PYTHIA.

In the original (non-interleaved) MPI model in PYTHIA 6 [28, 46],
the parameters PARP(85) and PARP(86) allowed to force a fraction
of the MPI final states to be two gluons colour-connected to their
nearest neighbours in momentum space. The physical picture was
that the hardest interaction built up a “skeleton” of string pieces,
onto which a fraction of the gluons from MPI were grafted (by
brute force) in the places where they caused the least amount of
change of string length. This effectively minimised the increase in
string length from those gluons. An important factor contributing
to the revival of the question of CR in hadron collisions was the tun-
ing studies of this model, carried out by Rick Field on underlying-
event and minimum-bias data from the CDF experiment at the Teva-
tron [50, 88, 89]. His resulting “Tune A” and related tunes [90, 91]
were the first to give good fits to the available data at the time, but
the surprising conclusion was that in order to do so this “colour-
space grafting” had to be done nearly all the time.

An alternative set of CR models, which relied on physical analo-
gies with overlapping strings in superconductors, were developed
only in the context of e+e− collisions [43, 66, 67], chiefly with the
aim of studying potential CR uncertainties on the W mass, see [92]
and references therein. As far as we are aware, this class of mod-

2 For very low multiplicities, well-understood bias effects cause the average particle
p⊥ to increase (if the event is required to contain only one particle, then that
particle must be carrying all the scattered energy), while for high multiplicities, the
contribution from hard-jet fragmentation also generates slightly harder spectra.
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els has not yet been applied in the context of the more complex
environment of hadron-hadron collisions.

In the new (interleaved) MPI model in PYTHIA 6 [14, 28], show-
ers and MPI were carried out in parallel, with physical colour flows.
This was too complicated to handle with the old CR model. A new
“colour annealing” CR scenario was developed [57, 69, 93] which,
after the shower evolution had finished, allowed for a fraction of
partons to “forget” their LC colour connections, with new ones de-
termined based on the string area law (shorter strings are preferred),
following a simplified annealing-like algorithm, in a similar spirit
to an earlier model by Rathsman, called the “Generalized Area-
Law” (GAL) model [68]. The fraction of partons that forgot their
LC colour connections was assumed to grow with the number of
MPI, with a per-MPI probability given by the parameter PARP(78).
A further parameter, PARP(77), allowed to suppress the reconnec-
tion probability for fast-moving partons. Although still intended as
a toy model, the new colour-annealing models obtained good agree-
ment with the Tevatron minimum-bias and underlying-event data,
e.g. in the form of the Perugia family of tunes [94, 95]. The most
recent incarnations, the Perugia 2011 and 2012 tunes, also included
LHC data and were among the main reference tunes used during
Run 1 of the LHC [95]. However, a study comparing independent
MPI+CR tunings at different collider energies revealed different pre-
ferred CR parameter values at different CM energies [96], implying
that the modelling of this aspect, or at least its energy dependence,
was still inadequate.

In PYTHIA 8, the default MPI colour-space treatment is sim-
ilar to that of the original PYTHIA 6 model, although start-
ing out from a more detailed modelling of the colour flow in
each MPI. With a certain probability, controlled by the parameter
ColourReconnection:range, all the gluons of each lower-p⊥ inter-
action can be inserted onto the colour-flow dipoles of a higher-p⊥
one, in such a way as to minimise the total string length [71]. The
effects of this model was already illustrated in fig. II.1. A set of alter-
native CR scenarios was also presented in [71], but were still mostly
intended as toy models in the context of estimating uncertainties on
the top-quark mass.
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Finally, in the most recent developments of the HERWIG++ MPI
model, an explicit scenario for colour reconnections has likewise
been introduced [47], based on a simulated-annealing algorithm
that minimises (sums of) cluster masses. In the context of the clus-
ter hadronisation model [97], the minimisation of cluster masses ful-
fils a similar function as the minimisation of string lengths above.
The two minimisations differ in that the string length measure is
closely related to the product of the invariant masses rather than
the sum used in the cluster model. The main model parameter is
the probability to accept a favourable reconnection, preco. The study
in [47] emphasised in particular that the largest pre-reconnection
cluster masses are spanned between hard partons and the remnants
(denoted n-type clusters), with inter-MPI ones (spanned directly
between partons from different MPI systems and denoted i-type)
having the second-largest masses. The former again indicates that
there is a non-trivial interplay with the non-perturbative hadroni-
sation of the beam remnant, while the latter reflects the lack of
a priori knowledge about the colour correlations between different
MPI systems. Similarly to the qualitative conclusions made with the
PYTHIA CR models, the HERWIG++ study found that quite large
values of preco ∼ 0.5 were required to describe hadron-collider data.

ii.2.2 Beyond Leading Colour

To illustrate the colour-space ambiguity between different MPI sys-
tems, and between them and the beam remnant, let us take the
simple case of double-parton scattering (DPS), with all the initiator
partons being gluons. What happens in colour space when we ex-
tract two gluons from a proton? Even if we imagine that the two
gluons are completely uncorrelated, QCD gives several possibilities
for their superpositions:

8 ⊗ 8 = 27 ⊕ 10 ⊕ 10 ⊕ 8 ⊕ 8 ⊕ 1 . (II.2.1)

The highest-charge multiplet, here the 27 (a “viginti-septet”), effec-
tively corresponds to the LC configuration: symmetric addition of
the two gluons, each carrying two units of (LC) colour charge (one
colour and one anticolour), for a total of 4 string pieces required to
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be attached to the remnant3. However, note that the probability for
this to occur is

PLC =
27
64

< 50% , (II.2.2)

hence the naive expectation that subleading topologies should be
suppressed by 1/N2

C is badly broken already in this very simple
case4. The decuplets (octets) correspond to coherent-superposition
topologies with a lower total colour charge and consequently only
three (two) string pieces attached to the remnant. The singlet rep-
resents the special case in which the two MPI-initiator gluons have
identical and opposite colours, with total colour charge 0 (gener-
ating a diffractive-looking topology from the point of view of the
remnant). In QCD, for two random (uncorrelated) gluons, there is
a 1/64 probability for this to happen purely by chance.

The other possible two-parton combinations are:

3 ⊗ 8 = 15 ⊕ 6 ⊕ 3 , (II.2.3)

3 ⊗ 3 = 8 ⊕ 1 , (II.2.4)

3 ⊗ 3 = 6 ⊕ 3 , (II.2.5)

where strict LC would correspond to populating only the 15 (quin-
decuplet), 8 (octet), and 6 (sextet), respectively. The relative weights
(probabilities) for each multiplet in each of these combinations
are illustrated in fig. II.3, along with diagrams exemplifying cor-
responding colour flows (with thick lines indicating partons, thin
ones colour-flow lines). For each multiplet, three vertical bars indi-
cate the probability associated with that multiplet in strict Leading
Colour (LC), in our model (defined below), and in SU(3) (QCD), re-
spectively. The filled circles represent the ratio between our model
and QCD, so for those unity indicates perfect agreement. Note that,
since the subleading multiplets are absent in LC, only two non-zero
bars appear for them. Below, we shall also consider the probability

3 Assuming each string can only carry one unit of flux, or equivalently a 4-unit
“colour rope”, see [77].

4 In general, the highest-charge multiplet in the combination of k gluons represents
a fraction (k + 1)3/8k of the possibilities.
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Figure II.3: Illustration of the possible colour states of two random (un-
correlated) partons. In strict LC, only the completely inco-
herent superposition is populated. Our model (described be-
low) gives a systematically better approximation. Filled circles
show the ratio between our model and full SU(3). The dia-
grams below the histograms attempt to illustrate correspond-
ing colour-flow configurations, with thick and thin lines de-
noting partons and colour-flow lines, respectively.

for three uncorrelated triplets to form an overall singlet, which is
1/27 in QCD:

3 ⊗ 3 ⊗ 3 = 10 ⊕ 8 ⊕ 8 ⊕ 1 , (II.2.6)

while in our simplified model it will come out to be 2/81 = (1 −
1
3 )/27.

We emphasise that we only use these composition rules for
colour-unconnected partons, which in the context of our model we
approximate as being totally uncorrelated. LC-connected partons
are always in a singlet with respect to each other, and colour neigh-
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bours (e.g., the two colour lines of a gluon or those of a qq̄ pair
produced by a g → qq̄ splitting) are never in a singlet with respect
to each other.

The approximation of colour-unconnected partons being totally
uncorrelated, combined with a set of specific colour-space parton-
parton composition rules, such as those of SU(3) or the simplified
ones defined below, allow us to build up an approximate picture
of the possible colour-space correlations that a complicated parton
system can have, including randomised coherence effects beyond
Leading Colour. Due to the subleading correlations, there are many
possible string topologies that could represent such a parton system,
including but not limited to the LC one. The selection principle that
determines how the system collapses into a specific string configu-
ration will be furnished by the minimisation of the string potential,
as we shall return to below.

Our model thus consists of two stages. First, we generate an
approximate picture of the possible colour states of a parton system.
Then, we select a specific realisation of that state in terms of explicit
string connections. This is done at the time when the system is
prepared for hadronisation, i.e., after parton showering but before
string fragmentation.

By maintaining the structure of the (LC) showers unchanged, we
neglect any possibility of reconnections occurring already at the
perturbative level. Though perturbative gluon exchanges and/or
full-colour shower effects might mediate such effects in nature, we
expect their consequences to be suppressed relative to the non-
perturbative ones considered here. This is partly due to the coher-
ence and collinear-enhancement properties already acting to min-
imise the mass of LC dipoles inside each perturbative cascade, and
partly due to the space-time separation between different systems
(be they different MPI systems, which are typically separated by
transverse distances of order 1/ΛQCD inside the proton, or differ-
ent resonance-decay systems separated by 1/Γres). Thus, at high
Q � ΛQCD or Q � Γres we don’t expect any cross-talk between
different MPI or different resonance systems, respectively. The case
can be made that perturbative reconnection effects could still be
active at longer wavelengths, but we expect that such semi-soft
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effects can presumably be absorbed in the non-perturbative mod-
elling without huge mistakes.

ii.2.3 The New Model

Our simplified colour-space model is defined as follows. Rather
than attempting to capture the full correlations (which we have
emphasised are not a priori known anyway and would require a
cumbersome matrix-based formalism), we note that the main sub-
leading parton-parton combination possibilities of real QCD can be
encoded in a single “colour index”, running from 1 to 9 (with cor-
responding indices for anti-colours).

Quarks are assigned a single such colour index, antiquarks a sin-
gle anticolour index, and gluons have one of each, with the restric-
tion that their colour and anticolour indices cannot be the same.
Thus, formally our model has 9 different quark colour states and 72
kinds of gluon states. We emphasise that these indices should not
be confused with the ordinary 3-dimensional SU(3) quark colour
indices (red, green, and blue); rather, our index labels the possible
colour states of two-parton (and in some cases three-parton) com-
binations. Thus, for example, a quark and an antiquark are in an
overall colour-singlet state if the colour index of the former equals
the anticolour index of the latter, otherwise they are in an octet state,
cf. eq. (II.2.4). We note that a similar index was used already in the
models of “dipole swing” presented in [98, 99], though here we gen-
eralise to parton combinations involving colour-epsilon structures
as well, cf. fig. II.3.

Confining potentials will be allowed to form between any two
partons that have matching colour and anticolour indices. Since
LC-connected partons are forced to have matching colour and anti-
colour indices, the “original” (LC) string topology always remains
possible, but now further possibilities also exist involving partons
that accidentally have matching indices, illustrated in fig. II.4.

Furthermore, two colour indices are allowed to sum coherently to
a single anticolour index within three separate closed index groups:
[1,4,7], [2,5,8], and [3,6,9]. E.g., two quarks carrying indices 2 and
5 respectively, are allowed to appear to the rest of the event as car-
rying a single combined anti-8 index. These index combinations
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(A) q̄′2 q′2

q1 g12
q̄2

vs.

(B) q̄′2 q′2

q1 g12
q̄2

Figure II.4: Illustration of a multi-parton state with a rather simple colour-
space ambiguity. Subscripts indicate colour-space indices. (A):
the “original” (LC) string topology. (B): an alternative string
topology, allowed by the accidentally matching “2” indices.

(C)
q′5 q̄′5

q1 g12
q̄2

vs.

(D)
q′5 q̄′5

q1 g12
q̄2

Figure II.5: Illustration of a similar multi-parton state as in fig. II.4, but
now with index assignments resulting in a junction-type
colour-space ambiguity. The orientation of the top q′5 − q̄′5
dipole has also been reversed relative to fig. II.4. (C): the orig-
inal (LC) string topology. (D): an alternative string topology
with a junction and an antijunction, allowed by the cyclically
matching “2” and “5” indices.

represent the antisymmetric ε ijk colour combinations that were pic-
torially represented as Y-shaped “colour junctions” in fig. II.3. A
junction can therefore be interpreted as the string extension of a
baryon with the baryon number (ε ijk) located in the centre of the Y-
shape [100]. An explicit example of a parton system whose colour
state includes such a possibility is shown in fig. II.5. A model
for string hadronisation of such topologies was developed in [100]
and has subsequently also been applied to the modelling of baryon
beam remnants [87]. We reuse it here for hadronisation of junction-
type colour-index combinations.

The new model can be divided into two main parts: a new treat-
ment of the colour flow in the beam remnant and a new CR scheme.
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The two models are independent and can therefore in principle be
combined both with each other as well as with other models. (Note,
however, that the old PYTHIA 8 CR scheme is inextricably linked
with the colour treatment of the beam remnant and therefore only
works together with the old beam-remnant model.) Both of the
models occasionally result in complicated multi-junction configura-
tions that the existing PYTHIA hadronisation cannot handle. Rather
than attempting to address these somewhat pathological topolo-
gies in detail, this problem is circumvented by a clean-up method
that simplifies the structure of the resulting systems to a level that
PYTHIA can handle.

The next two sections describe respectively the details of the new
beam-remnant model and the new CR scheme, including technical
aspects and the algorithmic implementation. Afterwards the junc-
tion clean-up method is described.

Colour Flow in the Beam Remnant

It being an inherently non-perturbative object, we do not expect to
be able to use perturbative QCD to understand the structure of the
beam remnant. Instead, we rely on conservation laws; the partons
making up the beam remnant must, together with those that have
been kicked out by MPI, sum up to the total energy and momentum
of the beam particle, be in an overall colour-singlet state, with unit
baryon number (for a proton beam), carrying the appropriate total
valence content for each quark flavour, with equal numbers of sea
quarks and antiquarks. The machinery used to conserve all these
quantities should be consistent with whatever knowledge of QCD
we possess, such as the standard single-parton-inclusive PDFs to
which our framework reduces in the case of single-parton scatter-
ing.

In this work the focus is on the formation of colour-singlet states,
including the use of SU(3) epsilon tensors. This naturally leads to a
modification of the treatment of baryon number conservation, due
to the close link between baryons and the epsilon tensors in SU(3).
The modelling of energy/momentum and flavour conservation is
not touched relative to the existing modelling of those aspects, and
thus only a small review is presented here (for more details see
[87]).
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The overall algorithm can be structured as follows:

1. Determine the colour structure of the already scattered par-
tons.

2. Add the minimum amount of partons needed for flavour con-
servation.

3. Add the minimum amount of gluons required to obtain a
colour-singlet state.

4. Connect all colours.

5. With all the partons determined find their energy fractions.

The conservation of baryon number is not listed as a separate point,
but naturally follows from the formation of junctions. Let us now
consider each of these points individually starting from the top.

To calculate the colour structure of the beam remnant, let us re-
turn to the DPS example of earlier. With a probability of 27/64, the
two gluons form a completely incoherent state, leaving four colour
charges to be compensated for in the beam remnant (two colours
and two anticolours). However the three valence quarks alone are
insufficient to build up a 27 (eq. (II.2.6)), and therefore a minimum
of one additional gluon is needed. Then two of the quarks can com-
bine to form a 3, which can form an 8 with the remaining valence
quark, which then can enter in a 27 with the added gluon. Con-
versely, if the two gluons had been in an octet state instead, the
additional gluon would not have been needed. Thus, in order to
determine the minimal number of gluons needed in the beam rem-
nant, we need to know the overall colour representation of all the
MPI initiators combined.

While it could be possible to choose this representation purely sta-
tistically, based on the (simplified or full) SU(3) weights, we note
two reasons that a lower total beam-remnant charge is likely to be
preferred in nature. Firstly, to determine the most preferred config-
uration the string length needs to be considered. Since the beam
remnants reside in the very forward regime, strings spanned be-
tween the remnant and the scattered gluons tend to be long, and
as such a good approximation is to minimise the number of strings
spanned to the beam. This corresponds to preferring a low-charge
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(a) Q2 � Λ2
QCD (b) Q2 ∼ Λ2

QCD

Figure II.6: A proton (black) with five distinct colour sources (e.g., four
MPI-initiator partons plus one representing the beam rem-
nant), chosen so that they add to a singlet (with magenta =
antigreen). Shown are two different resolution scales represen-
tative of (a) the perturbative stage, during which the MPI sys-
tems are considered as being uncorrelated in colour space, and
(b) the nonperturbative stage, at which the beam remnant is
considered and we assign higher weights to states with lower
total QCD charge in order to mimic saturation effects.

colour-multiplet state for the remnant, and as a consequence also
minimises the number of additional gluons required. Secondly,
a purely stochastic selection corresponds to the assumption that
the scattered partons are uncorrelated in colour space. For hard
MPIs (at Q � ΛQCD), this is presumably a good approximation,
since the typical space-time separation of the collisions are such
that two independent interactions do not have time to communi-
cate. This is illustrated by fig. II.6a. However, after the initial-state
radiation is added, the lower evolution scale implies larger spatial
wavefunctions, allowing for interference between different interac-
tions, illustrated by fig. II.6b. An additional argument is that at
a low evolution scale the number of partons is low, thus to com-
bine to an overall singlet the correlation between the few individ-
ual partons needs to be large. To provide a complete description
of this cross-talk, multi-parton densities for arbitrarily many par-
tons would be needed, ideally including colour correlations and
saturation effects. Although correlations in double-parton densities
has been the topic of several recent developments [101–109], the
field is still not at a stage at which it would be straightforward
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to combine explicit double-parton distributions with the standard
single-parton-inclusive ones (which a code like PYTHIA must be
compatible with), nor to generalise them to arbitrarily many par-
tons. The only formalism we are aware of that addresses all of
these issues (in particular flavour and momentum correlations for
arbitrarily many partons) while reducing to the single-parton ones
for the hardest interaction remains the one developed in the context
of the current PYTHIA beam-remnant model [87]. In this study, we
supplement the momentum- and flavour-correlation model of [87]
with a simple model of colour-space saturation effects appropriate
to the SU(3)-multiplet language used in this work. Noting that sat-
uration should lead to a suppression of higher-multiplet states, we
use a simple ansatz of exponential suppression with multiplet size,
M:

p(M) = exp (−M/ksaturation) (II.2.7)

where p is the probability to accept a multiplet of size M and
ksaturation is a free parameter that controls the amount of suppres-
sion.

Everything stated above for the two-gluon case can be generalised
to include quarks and an arbitrary number of MPI. The calculation
just extends to slightly more complicated expressions:

8 ⊗ 3 ⊗ 3̄ ⊗ 8 ⊗ . . . = . . . (II.2.8)

where quarks enter as triplets, antiquarks as antitriplets and gluons
as octets. The statistical probability to choose any specific multiplet
can be calculated in a similar fashion, either in full or simplified
QCD. There is however still an ambiguity in how the colours are
connected. For instance consider two quarks and one antiquark
forming an overall triplet state. The colour calculation will not tell
us which of the quarks are in a singlet with the antiquark. In the
case of ambiguities, the implementation is to choose randomly. The
CR algorithm applied later may anyhow change the initial colour
topology, lessening the effect of the above choice.

At the level of the technical implementation, the choice of colour
state for the scattered partons is transferred to the final state par-
ticles of the event using the LC structure of the MPI and PS. For
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example, if the two gluons are in the octet state, one of the LHE
colour tags (see [5, 6]) is changed accordingly, and is propagated
through to the colour of the final state particles.

As a special case the overall colour structure of the beam rem-
nant is not allowed to be a singlet. This is to avoid double-counting
between diffractive and non-diffractive events. In the DPS example,
if the gluons form a colour singlet, they essentially make up (part
of) a pomeron, and thus should fall under the single-diffractive de-
scription. It would be interesting to look into the interplay between
MPI and diffraction in more detail using the colour-multiplet lan-
guage developed here, but this would require its own dedicated
study, beyond the scope of this work.

The conservation of flavour is relative straightforward and fol-
lows [87]. The principle used is to add the minimum needed flavour.
For example if only an s quark is scattered from a proton, the rem-
nant will consist of an s̄ plus the three valence quarks.

With the flavour structure and colour multiplet of the beam rem-
nant known, it is now possible to calculate explicitly how many
gluons need to be added to obtain a colour-singlet state. Again the
idea is to add the minimum number of gluons to the beam rem-
nant. Colour-junction structures, which we have argued can arise
naturally in the colour structure of the scattered partons, compli-
cate this calculation slightly. To achieve an overall colour-singlet
state the number of junctions minus the number of antijunctions
has to match that of the beam particle. Taking this into account the
minimal number of gluons is given by

Ngluons = max
(

0,
(Ncolour − Nquarks + ‖Njunctions − Nantijunctions − b‖)

2

)
;

(II.2.9)

where b is the beam baryon number (1 if the beam is a baryon, 0 if
the beam is a meson, and -1 if the is an antibaryon). The division
by two is due to the gluons carrying two colour lines. Without junc-
tions, the number of gluons is simply the number of colour lines to
the remnant minus the number of available quarks to connect those
colour lines to. It is easiest to understand how junctions change this,
by noting that the creation of a junction basically takes two colour
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charges and turn into one anticolour. Thus the number of required
connections goes down by one for each additional junction needed.

After the gluons are added, all the colour connections and
junction structures are assigned randomly between the remaining
colours, with one exception: if the beam particle is a baryon and
a junction needs to be constructed (similarly for an antibaryon and
an antijunction), two of the valence quarks will be used to form the
junction structure (possibly embedded in a diquark), if they have
not already been scattered in the MPIs.

With finally the full parton structure known, including both
flavours and explicit colours, the last step of the construction of the
beam remnant is the assignment of energy fractions (x values) to
each remnant parton, according to modified PDFs. To obtain overall
energy-momentum conservation, the individual partons are scaled
by an overall factor. The scaling becomes slightly more complicated
by the introduction of primordial k⊥. Details on the modified PDF
versions and the scaling can be found in [87].

Colour Flow in the Whole Event

As discussed above, the CR model is applied after the parton-
shower evolution has finished (and after inclusion of the beam-
remnant partons as described in the preceding subsection), just be-
fore the hadronisation. The model builds on two main principles:
a simplified SU(3) structure of QCD, based on indices from 1 to
9, to tell which configurations are possible; and the potential en-
ergy of the resulting string systems, as measured by the so-called λ

measure [23], to choose between the allowed configurations.
The starting point for the model is the LC configuration emerg-

ing from the showers + beam remnants. Thus between each LC-
connected pair of partons a tentative dipole is constructed. This
configuration is then changed by allowing two (or three) dipoles to
reconnect, and this procedure is iterated until no more reconnec-
tions occur. In each step of the algorithm, four different types of
reconnections can occur, illustrated in fig. II.7:

1. simple dipole-type reconnections involving two dipoles that
exchange endpoints (fig. II.7a);
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Figure II.7: The four different allowed reconnection types. Type I (a) is
the ordinary string reconnection. Type II (b) is the formation
of a connected junction antijunction pair. Type III (c) is the
formation of junction and antijunction, which are not directly
connected. Type IV (d) is similar to type II except that it allows
for gluons to be added between the two junctions.
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2. two dipoles can form a junction-antijunction structure
(fig. II.7b);

3. three dipoles can form a junction-antijunction structure
(fig. II.7c);

4. two multi-parton string systems can form a junction and an
antijunction at different points along the string and connect
them via their gluons (fig. II.7d).

Note that, although mainly dipoles between quarks are shown in
the illustrations, all dipoles (q-q̄, q-g, g-q̄ and g-g) are treated in
the same manner in the implementation. Within an LC dipole, the
quark and antiquark are assumed to be completely colour coherent,
so that the probabilities for two dipoles to be in a colour-coherent
state can be found by the standard SU(3) products. In full QCD,
the probabilities for type I (dipole) and II (junction) reconnections
for q-q̄ dipoles are given by eq. (II.2.4) and (II.2.5) as Pqq̄

I = 1/9
and Pqq

II = 1/3, respectively. For gg dipoles, the calculation is com-
plicated slightly by the fact that eq. (II.2.1) takes into account both
the colour and anticolour charges of both of the gluons. With a
probability of Pgg

I = 8/64 = 1/8 each, either “side” (colour or anti-
colour) of the gluons are allowed to reconnect (for a 1/64 probabil-
ity that CR is allowed on both sides). And with a total probability
of Pgg

II = 20/64 = 5/16 either one or the other side is allowed
a junction-type reconnection (both sides would be equivalent to a
dipole-style reconnection already counted above). For simplicity,
the index rules described in the beginning of this section have been
defined to treat qq̄, qg, and gg dipoles all on an equal footing. The
result is a compromise of PI = 1/9 for all dipole-type reconnec-
tions and PII = 2/9 for all junction-type reconnections. Differences
between qq̄ and gg combinations still arise due to gluons being pre-
vented from having the same colour and anticolour indices, and
since the combination of two type-II reconnections is equivalent to
a type-I reconnection. A comparison between the weights result-
ing from our simplified treatment and the multiplet weights in full
QCD for the simple case of two-parton combinations was illustrated
in fig. II.3. Note also that the probability for a type-III reconnection
among three uncorrelated qq̄ dipoles (essentially creating a baryon
from three uncorrelated quarks) is Pqqq

III = 1/27 in full QCD (among
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the 27 different ways to combine 3 quarks, only one is a singlet)
while it is only 2/3 as large in our model; PIII = 2/9 × 1/9 = 2/81.
Although our model should be a significant step in the right direc-
tion, we therefore still expect a tendency to underestimate baryon
production. When tuning the model below, we shall see that we
are able to compensate for this by letting junction-type reconnec-
tions appear somewhat more energetically favourable compared
with dipole-type reconnections.

To recapitulate the model implementation, each dipole is as-
signed a random index value between 1 and 9. Two dipoles are
allowed to do a type-I reconnection if the two numbers are equal,
providing the 1/9 probability. Type-II reconnections are allowed if
the two numbers modulo three are equal and the indices are differ-
ent (e.g. 1-4 and 1-7), thereby providing the 2/9 probability. Three
dipoles are allowed to do the type-III reconnection if they all have
the same index modulo three and are all different (1-4-7). The type-
IV reconnection follows the same principles: a dipole needs to have
the same index, and a junction needs to have different-but-equal-
under-modulo-three index. The exact probability for type-IV recon-
nections depend on the number of gluons in the string.

The number of allowed colour indices can in principle be changed
(the 9 above), e.g. to vary the strength of CR. However, the type-
II, -III, and -IV reconnections rely on the use of modulo, thus
care should be taken if junction formation is allowed. A different
method to control the strength of the CR will be discussed below.

The above colour considerations only tell which new colour con-
figurations are allowed and not whether they are preferable. To deter-
mine this, we invoke a minimisation of the λ string-length measure.
The λ measure can be interpreted as the potential energy of a string,
more detailed it is the area spanned by the string prior to hadroni-
sation. It is closely connected to the total rapidity span of the string,
and thereby also its total particle production. The minimisation is
carried out by only allowing reconnections that lower the λ mea-
sure, which ensures that a local minimum is reached.

A further complication is that, while the λ-measure for a quark-
antiquark system with any number of gluon kinks in between is
neatly defined by an iterative procedure [23], the measure defined
there did not include junction structures. The first extension to
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handle these were achieved by starting from the simple measure
between a quark antiquark dipole [100]:

λ
qq̄ = ln

(
1 +

sqq̄

2m2
0

)
(II.2.10)

where sqq̄ is the dipole mass squared and m0 is a constant with
dimensions of energy, of order ΛQCD. For high dipole masses, the
“1” in eq. (II.2.10) can be neglected, splitting the λ-measure neatly
into two parts: one from the quark and one from the antiquark end
(in the dipole rest frame):

λ
qq̄ s�m2

0→ ln
(

s
2m2

0

)
= ln

√
2Eq

m0
+ ln

√
2Eq̄

m0
. (II.2.11)

The extension to handle a junction system used the same method,
going to the junction rest-frame and adding up the “λ-measures”
from all the three (anti-)quark ends. The end result became

λ
q1q2q3 = ln

√
2E1

m0
+ ln

√
2E2

m0
+ ln

√
2E3

m0
(II.2.12)

where the energies are calculated in the junction rest frame5. This
procedure worked well in the scenarios considered in that study,
since all the dipoles had a relative large mass. However, in the con-
text of our CR model, we will often be considering dipoles that
have quite small masses. In that case, continuing to ignore the
“1” in eq. (II.2.10) can lead to arbitrarily large negative λ measures.
Among other things, such a behaviour could allow soft particles
with vanishing string lengths to have a disproportionately large im-
pact on dipoles with a large invariant mass. Generalising this be-
haviour to soft junction structures results in similar effects, namely
that soft particles can have a disproportionately large effect.

5 Note: we use a slightly different definition of m0 here compared to the original
paper [100]
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An alternative measure is here proposed to remove the problem
with negative string lengths,

λ
′ = ln

(
1 +

√
2E1

m0

)
+ ln

(
1 +

√
2E2

m0

)
(II.2.13)

where the energies are calculated in the rest-frame of the dipoles.
This measure is always positive definite. In the case of massless
particles the λ′-measure can be rewritten to

λ
′ = ln

(
1 +

s
2m2

0
+

√
2s

m0

)
(II.2.14)

where again s is the invariant mass squared of the dipole and m0 is
a constant. The two measures agree in the limit of large invariant
masses (s � m0). The implementation includes a few alternative
measures as options, but the above is chosen as the default measure
and therefore also the one that the parameters are tuned for.

A final complication regarding the λ measure is that the form
above cannot be used to describe the distance between two directly
connected junctions. Instead the same measure as described in [100]
is also used in this study (λ = β1β2 +

√
(β1β2)2 − 1, where β1 and

β2 are the 4-velocities of the two junction systems).
Since the λ-measure for junctions introduces additional approxi-

mations, a tuneable parameter is added to control the junction pro-
duction. Several options for this parameter are possible and we
settled on a m0j �= m0 in the λ-measure for junctions. A higher
m0j means a lower λ measure, resulting in an enhancement of the
junction production. We cast the free parameter as the ratio,

junctionCorrection : Cj = m0j/m0 , (II.2.15)

thus a value Cj above unity indicates an enhancement in junction
production, and vice versa. The possibility of a junction enhance-
ment can be seen as providing a crude mechanism to compensate
for the intrinsic suppression of junction topologies in the colour-
space model. Indeed, in the section on tuning below we find
that values above unity are preferred in order to fit the observed
amounts of baryon production.
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Figure II.8: The figure shows how two gluons are turned into a pseu-
doparticle depending on whether they are connected via an
ordinary string (a) or a junction (b). The (gg) represents the
formed pseudoparticle.

In the context of CR, it is generally the dipoles with the largest
invariant masses which are the most interesting; they are the ones
for which reconnections can produce the largest reductions of the
λ measure. However, as evident from the above discussion, dipoles
with small invariant masses can actually be the most technically
problematic to deal with. It was therefore decided to remove
dipoles with an invariant mass below m0 from the colour reconnec-
tion. Technically this is achieved by combining the small-mass pair
into a new pseudo-particle. For an ordinary dipole this is a trivial
task (fig. II.8a), but if the dipole is connected to a junction the tech-
nical aspects becomes more complicated (fig. II.8b). The easiest way
to think of this is as an ordinary diquark, but in addition to these we
can have digluons, which will have three ordinary (anti-)colour tags.
Note that we do not intend these to represent any sort of weakly
bound state; we merely use them to represent a low-invariant-mass
collection of partons whose internal structure we consider uninter-
esting for the purpose of CR. The pseudo-particles are formed after
the LC dipoles are formed, and also after any colour reconnections
if the new dipoles have a mass below m0. Increasing m0 will there-
fore lower the amount of CR. Only small effects occur for variations
around the ΛQCD scale, however increasing m0 beyond 1 GeV intro-
duces a significant reduction of CR.

The complete algorithm for the colour reconnection can be sum-
marised as below.

1. Form dipoles from the LC configuration.

2. Make pseudoparticles of all dipoles with mass below m0.

3. Minimise λ-measure by normal string reconnections.
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4. Minimise λ-measure by junction reconnections.

5. If any junction reconnections happened return to point 3.

The choice to first do the normal string reconnections before trying
to form any junctions is due to the algorithm not allowing to remove
any junction pairs.

Since each reconnection is required to result in a lower λ-measure
than the previous one, the minimisation procedure is only expected
to reach a local minimum. A possible extension to reach the global
minimum would be to use simulated annealing [110]. This is, e.g.,
the approach adopted in the HERWIG++ CR model [47]. However
this would also require the implementation of inverse reconnections
(i.e. a junction and an antijunction collapsing to form strings, and
the unfolding of pseudo-particles.). Secondly the computational
time needed to find the global minimum would slow down the
event generation speed very significantly. For purposes of this im-
plementation, we therefore restrict ourselves to a local deterministic
minimisation here, noting that an algorithm capable of reproducing
the full expected area-law exponential would be a desirable future
refinement.

Hadronisation of Multi-Junction Systems

The existing junction hadronisation model [87] was developed
mainly for the case of string systems containing a single junction (in
the context of baryon-number violating SUSY decays like χ̃0 → qqq).
For such systems, the strategy of is to take the two legs with low-
est energy in the junction rest-frame and hadronise them from their
respective quark ends inwards towards the junction, until a (low)
energy threshold is reached, at which point the two endpoints are
combined into a diquark (which contains the junction inside). This
diquark then becomes the new endpoint of the last string piece,
which can then be fragmented as usual.

The case of a junction-antijunction system was also addressed
in [87] (arising e.g., in the case of e+e− → t̃ t̃∗ → q̄q̄ qq), but the new
treatment of the beam remnants presented here, as well as the new
CR model, can produce configurations with any number of colour-
connected junctions and antijunctions. This goes beyond what the
existing model can handle.
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Figure II.9: The figure shows how connected junctions are separated if
they are connected by respectively a single gluon (a) or mul-
tiple gluons (b). The indices indicate where the split happens
and which particles each gluon splits into.

The systems of equations describing such arbitrarily complicated
string topologies are likely to be quite involved, with associated
risks of instabilities and pathological cases. Rather than attempting
to address these issues in full gory detail, we here adopt a simple
“divide-and-conquer” strategy, slicing the full system into individ-
ual pieces that contain only one junction each, via the following 3
steps:

• If a junction and an antijunction are connected with a single
gluon between them, that gluon is forced to split into two light
quarks (u,d and s) that each equally share the 4-momentum
of the gluon (corresponding to z = 1

2 ). Since the gluon is
massless, the two quarks will have to be parallel (fig. II.9a).

• If a junction and an antijunction are connected with at least
2 gluons in between, the gluon pair with the highest in-
variant mass is found, and is split according to the string-
fragmentation function. The highest invariant mass is chosen
due to it having the largest phase space and being the most
likely to have a string breakup occur. The split is done in such
a way that the two gluons are preserved but each of them give
up part of their 4-momentum to the new quark pair. The new
quark that is colour-connected to one of the gluons will be par-
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allel to the other gluon (fig. II.9b, where the indices indicate
who is parallel with whom.).

• After the two rules above have been applied, only directly-
connected junction-antijunctions are left. If all three legs of
both junctions are connected to each other, the system con-
tains no partons and can be thrown away. If two of the
legs are directly connected, the junction-antijunction system
is equivalent to a single string piece and is replaced by such,
see fig. II.10a. Finally, the case of a single direct junction-
antijunction connection is dealt with differently, depending
on whether the system contains further junction-antijunction
connections or not. In the former case, illustrated in fig. II.10b,
the maximum number of junctions are formed from the par-
tons directly connected to the junction system. The remaining
particles are formed into normal strings. In the example of
fig. II.10b, three quarks are first removed to form a junction
system; the remaining q and q̄ then have no option but to form
a normal string. The current method randomly selects which
outgoing particles to connect with junctions. One extension
would be to use the string measure to decide who combines
with whom. (However the effect of this might be smaller than
expected, since the majority of the multi-junction configura-
tion comes from the beam remnant treatment, which later un-
dergoes CR.)

For cases with a single direct junction-antijunction string piece
and no further junctions in the system, illustrated in fig. II.10c,
the λ-measure is used to determine whether the two junctions
should annihilate or be kept [87] (essentially by determining
whether the strings pulling on the two junctions cause them
to move towards each other, towards annihilation, or away
from each other). If the junctions survive, a new qq̄ pair is
formed by taking momentum from the other legs of the junc-
tion. Otherwise the junction topology is replaced by two or-
dinary strings. An option to always keep the junctions also
exists.
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Figure II.10: The figure shows how directly connected junctions are sepa-
rated. Fig. a shows the replacement of a doubly-connected
junction-antijunction system by an ordinary string piece.
Fig. b shows the method used to reduce systems with more
than two interconnected junctions. Fig. c shows the split-up
of a system containing exactly one junction-antijunction con-
nection, into two separate junction systems.

Space-Time Structure

By default, we do not account for any space-time separation be-
tween different MPI systems. This is motivated by the observation
that, physically, the individual MPI vertices can at most be sep-
arated by transverse distances of order the proton radius, which
by definition is small compared with the length of any string long
enough to fragment into multiple particles.

We do note, however, that in order for reconnections to occur be-
tween two string pieces, they should be in causal contact; if either
string has already hadronised before the other forms, there is no
space-time region in which reconnections between them could phys-
ically occur. In the rest frame of a hadronising string piece, we take
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the formation time of the corresponding QCD dipole to be given
roughly by the inverse of its invariant mass, τform ∼ 1/mstring. Al-
ternative measures (e.g., the k⊥ evolution variable of the PS) could
also have been used, and to allow at least a range of variations of
the exact definition, a free parameter is introduced. The time at
which the string piece begins to hadronise is related to the inverse
of ΛQCD, τhad ∼ 1/ΛQCD. In order for reconnections to be possi-
ble between two string pieces, we require that they must be able to
resolve each other during the time between formation and hadro-
nisation, taking time-dilation effects caused by relative boosts into
account. There are several ways in which this requirement can be
formulated at the technical level, and accordingly we have imple-
mented a few different options in the code. In principle, the two
strings can be defined to be in causal contact if the relative boost
parameter fulfils:

γ τform < Ctime τhad ⇒ γ c
mstringrhad

< Ctime (II.2.16)

where Ctime is a tuneable parameter and rhad(= τhad c ≡ 1 fm) is
a fixed constant given by the typical hadronisation scale. There
are however two major problems with this definition: first it is
not Lorentz invariant; the two dipoles will not always agree on
whether they are in causal contact or not. This can be circum-
vented, by either requiring both to be able to resolve each other
(strict) or just either of them to be able to resolve the other (loose).
Secondly, the emission of a soft gluon from an otherwise high-mass
string changes mstring significantly for each of the produced string
pieces, which gives an undesirable infrared sensitivity to this mea-
sure, reminiscent of the problems associated with defining the λ

string-length measure itself. One way to avoid this problem is to
consider the first formation time of each colour line, i.e. the dipole
mass at the time the corresponding colour line was first created in
the shower, which we have implemented as an alternative option.
No matter the exact definition of formation time and hadronisation
time, all models agree that reconnection between boosted strings
should be suppressed. A final extremely simple way to capture
this in a Lorentz-invariant way is to apply a cut-off directly on the
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boost factor γ, which thus provides a simple alternative to the other
models.

These different methods have all been imple-
mented and are available in PYTHIA, via the
mode ColourReconnection:timeDilationMode. The
Ctime parameter introduced above is specified by
ColourReconnection:timeDilationPar and controls the size
of the allowed relative boost factor for reconnections to occur. As
such it can be used to tune the amount of CR. Its optimal value
will vary depending on the method used, but after the methods are
tuned they produce similar results (see section II.3 for details).

A final aspect related to space-time structure that deserves spe-
cial mention is resonance decays. By default, these are treated sep-
arately from the rest of the event. Physically, this is well motivated
for longer-lived particles (e.g., Higgs bosons), which are expected
to decay and hadronise separately. For shorter-lived resonances the
separation of the MPI systems and resonance decays is physically
not so well motivated. E.g., most Z/W bosons and top quarks will
decay before hadronisation takes place, Γ � ΛQCD, and as such
should be allowed to interact with the particles from the MPI sys-
tems, ideally with a slightly suppressed probability due to the decay
time.

Currently, only two extreme cases are implemented, correspond-
ing to letting CR occur before or after (all) resonance decays. The
corresponding flag in PYTHIA is called PartonLevel:earlyResDec.
When switched on, CR is performed after all resonance decays have
occurred, and all final-state partons therefore participate fully in
the CR. Since no suppression with resonance lifetime is applied,
this gauges the largest possible impact on resonance decays from
CR. When switched off, CR is performed before resonance decays,
hence involving only the beam remnant and MPI systems. It is
equivalent to assuming an infinite lifetime for the resonances, and
hence estimates the smallest possible impact on resonance decays
from CR. An optional additional CR can be performed between the
decay products of the resonance decays, with the physics motiva-
tion being H → WW → qqqq studies.

To summarise, we acknowledge that the treatment of space-time
separation effects and causality is still rather primitive in this model.
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The derivation of a more detailed formalism for these aspects would
therefore be a welcome and interesting future development.

ii.3 constraints and tuning

The tuning scheme follows the same procedure as for the Monash
2013 tune [34]. However at a more limited scope, since only CR
parameters, and ones strongly correlated with them, are tuned. As
a natural consequence of this, the Monash tune was chosen as the
baseline. As discussed in section II.2.3, several options are available
for the choice of CR time-dilation method, which naturally results
in slightly different preferred parameter sets. Here, we consider the
following three modes:

• Mode 0: no time-dilation constraints. m0 controls the amount
of CR (mode 0);

• Mode 2: time dilation using the boost factor obtained from the
final-state mass of the dipoles, requiring all dipoles involved
in a reconnection to be causally connected (strict);

• Mode 3: time dilation as in Mode 2, but requiring only a single
connection to be causally connected (loose).

This allows to investigate the consequences of some of the ambigu-
ities in the implementation of the model. For the purpose of later
studies that may want to focus on a single model, we suggest to
use mode 2 as the “standard” one for the new CR. The parameters
described in this section will therefore correspond to that particular
model, with parameters for the others given in appendix A. Note
that this section only contains the main physical parameters; for a
complete list we again refer to appendix A.

ii.3.1 Lepton Colliders

We begin with e+e− collisions. Only small effects are expected in
this environment, due to the p⊥-ordering of the shower and the
absence of MPIs. Only CR and string-fragmentation variables were
studied, since the shower was left untouched. The fragmentation
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Figure II.11: Charged-particle multiplicity (a) and momentum fraction (b)
spectra, in light-flavour tagged data from the L3 collabora-
tion [111]. (Plots made with VinciaRoot [112]. The ratio
panes follow the now-standard “Brazilian” colour conven-
tions, with outer (yellow) bands corresponding to 2σ devi-
ations and inner (green) bands corresponding to 1σ devia-
tions.)

model contains three main parameters governing the kinematics
of the produced hadrons: the non-perturbative p⊥ produced in
string breaks, controlled by the σ⊥ parameter (StringPT:sigma),
and the two parameters, a and b, which control the shape of the
longitudinal (z) fragmentation function. For pedagogical descrip-
tions, see e.g. [2, 23, 30, 34]. Since the effects are expected to be
small, we made the choice of keeping σ⊥ = 0.335 GeV unchanged,
adjusting only the longitudinal (a and b) parameters. Changing the
minimal number of parameters also helps to disentangle the effects
of CR from the retuning. As a verification, a tune with a smaller σ⊥
(0.305 GeV) was considered, however after retuning a and b the two
tunes described the LEP data with a similar fidelity. (The choice
of testing a lower σ⊥ was made since the CR model tends connect
more collinear partons leading to shorter strings, but a harder p⊥
spectrum of the produced hadrons [75].)
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The determination of the two parameters of the Lund fragmen-
tation function, a and b, is complicated slightly by the fact that
they are highly correlated; choosing both of them to be quite small
often produces equally good descriptions of fragmentation spectra
as choosing both of them large, corresponding to a relatively
elongated and correlated χ2 “valley”. By simultaneously consider-
ing both variables and comparing them to both multiplicity and
momentum spectra, cf. fig. II.11 (with the “New CR model” curve
showing our new model, and “Monash” the baseline Monash 2013
tune), we here settled on a low-valued pair, as compared with the
default Monash values:

StringZ:aLund = 0.38 # was 0.68

StringZ:bLund = 0.64 # was 0.98

The new CR also alters the ratio between the identified-particle
yields, especially so for baryon production due to the introduction
of additional junctions. Thus the flavour-selection parameters
of the string model also need to be retuned, by comparing with
the total identified-particle yields, see e.g. [34]. As expected the
effects are minimal in e+e− collisions, and only small changes are
required. The modifications were therefore done with a view to
providing a better description also for pp colliders, but staying
within the uncertainties allowed by the LEP data. This resulted
in an adjustment of the parameters for the diquark over quark
fragmentation probability and the strangeness suppression:

StringFlav:probQQtoQ = 0.078 # was 0.081

StringFlav:probStoUD = 0.2 # was 0.217

As expected the diquark over quark probability is reduced due to
the introduction of junctions. More surprisingly is the increased
suppression of strange quarks, since the model a priori should not
influence flavour selection. The technical implementation of the
junction hadronisation does, however, introduce a slight enhance-
ment of the strangeness production, due to an even probability for
a gluon to split into an u, d or s quarks when separating junction
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systems. This is not visible at LEP, but at pp colliders the slightly
lower strangeness fragmentation is favoured.

The final set of fragmentation parameters we define is more tech-
nical. For junction systems and beam remnants, a separate set of
parameters controls the choice of total spin when two, already pro-
duced, quarks are combined into a diquark. Unlike diquarks pro-
duced by ordinary string breaks (whose spin is controlled by the
parameter StringFlav:probQQ1toQQ0), which can only contain the
light quark flavours (u, d, s), and for which the significant mass
splittings between the light-flavour spin-3/2 and spin-1/2 baryon
multiplets necessitates a rather strong suppression of spin-1 di-
quark production (relative to the naive factor 3 enhancement from
spin counting), junction systems in particular can allow the forma-
tion of baryons involving heavy flavours, which have smaller mass
splittings and which therefore might require less suppression of
spin-1 diquarks. We note also that diquarks produced in string
breakups are produced within the linear confinement of the string,
whereas junction diquarks come from the combination of two al-
ready uncorrelated quarks, so there is a priori little physics reason
to assume the parameters must be identical.

With the limited amount of junctions in the old model, none for
ee and at most two for pp, these parameters previously had almost
no influence on measurable observables and were therefore largely
irrelevant for tuning. With the additional junctions produced by
our model, these parameters can now give larger effects. Mea-
surements of higher-spin and heavy-flavour baryon states at pp
colliders are still rather limited though, and so far we are not aware
of published directly usable constraints from experiments. For the
time being therefore, we choose to fix the parameters to be identical
to those for the production of ordinary diquarks in string breakups:

StringFlav:probQQ1toQQ0join = 0.027,0.027,0.027,0.027

The four components give the suppression when the heaviest quark
is u/d, s, c or b, respectively. We stress that this is merely a starting
point, hopefully to be revised soon by comparisons with new data
from the LHC experiments.
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ii.3.2 Hadron Colliders

The retuning to hadron colliders consisted of tuning three main
parameters:

• Ctime (ColourReconnection:timeDilationPar): controls the
overall strength of the colour-reconnection effect via suppres-
sion of high-boost reconnections, see section II.2.3. Can be
tuned to the 〈p⊥〉 vs nch distribution.

• Cj (ColourReconnection:junctionCorrection): multiplica-
tive factor, m0j/m0, applied to the string-length measure for
junction systems, thereby enhancing or suppressing the likeli-
hood of junction reconnections. Controls the junction compo-
nent of the baryon to meson fraction and is tuned to the Λ/K0

s
ratio.

• pref
⊥ (MultiPartonInteractions:pT0Ref): lower (infrared) reg-

ularisation scale of the MPI framework. Controls the amount
of low p⊥ MPIs and is therefore closely related to the total
multiplicity and can be tuned to the d 〈nch〉 /dη distribution.

By iteratively fitting each parameter to its respective most sensitive
curve an overall good agreement with data was achieved (see
fig. II.12) with the following parameters:

ColourReconnection:junctionCorrection = 1.2 # new parameter

ColourReconnection:timeDilationPar = 0.18 # new parameter

MultiPartonInteractions:pT0Ref = 2.15 # was 2.28

Note in particular this is the first time that PYTHIA has been able to
describe the Λ/Ks ratio in pp collisions while remaining consistent
with LEP bounds. We explore this in more detail in section II.3.4.

The Cj = 1.2 parameter shows that a slight enhancement of junc-
tion reconnections (i.e., baryon production) is needed, relative to
mesonic ones. However, given the approximations used in the im-
plementation of especially the junction structures, such a difference
is not unreasonable. Small differences between the modes can be
seen in the 〈p⊥〉 vs nch and more significant differences for multi-
plicity distributions , cf. fig. II.13. With respect to the latter, however,
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Figure II.12: The average p⊥ as a function of multiplicity [52] (a), the
average charged multiplicity as a function of pseudorapid-
ity [113] (b), and the Λ/Ks ratio [114] (c). All observables
from the CMS collaboration and plotted with the Rivet frame-
work [115]. All PYTHIA simulations were non single diffrac-
tive (NSD) with a lifetime cut-off τmax = 10 mm/c and no
p⊥ cuts applied to the final state particles. The yellow error
band represents the experimental 1σ deviation.
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Figure II.13: The two plots show the multiplicity distributions for respec-
tively very central tracks (a) and the full CMS tracker cover-
age (b), compared with CMS data [52]. All PYTHIA simu-
lations were NSD with a lifetime cut-off (τmax = 10 mm/c)
and no p⊥ cuts were applied to the final state particles. The
yellow error band represents the experimental 1σ deviation.

we note that the differences in the tails of the multiplicity distri-
butions can be tuned away by modifying the assumed transverse
matter density profile of the proton, which was kept fixed here to
highlight the differences with the minimal number of retuned pa-
rameters.

The new colour treatment of the beam remnant (BR) introduces a
single new parameter controlling the amount of saturation, cf. the
discussion in section II.2.3. Due to the low p⊥ of the BR particles,
the effects are largest in the forward direction. We therefore use
the forward charged multiplicity as measured by the TOTEM
experiment [116] to compare different modelling choices of this
aspect, see fig. II.14a. The difference between no saturation6

(ksaturation → ∞) and maximal saturation (ksaturation = 0.1) is
about 10% and exhibits no shape difference over the TOTEM
pseudo rapidity range. For illustration and completeness, we
may also consider what happens over the full rapidity range, at
least at the theory level. This is illustrated in fig. II.14b. In the
central region, the effect of applying saturation is a slight decrease
of the particle yield, and thus would already have been tuned
away by pref

⊥ . It was therefore chosen to use a relative high satura-

6 Technically: BeamRemnants:saturation = 1E9.
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Figure II.14: (a): different extreme saturation choices compared with the
TOTEM forward multiplicity data [116]. (The PYTHIA simu-
lation includes all soft-QCD processes and a particle lifetime
cut-off τmax = 10 mm/c.) The yellow error band represents
the experimental 1σ deviation. (b): MC rapidity distributions
for respectively all particles and baryons only. (For simplicity
only non diffractive (ND) events were used, hadron decays
were turned off to reflect primary hadron production, and no
p⊥ cuts were imposed.)

tion to mimic the effect of the earlier PYTHIA beam remnant model:

BeamRemnants:saturation = 5

We emphasise however that this is merely a starting point, and that
a different balance between pref

⊥ and ksaturation may be preferred in
future tuning efforts, especially ones taking a more dedicated look
at the forward region. In such a study the sharing of momentum
between the partons in the remnant should also be considered, since
it is known to alter both particle production in the forward region
and the multiplicity distributions.

An interesting signal that may help to break the relative degener-
acy between pref

⊥ and ksaturation, is to look for baryons at high rapidi-
ties, which, due to the introduction of junction structures in the BR
can act as further tracers of the degree to which the BR has been
disturbed. This is illustrated by the lower set of curves in fig. II.14b.
The effects are indeed seen to be slightly larger for baryons, how-
ever the total cross section is also significantly lower. From this
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string string
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g12
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1/N2
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stringq1 q̄1

g12

g21
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Figure II.15: (a): illustration of the correspondence between colour connec-
tions and string pieces in an ordinary (LC) 3-jet topology. b):
if the gluon jet is composed of (at least) two gluons, there
is probability for the qq̄ system to be in an overall singlet.
(The LC string topology remains a possibility as well, with
the string-length measure λ used to decide between them.)
Notation: gac denotes a gluon with colour (anticolour) index
c (a). For (anti)quarks, we use qc ≡ q0c and q̄a ≡ q̄a0.

simple MC study we are not able to say clearly whether such a
measurement, which requires the additional non-trivial ingredient
of baryon identification, would be experimentally feasible.

ii.3.3 Direct CR Constraints?

In the preceding sections, we constrained (“retuned”) the fragmen-
tation parameters using observables like the charged-particle multi-
plicity and fragmentation spectrum, which are indirectly sensitive
to CR effects via the modifications caused to these spectra by the
minimisation of string lengths. But what about observables with
more direct sensitivity to CR effects? There are two main categories
of dedicated CR studies at LEP: Fully hadronically decaying WW
events (looking for reconnections between the two W systems), and
colour-flow sensitive observables in three-jet events. In this study
we restrict our attention to the latter of these. A follow-up dedi-
cated study of CR effects at e+e− colliders, both earlier as well as
possible future colliders, is planned.

Without CR, the three produced jets will in general be repre-
sented by a colour string stretched from the quark via the gluon
to the antiquark, illustrated in fig. II.15a. The string pieces spanned
between the quark and gluon jets lead to a relatively large parti-
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cle production between these jets, while there is a suppression of
particle production in the phase-space region directly between the
quark and antiquark jets. However, if CR is allowed, there is a
1/N2

C chance that two (or more) sequentially emitted gluons end
up cancelling each others’ colour charges. Thus, if at least one
additional gluon was produced in the FSR, the “gluon jet” may
effectively become overall colour neutral, allowing it to decouple
from the quark-antiquark system in colour space. This is illustrated
in fig. II.15b. There is a caveat to the above, namely, if the two
gluons originate from a single gluon, ie., g → gg, the two gluons
must form a colour octet. In the gluon-collinear limit, this colour
structure dominates and the probability for the jet to end up colour
neutral should therefore be strongly suppressed, below 1/N2

C. This
aspect is not included in our model, since the history of the final
state particles is not considered. The model may therefore overesti-
mate the CR effect on three-jet events.

An additional consequence is that the jet will also have a total
electric charge of zero, if all particles from the fragmentation fall
within the jet. The best observable uses both of these ideas. Firstly
a rapidity gap is required in order to select events with minimum
radiation between the jets. This also enhances the probability that
all the particles from the fragmentation falls within the jet. Secondly
the jet is required to have a total charge of zero. This observable was
first proposed during the LEP runs [117] and successively followed
up by several of the experiments [35, 37, 40]. The studies were
limited to excluding only the most extreme CR models, with no
conclusions drawn between more moderate CR models and no CR;
the data was located in between the two predictions.

Rather than comparing our model directly on the LEP data, we
took a slightly simpler approach by only considering the difference
between no CR and the new CR model in the relevant observables.
The difference is found to be negligible on those observables, cf. the
“No CR” and “New CR” histograms in fig. II.16. Thus we do not
expect that the new CR model could be ruled out by these LEP
constrains. We note that the small difference between with and
without CR can be understood, by remembering the large focus
on junction structures in the new CR model. Junction structures
do not produce colour-singlet jets in the same manner as ordinary
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Figure II.16: Observables constraining CR in 3-jet events at LEP. (a): the
minimum rapidity of the constituents of the third jet with
respect to its jet axis. (b): the fraction of the third jet with
total charge equal to zero as a function of minimum rapidity
of particles in the third jet.

strings, and thus are not sensitive to this observable in the same
way as ordinary strings reconnections. It is possible to consider a
more extreme version of the new CR model where all dipoles are
allowed to connect with each other, i.e. effectively replacing 1/N2

C
by unity! This is illustrated by the “max CR” histogram in fig. II.16.
For this unphysically extreme case the difference between the two
models becomes so large it most likely would have been ruled out
by the experiments. However such an extreme case would also be
eliminated by just considering LHC measurements (e.g. 〈p⊥〉 vs
nch).

ii.3.4 Suggestions for New Observables

As discussed in section II.3.2, the new CR model is able to reach
agreement with some key observables that have otherwise proved
difficult for the string model (as implemented in PYTHIA) in the
pp environment. In particular, subleading dipole connections that
minimise the string-length measure can account for the rise in the
〈p⊥〉 (nch) distribution (a feature also present in earlier CR models
in PYTHIA, though without the connection with subleading colour),
and subleading string-junction connections can account for the ob-
served increase in e.g. the Λ/K ratio between ee and pp collisions.
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Figure II.17: average baryon multiplicity as a function of hadron multi-
plicity (generator-level, including all particles, hadronic de-
cays switched off).

The price is (a few) new free parameters governing the CR mod-
elling, so the question naturally arises to what extent this type of
model can be distinguished clearly from other other phenomeno-
logical modelling attempts to describe the same data. All models
we are aware of that simultaneously aim to describe both the LEP
data and the LHC data (or ee and pp data more generally) rely
on the higher colour/energy densities present in pp collisions to
provide the extra baryons. The multiplicity scaling of the baryon
production is therefore expected to be higher than the linear scal-
ing of the diquark model. This is also what we observe, cf. fig. II.17.
For low multiplicity, both of the CR models agree with each other,
however the increase happens faster for the new model. This shape
difference in the scaling with particle multiplicity could provide an
additional probe to test the new model.

One also notices that there is a significant difference between the
baryon production of the old model and baryon production from
diquarks in the new model. This is somewhat surprising since the
hadronisation model is essentially left untouched. The explanation
for this is two-fold: 1) the new CR model produces a different mass
spectrum of strings (with generally lower invariant masses), and 2)
low-mass strings and junction structures produce fewer additional
diquarks.

The first point is illustrated in fig. II.18a, which shows the
invariant-mass distribution of strings in the new and old model.
In the old model, the distribution is essentially flat, and includes
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Figure II.18: (a): invariant mass distribution of string systems (note loga-
rithmic x axis). (b): the production of baryons from respec-
tively a qq̄ system (“string”) and a qqq system (“junction”)
with the same total invariant mass. The red triangles show
the difference of total primary-baryon multiplicities, the blue
squares show the ratio of total primary-hadron multiplicities
(mesons+baryons), and the green circles show the ratio for
the primary-baryons multiplicities, subtracting off the extra
baryon that the junction topology always produces.

a significant plateau towards very large invariant masses, whereas
the distribution is strongly peaked at small invariant masses in the
new model. The differences arise both from the junction cleanup
procedure (by which longer strings can be split by insertion of an
additional quark-antiquark pair), and from the minimisation of the
λ-measure. The old model also minimised the λ-measure, however
this is achieved by combining strings, giving fewer but higher-mass
string systems than before the CR.

Due to energy-momentum conservation (and a greater relative
importance of the quark endpoints), low-invariant-mass strings pro-
duce fewer baryons. Despite the fact that each junction system
produces at least one baryon, we therefore note that this does not
automatically lead to an increase in the total number of produced
baryons. Since the invariant mass of a qqq junction system is dis-
tributed on three string pieces, whereas that of a qq̄ system is carried
by a single string, diquarks, which are relatively heavy, can actually
be quite strongly phase-space suppressed in junction topologies, es-
pecially at low invariant masses of the string system (where the
majority of the junction topologies lie cf. fig. II.18a). In addition the
diquarks need to be pair produced to conserve baryon number, and
the current implementation requires the pair to be on the same junc-
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tion leg, leading to an even larger phase-space suppression. This
effect is illustrated in fig. II.18b, where for instance a junction sys-
tem with ECM = 10 GeV (in the peak of the mass distribution) has
a five times lower probability to produce an (extra) diquark pair
compared to a 10-GeV dipole string. At fixed multiplicity this ef-
fect is hidden in the tuned parameters, but can be observed by the
different scaling.

Considering baryon production in more detail, the relative yield
of different types of baryons is highly revealing. A collection of
such yields for the different models are listed in tab. II.1. For most
of the baryons, the new CR model predicts about 20 − 50% above
the old model. This is in agreement with result for Λ production
shown earlier (fig. II.12). There are however also some clear order-
of-magnitude differences, for charm and bottom baryons. One ex-
ample is Σ0

c production7, for which the new CR model predicts a
rate more than a factor of 20 above that of the old model!

To understand how such large differences can occur, we need to
recall how baryons are produced in ordinary string fragmentation.
Since no charm is produced in string break-ups, the only way to
produce a Σ0

c is to produce a dd-diquark and combine it with c
quark from the shower. However, since dd diquarks must have spin
1 (due to symmetry), their production is heavily suppressed relative
to ud ones which can also exist in the far lighter spin-0 state. Enter
junctions, for which there is a priori no specific penalty associated
with having two legs end on same-flavour quarks as compared to
different flavours. Up to some combinatorics and symmetry factors
the production of ud and dd is therefore expected to be the same for
junction systems, in good agreement with the observed predictions
of the new CR model. As such the production of baryons like Σ0

c
theoretically provides an excellent probe to study the relative im-
portance between diquark- and junction-driven baryon production.

Similar results are also observed for Σ++
c as well as for the produc-

tion of the analogous b-baryons. And with the large b-physics pro-
gramme at the LHC, we believe this could be an interesting study,
both for its physics value as well as a possible source of background
for other measurements. The effect can also be seen for Ω−, how-
ever not as clearly as for charm and bottom baryons. Moreover the

7 The Σ0
c is a cdd state with spin S = 1/2, mass ∼ 2.5 GeV and PDG code 4112 [26].
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Particle New CR model (Npar/Nevents) Old CR model

string junction all Npar/Nevents (all)

π+ 2.5 · 101 0 2.5 · 101 2.4 · 101

p 2.5 1.4 3.8 3.2

n 2.4 1.3 3.7 3.2

Δ++ 6.1 · 10−1 4.5 · 10−1 1.1 8.9 · 10−1

Δ+ 6.0 · 10−1 4.0 · 10−1 1.0 8.6 · 10−1

Δ0 5.5 · 10−1 4.0 · 10−1 9.4 · 10−1 7.9 · 10−1

Δ− 4.7 · 10−1 4.4 · 10−1 9.1 · 10−1 7.1 · 10−1

K+ 5.2 0 5.2 5.1

Λ 4.7 · 10−1 3.9 · 10−1 8.6 · 10−1 6.5 · 10−1

Σ+ 3.4 · 10−1 4.2 · 10−1 7.6 · 10−1 5.1 · 10−1

Σ0 3.5 · 10−1 4.5 · 10−1 7.9 · 10−1 5.1 · 10−1

Σ− 3.2 · 10−1 4.2 · 10−1 7.4 · 10−1 4.9 · 10−1

Σ∗+ 9.6 · 10−2 8.9 · 10−2 1.9 · 10−1 1.5 · 10−1

Σ∗0 9.2 · 10−2 7.7 · 10−2 1.7 · 10−1 1.4 · 10−1

Σ∗− 8.3 · 10−2 8.7 · 10−2 1.7 · 10−1 1.3 · 10−1

Ξ− 6.9 · 10−2 1.1 · 10−1 1.8 · 10−1 1.1 · 10−1

Ω− 2.0 · 10−3 1.3 · 10−2 1.5 · 10−2 3.9 · 10−3

D+ 5.3 · 10−2 0 5.3 · 10−2 6.5 · 10−2

Λ+
c 4.0 · 10−3 7.9 · 10−3 1.2 · 10−2 6.6 · 10−3

Σ++
c 2.7 · 10−4 1.3 · 10−2 1.3 · 10−2 5.4 · 10−4

Σ+
c 2.5 · 10−4 1.5 · 10−2 1.5 · 10−2 5.2 · 10−4

Σ0
c 2.5 · 10−4 1.3 · 10−2 1.3 · 10−2 5.1 · 10−4

Σ∗++
c 5.1 · 10−4 1.7 · 10−3 2.2 · 10−3 9.5 · 10−4

Σ∗+
c 4.9 · 10−4 1.9 · 10−3 2.4 · 10−3 9.4 · 10−4

Σ∗0
c 4.8 · 10−4 1.7 · 10−3 2.2 · 10−3 9.1 · 10−4

ccq8 0 2.1 · 10−4 2.1 · 10−4 1.0 · 10−7

B+ 1.6 · 10−3 0 1.6 · 10−3 2.3 · 10−3

Λ0
b 1.9 · 10−4 6.3 · 10−4 8.2 · 10−4 3.9 · 10−4

Σ+
b 1.1 · 10−5 9.3 · 10−4 9.5 · 10−4 3.1 · 10−5

Σ0
b 1.2 · 10−5 1.0 · 10−3 1.0 · 10−3 3.7 · 10−5

Σ−
b 1.1 · 10−5 9.3 · 10−4 9.4 · 10−4 3.2 · 10−5

Σ∗+
b 1.1 · 10−5 9.3 · 10−4 9.5 · 10−4 3.1 · 10−5

Σ∗0
b 1.2 · 10−5 1.0 · 10−3 1.0 · 10−3 3.7 · 10−5

Σ∗−
b 1.1 · 10−5 9.3 · 10−4 9.4 · 10−4 3.2 · 10−5

bcq8 0 1.8 · 10−5 1.8 · 10−5 0

bbq8 0 1.1 · 10−6 1.1 · 10−6 0

Table II.1: Primary particle and antiparticle production of identified
hadrons. Ten million ND events were simulated and all par-
ticles and antiparticles were counted. Hadron decays were
switched off to only look at the primary production.
8Double heavy baryons where the last q can be any quark.
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presence of additional suppression of strange diquarks in the string
fragmentation model makes Ω− connection more complicated. We
note that it can be an important validation channel however.

Due to the majority of baryons being produced by the junction
mechanism in the new CR model, the baryon yields also provides
a clear probe to test the spin structure of the diquarks formed from
the junctions. The large difference in yield between Σ∗+

c and Σ0
c

is due to the choice of spin suppression mentioned earlier in the
tuning section. An actual measurement could be directly applied
as a constraint for this variable. At least with the development of
the present model, we now have a vehicle that allows to explore
this type of phenomenology and interpret the findings.

We should note that the baryons considered above are excited
states that rapidly decay through the emission of a pion, e.g. Σ0

c →
Λ+

c π−. As such they may be quite challenging to observe experi-
mentally. It is therefore not a given that it will be easy to utilise
measurements of these yields. But it does provide a theoretical
motivation for studying the production and measurement of heavy
baryons.

Another special class of baryons is the double (or triple) heavy
baryons containing at least two c or b quarks. These baryons can not
be formed in ordinary string fragmentation and is therefore almost
non-existent in the old CR scheme. The only production mecha-
nism is via the junctions from the beams (which also means that for
p+p+ collisions no double-heavy antibaryons are predicted). This is
also observed in tab. II.1, where only a single double-heavy baryon
is produced in the 10 million events. With the large amount of junc-
tions, the new CR model provides a natural production mechanism
for double-heavy baryons, and as such the expected amount is also
significantly higher than for the old CR model. The effect of massive
quarks in the λ-measure is not well understood, however, and pos-
sible other production mechanism might also contribute, thus the
estimate is most likely rather crude. Irrespectively, a measurement
of double-heavy baryons probes a region of hadronisation that the
current models do not describe. And it could possible also shed
some light on whether the junction mechanism might be a reason-
able production mechanism.
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Figure II.19: The Λ p⊥-distribution separated by production mechanism.
Only ND events were included and hadron decays were
switched off.

So far, we only considered total particle yields; more knowledge
is available by studying more differential distributions. A natural
next extension is the transverse momentum distributions. As the
junctions are formed by minimising the λ-measure, the particles
defining the junction may be expected to preferentially be moving
in the same direction and thereby create a boosted baryon. This in
turn leads to an expected increase in transverse momentum for such
junction baryons. This is also observed in the low-p⊥ region (below
roughly p⊥ ∼ 4 GeV), where the particle production peak is higher
for junction baryons (fig. II.19). In the region of very high p⊥ (above
roughly p⊥ ∼ 4 GeV) the particle production is dominated by jets,
for which the hard high-p⊥ partons are more important than the
overall boost. In addition, the perturbative gluons associated with
the jet already provides a low λ-measure and as such limited CR
is expected inside the jet regions. This leads to the high-p⊥ region
being occupied predominantly by baryons produced in ordinary
(diquark) string-breaks.

Transverse momentum spectra have already been measured for
some of the more common baryon species and a comparison with
the Λ p⊥ spectrum measured by CMS is given in in fig. II.20. Sadly,
the improvement is far less satisfactory here. The new CR model (as
well as the old model) overshoots the production in the very low p⊥
and the high p⊥ region, whereas too few Λ baryons are predicted in
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Figure II.20: The (a) Λ p⊥-distribution and (b) the Λ/K0
s p⊥-distribution

as measured by the CMS experiment [114]. All PYTHIA sim-
ulations were NSD with a lifetime cut-off (τmax = 10 mm/c)
and a rapidity cut on 2 (|y| < 2). The yellow error band
represents the experimental 1σ deviation.

between. Thus the Λ baryons from junctions tend to fall in the right
region, however the effect is not large enough. An interesting ob-
servation is that the ratio Λ/Ks is now well described in the low p⊥
region. This shows that the problem with the p⊥ distribution is not
specific to baryons but is more generic. The discrepancy between
data and the model for large p⊥ still exists, however the baryon pro-
duction in this region is primarily from diquark string breaks in jets
and as such is not really unique for the new CR model. It may point
to a revision needed of the spectrum of hard (leading?) baryon pro-
duction in jets, which may not be unique to the pp environment,
see [34].

The problem in the low p⊥ domain is a common theme for all
heavier hadrons (i.e. anything but pions) and would be interest-
ing to explore further. (E.g., a measurement of ρ spectra could re-
veal whether it depends on the presence of strange quarks.) The
PYTHIA models predict a p⊥-distribution that peaks at lower val-
ues than what is actually observed. To study this in more detail, one
can calculate the average p⊥ for the identified hadrons and plot it
a function of their mass, as done e.g. by the STAR collaboration for
pp collisions at ECM = 200 GeV [118]. In purely longitudinal string
fragmentation the expected result is a roughly flat curve, since no
correlation between the mass of the particle and p⊥ is present. The
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Figure II.21: Average p⊥ versus hadron mass at ECM = 200 GeV, com-
pared with STAR data [118]. The yellow error band repre-
sents the experimental 1σ deviation.

flat prediction is altered when hadron decays and jet physics are in-
cluded, leading to the curve seen in fig. II.21. The prediction is also
altered if the string is boosted (e.g., by partonic string endpoints),
the boost is transferred to the final particles and for the same boost
velocity a heavy particle will gain more p⊥ than a light one. This
effect can be enhanced by CR, since minimisation of the λ-measure
prefers reconnections among partons moving in the same direction,
thus creating boosted strings [75]. CR is therefore expected to give
a sharper rise of the 〈p⊥〉 vs mass distribution. Unfortunately, we
do not observe this expected effect at any significant level (fig. II.21).
To be candid, it is disappointing that the new model does not ap-
pear to address this problem at all. At the very least, it leaves room
open for criticism and possibly additional new physics. Of special
interest in this context are possible collective phenomena, such as
(gas-like) hadron reinteractions or (hydro-like) flow, either of which
could provide a (weak or strong, respectively) velocity-equalising
component, and at least the latter has been applied successfully
in the context of the EPOS model [72]. So-called “colour ropes”
(strings carrying more than one unit of charge and hence having a



II.3 constraints and tuning 141

�

�

�

�

�

�
� �

�
�
� � � � � � � � � � � � �

� � � � � � � � � � � �

Data�

Old CR model
New CR model
Non diffractive
Double diffractive
Single diffractive

10−1

1

10 1

10 2

Rapidity gap size in η starting from η = ±4.9, pT > 200 MeV

d
σ

/
d

Δ
η

F
[m

b]

0 1 2 3 4 5 6 7 8
0

0.2
0.4
0.6
0.8

1
1.2
1.4
1.6
1.8

ΔηF

M
C

/D
at

a

(a)

�

�

�

�

�
�
� � �

�
� � �

� �
� � �

� � � � � � � � � � � � � � � � �

Data�

Old CR model
New CR model
Non diffractive
Double diffractive
Single diffractive

10−1

1

10 1

10 2

Rapidity gap size in η starting from η = ±4.9, pT > 800 MeV

d
σ

/
d

Δ
η

F
[m

b]

0 1 2 3 4 5 6 7 8
0

0.2
0.4
0.6
0.8

1
1.2
1.4
1.6
1.8

ΔηF

M
C

/D
at

a

(b)

Figure II.22: The rapidity gap survival for a low p⊥ cut (a) and a high
p⊥ cut (b). The different components are also shown for the
new CR model (DD/SD/ND). The gathered data is from the
ATLAS experiment [119]. The yellow error band represents
the experimental 1σ deviation.

higher tension) can also generate harder momentum spectra, while
remaining within a string context, as was recently explored in [77].
These effects are generally not expected to be present at the rela-
tively low energy density in pp collisions at a centre-of-mass en-
ergy of 200 GeV, however. It would therefore be of great interest
to redo the measurement in detail at LHC energies, for high- and
low-multiplicity samples and/or in the underlying event, to study
whether the slope is steeper at the higher energy densities.

Finally, we emphasise that the rapidity gap survival is heavily
affected by the choice of CR model [68, 84]. The explanation is simi-
lar to that of the three-jet LEP measurement, where the reconnected
colour-singlet jet produces a rapidity gap to the other jets. The old
CR model combines different strings into a single larger string, and
thereby covers the same rapidity span, essentially adding kinks to
an already existing string topology. Instead the new model can
produce the colour-singlet union of particles in the same rapidity
region. The new model is therefore expected to produce more ra-
pidity gaps compared with the old model, which is also what we
observe in fig. II.22. The new model predictions are significantly
above the data in the mid-range rapidity region for low p⊥ cut-
offs. (For higher p⊥ cuts the effect vanishes, due to the partonic
description being more influential on the rapidity gap survival.)
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We therefore emphasise that the new CR scenario should in prin-
ciple be accompanied by a retuning of diffractive parameters. This
is not straightforward however, and involves not only the shown
rapidity-gap survival distributions, but several other measurements
at different energies. It was therefore deemed beyond the scope of
this study to perform a retuning of the diffractive components and
we limit ourselves to pointing out the interplay. A future dedicated
study of this aspect could also well incorporate a study of the inter-
ference between the new BR model and diffractive events.

ii.4 application to top mass measurements at hadron
colliders

Colour reconnections contribute one of the dominant uncertainties
on current experimental top-mass extractions in hadronic channels
(see e.g. the mini-review in [65]), and their size was recently reex-
amined in the context of several simplified CR schemes [71]. It is
thus interesting to consider our new CR model in the same frame-
work. We follow ref. [71], to which we refer for details on selection
of the events and top mass reconstruction procedure.

Briefly stated, the idea is to select semi-leptonic top events, using
the charged lepton and escaping neutrino mainly for tagging and
then reconstruct the top mass from the hadronic decay. A mass
window around the W mass is required and the raw top mass is
extracted by fitting the invariant mass distribution of the three jets
with a skewed Gaussian distribution, which fits the distributions
better than a standard Gaussian [71]. For the models/tunes con-
sidered in this work (details below), the resulting shift on the cal-
ibrated top mass is below 200 MeV, which is comparable with the
current level of CR uncertainty on the measurements [58, 59, 63, 64]
and far below some of the “devil’s-advocate” toy models considered
in [71]. Characteristic for those models is that they allow some frac-
tion of reconnections where the λ measure is increased, whereas all
the models considered here involve a minimisation of λ, one way
or another.

We compare six models: no CR, the existing (default) PYTHIA 8
CR model with and without early resonance decays (ERD), the new
baseline CR model with and without ERD, and the new CR with
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Model m̂top [GeV] Δm̂top [GeV] Δm̂rescaled
top [GeV]

no CR 169.57 ± 0.06 0 0
default ERD 169.26 ± 0.06 −0.36 ± 0.09 −0.04 ± 0.10

default 168.95 ± 0.06 −0.67 ± 0.09 +0.17 ± 0.10
new model ERD 169.18 ± 0.06 −0.45 ± 0.09 +0.03 ± 0.10

new model 168.97 ± 0.06 −0.66 ± 0.09 +0.14 ± 0.11
max CR ERD 169.41 ± 0.06 −0.22 ± 0.09 −0.05 ± 0.10
no CR (tuned) 168.99 ± 0.06 −0.63 ± 0.09 −0.06 ± 0.10

max CR (tuned) 170.28 ± 0.07 +0.66 ± 0.09 +0.06 ± 0.11

Table II.2: Values of mtop as predicted by the different CR models. The
rescaled top mass is obtained by m̂rescaled

top = 80.385
m̂W

m̂top.

maximal CR and ERD. Since the largest effect is expected for ERD,
the maximal CR scenario is only considered with ERD switched on.
Two versions of the “no CR” scenario were considered, one in which
CR was simply switched off without any further changes (resulting
in significant increase in central hadron multiplicity) and the other
a semi-tuned version, where the activity (∑ E⊥) in the central region
(|η| < 3) for ND events was retuned. A similar approach is used
for the maximal CR models, where again a non-tuned version and
retuned version are considered. It should be noted that neither of
the retuned models provide a good description of all MB data (for
instance 〈p⊥〉 (ncharged) is described by neither tune). Since none of
the models considered exhibit any top-specific behaviour, no addi-
tional retuning to top events was needed. The results are collected
in tab. II.2.

The first observation is the large difference between the no CR
model and the non ERD models for Δm̂top (∼ 650 MeV). Since no
CR is performed for the top decay products, not much of difference
was expected, and any difference observed has to reside entirely
in the underlying event (UE). The CR models considered lower the
total string length, and thereby the activity in the UE, which di-
rectly influences the non-scaled top mass. Since the “no CR” model
uses the same tune parameters as the CR models, it has a too high
activity in the UE, leading to the negative mass shifts seen. After re-
tuning to a similar activity in the central region, the “no CR (tuned)”



144 II String Formation Beyond Leading Colour

model agrees with the default CR scenario within the statistical un-
certainty. This emphasises the importance of using consistent UE
tunes for this type of exercise, though we also note that after recal-
ibration by the hadronic W mass, the rescaled top mass m̂rescaled

top is
remarkably stable.

For the ERD models the above shift in UE is still present, but the
UE is now also allowed to reconnect with the top decay products.
Therefore, an UE parton in close proximity to a jet from the top
decay will have a large probability to be reconnected with the jet.
This will result in narrower jets, leading to less of the energy falling
outside the jet cone, and thereby a larger top mass. This is in agree-
ment with the simulations, where the ERD results are above the
non-ERD results. But the effect is smaller than that of the UE activ-
ity, thus the overall shift is still negative compared to the non-tuned
no CR model.

Both of the above effects are magnified in the maximal CR sce-
nario. We remind the reader that in this scenario, the 1/N2

C suppres-
sion of subleading connections is switched off, hence this should be
considered an unphysical extreme variation. Coincidentally, how-
ever, the two effects end up approximately canceling. A similar
retuning of the central activity as above, “max CR (tuned)”, shows
a significant increase in the top mass shift of more than one GeV
with respect to the tuned no CR model, though again, the W mass
calibration removes most of it.

The fact that the rescaled top mass (m̂rescaled
top ) is less sensitive to

CR is due to a cancellation between CR in the W mass and the
top mass. This is in perfect agreement with the simulations, where
the deviation for all rescaled masses are below their respective non-
rescaled deviations. On the other hand, this means that any inter-
pretation of where the variations between the models arise becomes
extremely difficult. We will therefore refrain from attempting this,
and instead purely discuss the numerical values in term of the un-
certainty on the top mass.

For the rescaled top mass, the differences between the models
stay below 200 MeV. This is slightly less than what was observed
earlier even for identical CR models (default) [71]. The variations
in the results can be attributed to a new tune combined with a
change in the PS for tt̄ events. We regard the smaller differences
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as somewhat coincidental however, and further work is needed to
genuinely improve our understanding of CR effects in the top mass
measurement. What we can say at least is that the results from
the new model lie within those from the default CR model, and
therefore do not generate a need for larger uncertainties. Even the
maximal CR, which is our attempt to mimic the very large shifts
seen for models that ignore MB/UE constraints, does not change
this picture. Instead a pattern emerges, namely that whenever the
minimisation of the λ measure is used as a guideline for the CR, the
shifts stay below 300 MeV (taking the models studied in [71] into
account as well). The reason for this is two-fold: firstly the coher-
ence of the PS ensures that the jet structure is not too significantly
altered; secondly, the alterations are realised in a systematic fashion
leading to a similar shift in both the top and the W mass, implying
that the hadronic W mass recalibration is highly robust. An in-
creased understanding of this interplay could potentially lower the
uncertainty even further.

Since these models are mainly constrained by measurements, fur-
ther gains can also be achieved by improving and extending the
programme of measurements sensitive to CR effects. A few new ob-
servables targeting top events specifically were already suggested
in [71]. In the context of top mass uncertainties, such observables
are of course especially relevant, as this is the closest to in-situ con-
straints as can be obtained, mimising the “extrapolation” that the
model has to cover between the constraint and measurement envi-
ronments.

In order to establish whether the small effects on mt predicted
by λ-minimising models are indeed conservative or not, it would
be of crucial importance to test these models as directly as possible
in a variety of environments, top included. The fact that our new
CR models do not yet give good descriptions of identified-particle
p⊥ spectra should, in this context, be seen as a warning that there
can be additional non-perturbative uncertainties left unaccounted
for, possibly of a dynamical origin.
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ii.5 summary and outlook

The question “between which partons do confining potentials arise?” is
a fundamental one in non-perturbative QCD, which any attempt
at modelling the process of hadronisation must address. In the
leading-colour approximation and neglecting beam-remnant corre-
lations, this is relatively simple: there is a one-to-one mapping be-
tween perturbative QCD dipoles and string pieces / clusters. In this
paper, we have attempted to take a first step beyond leading colour,
by including a randomisation over the set of possible subleading-
colour topologies, with probabilities chosen according to a simpli-
fied version of the SU(3) colour algebra.

We present the argument that while the LC approximation may
be quite good in the environment of e+e− collisions (more specif-
ically in the absence of multi-parton interactions), we expect very
significant deviations from it in pp collisions, where the survival
of the strict LC topology should be heavily suppressed. Although
the probability for a subleading colour connection to be possible
between any given pair of (uncorrelated) partons is only roughly
1/N2

C, it becomes increasingly unlikely not to have any such con-
nections as the number of uncorrelated partons increases, as e.g. in
the case when considering MPI.

This implies that a complex multi-parton system will in general
have several different string/cluster configurations open to it, at the
time of hadronisation; the LC one is only one among many possi-
bilities. We invoke the string-length λ measure to choose which
one is preferred, so far via a simple winner-takes-all algorithm that
does not purport to always find the global minimum. Nonetheless,
we believe that this model represents a significant step in the right
direction, allowing us to probe for the first time the effects of sub-
leading colour on hadronisation in a way that may be said to be
systematic and consistent with (a simplified version of) QCD.

One noteworthy new aspect of our work is the use of string junc-
tions to represent antisymmetric colour combinations, such as two
colours combining to form an overall anticolour. This provides a
new source of baryon production, with properties qualitatively dif-
ferent from the standard diquark scenario. We have shown that this
aspect allows to reconcile measured baryon/meson ratios with the
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string model in both pp and ee collisions simultaneously. However,
we caution that the shapes of the p⊥ spectra are still not well de-
scribed. We had anticipated that the preference of reconnections
to produce boosted string pieces should lead to an enhancement of
the 〈p⊥〉 especially for heavier hadrons, but the magnitude of this
effect observed in our model is still far too low to explain the data.

We emphasised that there is a conceptual difference between
colour connections and colour reconnections. The former is related to
colour-space ambiguities, such as the unknown colour correlations
between different MPI initiators or the subleading-colour connec-
tions explored in this work. Colour reconnections are related to
dynamical reconfigurations of the colour/string space, via pertur-
bative gluon exchanges or non-perturbative string interactions; i.e.,
they involve momentum exchange as well. We did not explore ef-
fects of the latter type directly in this work, though we note that
the fairly realistic string-interaction scenarios constructed by Khoze
and Sjöstrand in the context of e+e− → W+W− studies [43, 66, 67]
also feature string-length minimisation; hence it is possible that our
tuned parameters effectively attempt to cover both types. If so, the
fact that the momentum spectra remain discrepant may point to the
need for dynamical CR.

Finally, we presented a few suggestions for additional observ-
ables, the measurement of which would give further insight and
possibly help to distinguish both physical and unphysical CR
models, as well as other ideas such as models based on colour
ropes [76, 77], hydrodynamics [72], or (non-hydro) hadron rescat-
tering. We ended by considering the simplified top-mass analysis
of [71] and conclude that the models presented here lead to shifts
in the top mass of order 200 MeV, which is within the current level
of non-perturbative uncertainties on the measurements.

Acknowledgements

Many thanks to T. Sjöstrand for his valuable comments on both our
physics and our code. JRC thanks the CERN theory unit for hospi-
tality during the main part of this study. Work supported in part
by the Swedish Research Council, contract number 621-2013-4287,
in part by the MCnetITN FP7 Marie Curie Initial Training Network,



148 II String Formation Beyond Leading Colour

contract PITN- GA-2012-315877, and in part by the Australian Re-
search Council, contract FT130100744.

ii.a model parameters

A complete list of all the parameters that differ from the Monash
tune for the three different models are listed in the table below.

Parameter Monash Mode 0 Mode 2 Mode 3

StringPT:sigma = 0.335 = 0.335 = 0.335 = 0.335

StringZ:aLund = 0.68 = 0.36 = 0.36 = 0.36

StringZ:bLund = 0.98 = 0.56 = 0.56 = 0.56

StringFlav:probQQtoQ = 0.081 = 0.078 = 0.078 = 0.078

StringFlav:ProbStoUD = 0.217 = 0.2 = 0.2 = 0.2

StringFlav:probQQ1toQQ0join

= 0.5, = 0.0275, = 0.0275, = 0.0275,

0.7, 0.0275, 0.0275, 0.0275,

0.9, 0.0275, 0.0275, 0.0275,

1.0 0.0275 0.0275 0.0275

MultiPartonInteractions:pT0Ref = 2.28 = 2.12 = 2.15 = 2.05

BeamRemnants:remnantMode = 0 = 1 = 1 = 1

BeamRemnants:saturation - = 5 = 5 = 5

ColourReconnection:mode = 0 = 1 = 1 = 1

ColourReconnection:allowDoubleJunRem = on = off = off = off

ColourReconnection:m0 - = 2.9 = 0.3 = 0.3

ColourReconnection:allowJunctions - = on = on = on

ColourReconnection:junctionCorrection - = 1.43 = 1.20 = 1.15

ColourReconnection:timeDilationMode - = 0 = 2 = 3

ColourReconnection:timeDilationPar - - = 0.18 = 0.073
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Abstract

The effects of colour reconnection (CR) at e+e− colliders are re-
visited, with focus on recently developed CR models. The new
models are compared with the LEP2 measurements for e+e− →
W+W− → q1q2q3q4 and found to lie within their limits. Prospects
for constraints from new high-luminosity e+e− colliders are dis-
cussed. The novel arena of CR in Higgs decays is introduced, and
illustrated by shifts in angular correlations that would be used to
set limits on a potential CP-odd admixture of the 125 GeV Higgs
state.
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iii.1 introduction

Multiparticle production in high-energy collisions often involves
many contributing intermediate sub-sources. The cleanest such ex-
ample is e+e− → W+W− → q1q2q3q4, or its equivalent with a
(γ∗/Z0)(γ∗/Z0) intermediate state. A more tricky one is multipar-
ton interactions (MPIs) in hadronic collisions, wherein a variable
set of (semi)perturbative partonic collisions together with the beam
remnants are at the origin of the subsequent hadronization.

In neither case can a first-principles QCD calculation be carried
out to describe the particle production process. Instead string or
cluster models are used [1]. Both are based on an NC → ∞ limit [2],
wherein each colour-anticolour pair is unique. Thus, in the string
model, each quark is at the end of a string, whereas a gluon is at-
tached to two string pieces and thus forms a kink on a longer string
usually stretched between an endpoint quark and ditto antiquark
[3]. In simple systems like e+e− → γ∗/Z0 → qqg such principles
give unique topologies, but for more complicated situations am-
biguities arise. When these can be associated with the presence of
unexpected colour topologies we speak of colour reconnection (CR).
The historical example in this spirit is the decay mathrmB+ = ub →
ucW+ → (uc)(cs) → (us)(cc) → K+ J/ψ → K+μ+μ− [4], where
we have used brackets in intermediate states to delineate separate
colour singlet identities.

Similarly, for e+e− → W+W−, with W+ → q1q2 and W− → q3q4,
to first approximation the q1q2 and q3q4 systems hadronize sep-
arately from each other. Deviations from such a production pic-
ture could be parametrized as an admixture of alternative colour-
reconnected q1q4 and q3q2 systems. Such CR was highly relevant
in the context of the W mass measurement at LEP2 [5, 6], where
a potentially non-negligible uncertainty was predicted. This led to
the development of dedicated studies aimed directly at measuring
CR in hadronic W+W− events [7–10]. The most extreme CR models
could be ruled out, but not enough statistics was collected to def-
initely distinguish between the more moderate CR models and no
CR [11]. Nevertheless such moderate-model reconnection in about
half of all events provided the best overall description.



III.1 introduction 163

Modelling and testing of CR in hadronic collisions is rather more
complicated [12, 13]. And yet the case for it playing an important
role is compelling, e.g. from the rise of the average transverse mo-
mentum with increasing charged multiplicity. Thus, given the pre-
dominance of hadronic colliders in recent years, first with the Teva-
tron and now with the LHC, recent CR studies have rather aimed
to address the more complicated issues arising there, and has led to
the introduction of several new models [14, 15]. These rely only on
the distribution of final state partons just prior to the hadronization,
making them directly applicable also to e+e− colliders. And even if
the CR effects are expected to be significantly smaller in e+e− than
in pp, this is compensated by a cleaner environment allowing for
higher precision. On the one hand, it is therefore highly relevant to
go back and check whether the newly developed models are consis-
tent with the LEP2 data. Unfortunately the statistics is then limited,
with only about 104 W+W− events per LEP experiment, giving non-
negligible statistical uncertainties, of the order of 40 MeV for the W
mass [11]. On the other hand, it is useful to consider what further
tests may come in the future. As an example, the recently suggested
100 km e+e− collider [16] would produce O(108) W+W− pairs, re-
sulting in a statistical uncertainty on the W mass below 1 MeV, e.g.
from semileptonic decays e+e− → W+W− → q1q2�ν�. With the
calculated mass shifts in the original CR paper of the order 10-20
MeV [5] as a reference, such a precision should make it possible to
rule out many CR models, and also (hopefully) definitely confirm
the presence of CR effects.

With the discovery of the Higgs boson [17, 18], a new arena for
CR studies opens up. The Higgs state is very narrow — the ex-
pected width is of the order of 4 MeV — meaning that it is very
long-lived. Therefore hadronization of the rest of the event already
happened and the produced hadrons already spread out by the
time the Higgs decays. That is, the Higgs itself decays essentially in
a vacuum, and has no interactions with the rest of the event, be that
in e+e− or pp collisions. Among its key decay channels we find
W+W− and Z0Z0, however, and here history repeats itself: fully
hadronic decays would be sensitive to CR between the two gauge-
boson systems. The variables of interest here are not only masses
but even more the angles between the four hadronic jets. Such an-
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gles can be modified by CR, a phenomenon which was noted e.g.
in the context of top mass studies [14]. CR uncertainties thereby
affect precision measurements of the Higgs properties, one of the
primary purposes of future e+e− colliders. To be specific, the SM
predicts the Higgs to be a CP-even state, which is also observed to
be strongly favoured compared with the CP-odd alternative [19, 20].
Extensions of the SM Higgs sector, however, allows for the observed
Higgs to be a mixture of both possibilities. One place to search
for deviations from the predicted SM Higgs behaviour is precisely
the angular correlations in hadronic W+W− (or Z0Z0) decays [21].
Hence CR could introduce a systematic uncertainty, and in this ar-
ticle we do a first study on the size of such uncertainties in various
CR scenarios.

This paper is organized as follows. The different CR models we
will compare are briefly summarized in section III.2. The three
next sections contain studies on three different sets of observables,
namely, the W mass measurement, section III.3, the search for CR
effects in W+W− events, section III.4, and the Higgs CP measure-
ments, section III.5. The article ends with a few conclusions, section
III.6.

iii.2 the cr models

Our current understanding of QCD does not provide a unique
recipe for CR. Therefore the best we can do is contrast different
plausible scenarios, and let data be the judge what works and what
does not. In this article we will compare four different CR models,
which provide a reasonable spread of properties and predictions.
Before briefly presenting each of these models it is useful to outline
some of the basic issues that are involved.

One key aspect is what role is given to colour algebra. To illus-
trate this, again consider e+e− → W+W− → q1q2q3q4. From the
onset, q1q2 form one singlet and q3q4 another. In addition, there
is a 1/9 probability that q1q4 and q3q2 “accidentally” form singlets.
In some models such accidental matches are a prerequisite to allow
a CR. In this sense, these models are not really about reconnections
but about a choice between already existing singlets. The alterna-
tive is to view CR as a dynamical process, wherein (infinitely) soft



III.2 the cr models 165

gluons can mediate any colour exchange required to form new sin-
glets. The original non-accidental singlets define an initial state that
actively needs to be perturbed to create alternative colour topolo-
gies. As so often, these two pictures may be viewed as extremes,
and the “true” behaviour may well be in between, with a bit of
each.

Here another aspect enters, namely the role of geometry/causal-
ity. With a cτ ≈ 0.1 fm, the W± decays tend to be separated on a
scale an order of magnitude below the typical hadronic size, the lat-
ter also being the size of the colour fields stretched between colour-
connected partons. It would thereby seem that the W+ and W−

colour fields fully overlap, at least in the threshold region where
the W’s are not too strongly boosted apart. Introducing causality,
however, the colour fields take some time to grow to full size (e.g. in
the SK-I model described later). Meanwhile they drift apart, thereby
only partly overlapping, and with an overlap that depends on the
motion of all the string pieces from each W decay. In models where
geometry is allowed to play a role there is also a natural decoupling
of the two W decays at energies well above the threshold region, or
if the W width could be sent to zero, and this should not be spoiled
by the “accidental” singlets.

Finally there is also a selection principle: if there are many po-
tential reconnections in an event, which are the one(s) that actually
occur? This could be at random or involve some bias. The most
common bias is to make use of the λ measure, which characterizes
the total string length [22]. That is, the smaller the λ, the better
ordered are the partons along the strings. The full λ expression is
rather messy, so a commonly used approximation is

λ = ∑
ij

ln

(
1 +

m2
ij

m2
0

)
, (III.2.1)

where the ij sum runs over all parton pairs connected by a string
piece and m0 is of the order of a typical hadronic mass. The average
hadronic multiplicity of a string piece grows roughly logarithmi-
cally with its mass, so a reduction of λ corresponds to a reduction
of the “free energy” available for particle production.
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Among the four different CR models considered in this study,
SK-I and SK-II were developed for W mass uncertainty studies at
LEP2 [5]. The gluon move model, GM, was introduced as a simple
model, among a few others, to study the effect of CR in top de-
cays [14]. Finally, the QCD-based model, CS, was introduced to look
for effects in soft QCD, especially baryon production [15]. The first
two models are only applicable for the hadronic decays in diboson
production, whereas the latter two could be used for any process.
All of the models are available in (recent versions of) Pythia 8 [23],
the first two having been (re)implemented expressly for this study.
That program also contains another CR model [13], used by default,
that relies on the MPI structure of hadron collisions and therefore
cannot be used in e+e−. All of the algorithms are applied after the
hard primary process and the subsequent parton-shower evolution,
but before the hadronization step. Typically this means that each
W contains a handful of gluons, in addition to the primary qq pair,
when CR is to be considered.

Both the SK-I and SK-II model utilize the space-time picture of
strings being stretched between the different decay products of the
two bosons. A reconnection between two string pieces from dif-
ferent bosons is allowed only when these overlap in their space–
time motion. Since such an overlap is assumed associated with
the possibility for dynamical soft-gluon exchange between the two
overlapping colour fields, there is no colour-factor suppression for
reconnection. The two approaches differ in their definition of what
an overlap means, taking two extreme limits by analogy with Type
I and Type II superconductors, which explains their names. In SK-I
the strings are imagined as elongated bags, and the probability for
a reconnection is proportional to the integrated space–time over-
lap between two string pieces. (Up to saturation effects to ensure
that probabilities stay below unity.) This model contains one pa-
rameter that directly controls the overall strength of the CR, which
made it convenient for experimental LEP2 studies. For SK-II the
string is considered to contain a thin core, a vortex line, where all
the topological information is stored, even if the full energy still is
spread over a larger volume. A reconnection can only occur when
the space–time motion makes two such cores cross each other. This
model introduces no special parameters, and therefore gives unique
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Figure III.1: Example of the gluon-move (a) and the gluon-flip (b) recon-
nections in the gluon-move model. The dashed lines repre-
sent the colour configuration of the partons.

predictions. (In both models one parameter is used to describe how
the strings decay exponentially in proper time, and in SK-I addi-
tionally the string width is a parameter, but these parameters are
almost completely fixed within the string model itself.) Normally
only one reconnection is made, namely the one that happens first
in proper time. By default this reconnection may either increase
or decrease the total λ measure, but in the primed variants SK-I′

and SK-II′ only reconnections that reduce λ are considered. The SK
models were tested at LEP2, where only the most extreme versions
of SK-I were ruled out. For the SK-I model best agreement with
data was obtained with parameter such that approximately 50% of
all events contain a reconnection, as already mentioned.

The gluon-move (GM) model was introduced to probe uncertain-
ties in the top mass measurement, while still providing an overall
good description of data. It is a very simple framework, in which
the reduction of the λ measure is at center, whereas neither colour
algebra nor space–time geometry are considered at all. It contains
two different types of CR, the gluon move one that gives the model
its name, and a flip mechanism. In the former, the change in λ

measure is calculated if any of the gluons is moved from its cur-
rent location between two colour-connected partners to instead be
located on the string piece of any other colour-connected pair, fig.
III.1a. The move that lowers the total λ measure the most is carried
out, repeatedly until the minimum λ measure is reached. The move
step is quite restrictive, in that a string stretched between a q and
a q endpoint will remain so; it is only the gluons in between that
may change. Therefore an additional flip step is carried out after no
more moves are possible. The flip mechanism flips the colour lines
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between two strings when this can reduce λ, fig. III.1b, thereby mix-
ing up also the string endpoints with each other. (This is similar in
character to what in another context is called colour swing [24].) A
string is only allowed to do a single flip, to avoid the formation of
gluon loops. The strength of the CR can be controlled by exclud-
ing a fraction of the gluons in the above scheme, or by requiring
the λ reduction in a potential move/flip to be above some minimal
value. The parameters used in this study were tuned to describe the
LHC minimum bias data (although not quite as well as the default
model). To allow more control, three alternative versions are consid-
ered in this article: only including the move mechanism, GM-I, only
the flip mechanism, GM-II, and the combination of both methods,
GM-III.

The SU(3)-based model, CS, is similar to the GM model, in that
it also minimizes the λ measure by doing flips between strings.
But it differs in two major aspects. Firstly, it relies on the SU(3)
colour rules from QCD, together with a space–time causality re-
quirement, to determine whether two strings are allowed to recon-
nect or not. Secondly, it introduces a junction type of reconnection
that is unique to this model. The use of SU(3) colour rules is a
choice of philosophy, as already discussed. It limits which string
pieces may flip with each other by requiring matching colour la-
bels, i.e. that the colour flow is ambiguous already by the colour
assignments of the partons. It is possible to change the QCD-based
default value, however, in the extreme case such that all string
pieces may flip with each other. For a flip between any two string
pieces it is further required that they are in causal contact with
each other, i.e. that each has had time to form before the other has
had time to hadronize. The detailed formulation of this require-
ment is ambiguous, however, so a few options are available, with
a tuneable parameter. The appearance of junction structures offers
a clear extension relative to the other models. An (anti)junction
is a point where strings stretched from three (anti)coloured quarks
meet. In e+e− events they must be created in pairs, one junction and
one antijunction. When events hadronize, one (anti)baryon is cre-
ated around each (anti)junction, thereby introducing a new mecha-
nism for baryon production. It is more important for high-energy
hadronic collisions than it is for the studies in this article, how-
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ever. A possibility not considered is that of colour ropes [24–26],
where several parallel strings combine into one of a higher colour
representation. If existing at all, ropes are more likely to play a non-
negligible role in hadron or heavy-ion colliders, where the beam
axis offers a natural alignment of many strings.

While the overwhelming majority of CR models have been devel-
oped for Lund string fragmentation, there have also been a few for
cluster models [27, 28]. In the current Herwig++ model CR is based
on a minimization of the sum of squared cluster masses (similarly
to the Generalized Area Law model for strings [29]) rather than on
the logarithmic λ measure used here. While the Herwig++ model
can be used for W+W−, no studies in the spirit presented here have
been performed so far.

iii.3 w mass measurements

One of the key tasks of LEP2 was to determine the W mass, on its
own right and as a test of the Standard Model consistency. Measure-
ments were done both in the fully hadronic and in the semileptonic
channels [10, 30]. Both of them provide similar statistical errors,
but the fully hadronic channel has a larger systematic uncertainty,
due to the CR contribution. The uncertainty estimate depends on
the analysis method as well as on the choice of CR models consid-
ered (and on their parameters), but was found to be of the same
magnitude as the statistical error. The large expected decrease in
the statistical error at future e+e− colliders would make the fully
hadronic channel irrelevant for W mass measurements, unless the
CR uncertainty could be constrained by other means. This was al-
ready considered at LEP2 [10], where W mass measurements for
different jet cuts were used to constrain the SK-I strength parame-
ter.

In this section we want to turn the table, and study how a pre-
cision measurement of the W mass difference between the fully
hadronic and the semileptonic channels would constrain CR mod-
els and parameter values. The semileptonic channel is free of CR
effects that could affect the W mass, and thus provides the “true”
W mass baseline as far as CR effects are concerned. For this relative
comparison a full optimization of both cuts and analysis methods
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is not required. Instead we will follow the method outlined in [5]
to provide a simple estimate of CR effects.

To this end, one million e+e− → W+W− → q1q2q3q4 events were
simulated for each CR model, a number big enough to clearly dis-
cern the effects we are interested in, and also well within the reach
of future e+e− colliders. The events are required to have exactly
four jets using the Durham jet algorithm [31], with a k⊥ cut of 8 GeV.
In addition the jets are also required to have an energy of at least
20 GeV each and be separated by an angle of 0.5 radians. The four
jets can be combined into two W bosons in three different ways. A
few options for picking the “right” combination are considered:

1. With the access to Monte Carlo truth information, one can
try to match each jet with a outgoing parton of the W decays.
This is done by picking the match that minimizes the product
of the invariant masses between each jet and its associated
parton.

2. One can use that the W mass is known to be close to 80 GeV,
and so minimize |mW − 80| to find the desired match, where
mW is the average reconstructed W mass.

3. Instead of requiring the average to be close to the known W
mass, both masses individually could be optimized to be close
to 80 GeV, i.e. minimize |m(1)

W − 80|+ |m(2)
W − 80|.

4. At threshold the jets from the same W are almost back-to-
back. A match can therefore be found by maximizing the sum
of opening angles.

To a large extent these methods pick the same combinations, and
thus they give similar results. Most of the problems arise in events
with hard QCD radiation, where none of the methods are expected
to work well. As a separate topic it would be interesting to study
the effect of perturbative QCD radiation on the hadronic W mass
measurement. The Pythia shower already handles the first emis-
sion correctly [32, 33], but to go beyond that one should compare
different shower algorithms with and without merging and match-
ing to yet higher orders.
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The W mass is calculated as the average of the two chosen W
combinations. Since the target of this study is CR effects, the Breit-
Wigner broadening of the mass spectrum is removed by subtracting
the average of the produced W bosons. The results for all the meth-
ods are listed in table III.1. The results for SK-I and SK-II differ
slightly from the result in the original paper [5], which is due to
the p⊥-ordered shower in the newer versions of Pythia not being
identical with the older mass-ordered ones of the time.

The GM model shows an interesting behaviour; the move mecha-
nism lowers the W mass, while the flip mechanism increases it, and
the two effects accidentally cancel each other in the combined result.
This may be understood as follows. If a gluon from W1 is radiated
at a large angle, such that it will move closer to the decay products
from W2, the move mechanism will connect the gluon to W2, fig.
III.1a. This will increase the mass of W2 and decrease the mass W1,
but the decrease is larger than the increase, leading to the observed
lower average mass. The flip mechanism instead will connect jets
between the two Ws, and thereby increase hadronization produc-
tion of particles outside the W “cones”. This leads to larger opening
angles, and thereby larger W masses. These two explanation will
be revisited when studying the dedicated CR measurements. The
complete cancellation is accidental, however, which becomes clear
when the energy is varied. The SK-I and SK-II models also show
opposite-sign effects, thereby further stressing the message that the
mass-shift direction of CR effects cannot be taken for granted. Fi-
nally, the CS model shows no significant shifts, which will be a
general trend throughout all the analyses. In this model the limita-
tion from the colour rules and the requirement of a lower λ make
the majority of the e+e− collider events have no CR. By removing
the colour constraints (CS max), the model starts to show an effect.
This extreme case is already excluded at hadron colliders, however.

A new collider should have the capacity to increase the energy
beyond the W+W− threshold. And as was already observed for the
SK-I model [5], the CR effects depend on the CM energy. There
are two competing effects: firstly, the effect of a single reconnection
becomes larger with increased energy, and secondly, the probability
to have two overlapping strings decreases with energy. The CR
mass shifts for different CM energies can be studied in tab. III.2.
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Method 〈ΔmW〉 (MeV) 〈δmW〉 (MeV)

SK-I SK-II SK-II′ GM-I GM-II GM-III CS CS max

1 -136 +18 -14 -6 -41 +49 +2 +7 +13

2 -73 +13 -13 -7 -28 +34 -1 +3 +11

3 -131 +14 -18 -9 -37 +40 -5 +6 +7

4 +131 +10 -18 -9 -27 +31 -3 +3 +10

Table III.1: Systematic mass shifts for the W mass at a center-of-mass en-
ergy of 170 GeV. The 〈ΔmW〉 value is the average reconstructed
minus produced W mass for the no-CR baseline. The 〈δmW〉 is
the additional shift for each CR model relative to this baseline.
The Monte Carlo statistical uncertainty on the latter quantity is
4 MeV.

Method 〈δmW〉 (MeV) (Ecm = 240 GeV)

SK-I SK-II SK-II′ GM-I GM-II GM-III CS

1 +95 +29 +25 -74 +400 +104 +9

2 +87 +26 +24 -68 +369 +93 +8

3 +95 +30 +26 -72 +402 +105 +10

Method 〈δmW〉 (MeV) (Ecm = 350 GeV)

SK-I SK-II SK-II′ GM-I GM-II GM-III CS

1 +72 +18 +16 -50 +369 +60 +4

2 +70 +18 +15 -50 +369 +60 +4

3 +71 +18 +16 -50 +369 +60 +3

Table III.2: Systematic W mass shifts at center-of-mass energies of 240 and
350 GeV, respectively. The 〈δmW〉 is the mass shift in the CR
models relative to the no-CR result. The Monte Carlo statistical
uncertainty is 5 MeV.

Method 4 is here not included, since the maximum-angle method
is only reliable close to the threshold. The differences between the
methods become smaller at higher energies, since the boost makes
it easier to find the right combinations. The actual shifts increase
at the intermediate energy, but drop when the energy is increased
further. The only model that does not show this trend is the CS
model, for which almost no effect is seen at any energy. The large
shifts at the two higher energies for the other models provide a
compelling argument to repeat the measurements at these energies.
It should be recalled, however, that less statistics is expected at the
higher energies.
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iii.4 four-jet angular distributions

The direct searches for CR in W+W− events at LEP ruled out ex-
treme parameter values for SK-I and potentially could also rule out
some of the new CR models. Especially the GM-I and GM-II mod-
els have that potential, since they were already observed to have a
larger effect on the W mass measurement than the other models.

The analysis relies on the particle multiplicities in the angular re-
gions between two jets from the same W decay and from different
W decays, respectively, to provide a ratio that is sensitive to CR. The
idea is that a reconnection will form a string between jets from dif-
ferent W decays, thereby increasing the multiplicity between those
jets. In general, we will therefore expect the same-to-different ra-
tio to become lower when CR is switched on. Several LEP exper-
iments [7–9] performed this measurement. The results presented
in the studies are after detector simulation, however, and as such
are not directly comparable with the results obtained in this study.
Instead we will rely on the ratio between the CR and the no-CR
results (r, see later for exact definition), since detector effects are re-
duced for this observable. A preliminary combination of the differ-
ent experiments gave r = 0.969 ± 0.011(stat.) ± 0.009(syst.corr.) ±
0.006(syst.uncorr.) [34] corresponding to a 2.2 standard deviation
disagreement with the no-CR scenario. A later combined study [11]
has increased this to disfavor the no-CR model at a 2.8 standard
deviation level, by combining with the mass shift results and per-
forming a Δχ2 fit. No separate r results were shown, however, and
therefore we will have to rely on the preliminary combination.

The event selection and analysis procedure varied slightly be-
tween the different LEP experiments. Two of the experiments re-
lied purely on the angles to pair the jets [8, 9], while one experi-
ment also used the invariant masses [7]. We decided to mimic the
analysis from the L3 collaboration [8]. A short recap of the event
selection and analysis is presented, but for more details we refer to
the experimental studies.

The event selection requires each event to have exactly four jets
with the Durham jet algorithm, with ycut = 0.005. The two smallest
of the six interjet angles are required to be below 100◦ and be non-
adjacent. These are assumed to be the two regions between the



174 III Colour Reconnection at Future e+e− colliders

C A

B

D

W+ W−

Jet 2Jet 3

Jet 4 Jet 1

Figure III.2: Illustration of the four interjet regions used in the analysis.
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Figure III.3: The ϕr distribution at a center-of-mass energy of 183 GeV.
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different W decays, and are normally referred to as regions B and D
(fig. III.2). In addition two more angles are required to be between
100◦ and 140◦ and be non-adjacent. These are assumed to be the
regions inside the W decays, and are normally referred to as region
A and C (fig. III.2). If several combinations are allowed, the one
with the largest total opening angle is chosen. For each region the
particles are projected onto the plane spanned by the two jets, and
all particles are assigned a rescaled angle ϕr = ϕ/ϕjj, where ϕ is
the angle from the particle to one of the jets and ϕjj is the angle
between the two jets. This distribution is shown in fig. III.3, where
the different regions are separated by adding an integer to each.
The final observable is defined as

RN =

∫ 0.8
0.2

dn
dϕr

(A + C)dϕr∫ 0.8
0.2

dn
dϕr

(B + D)dϕr
. (III.4.1)

The regions closest to the jets are excluded since they are mainly
sensitive to the internal jet evolution. Finally the ratio between
the different CR models and the no-CR baseline is defined as
r = RCR

N /RnoCR
N . Thus a deviation from unity would disfavour the

no-CR scenario. The results for the various CR schemes are shown
in tab. III.3. As expected, all CR models, except for GM-I, predicts
an r below unity. The GM-I model only allows the gluon move re-
connections, and therefore it does not reconnect the quarks at the
string endpoints. Instead, it can take gluons emitted at large angles
and move them to the other W string, thereby actually lowering
the amount of radiation in region B and D, fig. III.1a. This is the
same explanation as for the lower W mass observed in section sec-
tion III.3. The GM-II model only does flips, which is exactly what
this observable is optimized to measure. This is in fair agreement
with observations, since this model shows relative large deviations
from unity. The SK-I model with default strength is quite well in
agreement with the actual measurement. For comparison a SK-I
max model, where a reconnection is always done, is also included.
It gives too large shifts and so can be excluded. The SK-II models
and the CS model do not produce any large shifts. The maximal CS
model, where the SU(3) rules are ignored and CR is only limited by
the λ measure, shows a larger effect and it can potentially be ruled
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inter-
RnoCR

N
r

val SK-I SK-II SK-II′ GM-I GM-II GM-III CS SK-I max CS max

0.1–0.9 1.1031 0.9889 0.9971 0.9969 1.0132 0.9629 0.9876 0.9960 0.9614 0.9712

0.2–0.8 1.1482 0.9802 0.9916 0.9931 1.0293 0.9440 0.9918 0.9910 0.9360 0.9785

0.3–0.7 1.1402 0.9747 0.9887 0.9889 1.0404 0.9301 0.9931 0.9911 0.9196 0.9838

0.4–0.6 1.0883 0.9702 0.9823 0.9880 1.0460 0.9181 0.9882 0.9920 0.9068 0.9822

Table III.3: Results for RN and r for different intervals in ϕr at a center-of-
mass energy of 183 GeV. Two maximal CR models are included
for SK-I and for the QCD based method, respectively. The
Monte Carlo statistical uncertainty on r is around 0.0025.

no CR SK-I SK-II SK-II′ GM-I GM-II GM-III CS SK-I max CS max

nσ 2.0 0.7 1.5 1.6 3.9 1.6 1.5 1.4 2.1 0.6

Table III.4: Deviations from the measured result shown in number of stan-
dard deviations (nσ = (rexp − rth)/(δr)exp), where the rth are
those in the 0.2–0.8 region of tab. III.3.

out by experiments. It is, however, still relatively small compared
to the other maximal CR models.

In this study we consider several intervals, and not only the 0.2–
0.8 considered in the original study. A clear trend shows that the
smaller the interval, the more sensitive the observable becomes, i.e.
varies more from unity. This is not surprising since the region clos-
est to the jets are dominated by their perturbative behaviour. It
should be noted that the statistics becomes worse for smaller in-
tervals, but with the larger expected statistics at a new collider, a
smaller interval than at LEP2 would most likely be preferable.

To check if the new models are already excluded by the LEP mea-
surements, the number of standard deviations from the measured
result is calculated, tab. III.4. The experimental uncertainties are
assumed Gaussian and added in quadrature. The only model ex-
cluded at the three σ level is the GM-I model, which is the only
model predicting a larger than unity r. The uncertainty is still too
large to invalidate the other models, and a new collider with higher
precision is needed to constrain these.

The W mass measurement was seen to be more sensitive to CR
at higher energies, and hence a similar effect is expected here. The
method described above cannot directly be applied at higher ener-
gies, however, since the increased boost of the W bosons changes
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√
s [GeV] RnoCR

N
r

SK-I SK-II SK-II′ GM-I GM-II GM-III CS SK-I max CS max

183 1.9003 0.9900 0.9915 0.9924 1.0142 1.0247 0.9768 0.9902 0.9667 1.0153

240 1.1764 0.9820 0.9935 0.9933 0.9857 1.0130 0.9362 0.9993 0.9030 0.9762

350 1.4459 0.9829 0.9948 0.9939 0.9758 1.0022 0.9228 1.0028 0.8502 0.9586

Table III.5: Results for RN and r for different center-of-mass energies for a
fixed interval (0.2–0.8). The Monte Carlo statistical uncertainty
on r is around 0.0015.

the angular distributions between the jets. Instead we apply a
method similar to method 3 in the W mass section to define the
two angles within the W decays. The two other angles are defined
to minimize the total sum of their angles. The results for the dif-
ferent energies are shown in table III.5. The new method performs
slightly worse at 183 GeV, i.e. the ratios lie closer to unity. This is
especially evident when considering the maximal CR models. At
higher energies, however, the deviation from unity becomes larger
for some of the more extreme models, indicating a better sensitiv-
ity, but this observable shows no sensitivity for the CS model. The
moderate models do not show any significant variation with energy,
and as such it is difficult to tell whether the potential limits on CR
can be stronger at higher energies. In general we expect a falling
fraction of events with CR for higher energies, but more spectacular
effects for the events where CR occurs, so in the future we will need
to search for more selective tests.

As a slightly simpler observable, to test CR, it is possible to
study the overall multiplicity. In most models CR minimizes the
λ measure and therefore also lowers the total multiplicity. This
is normally compensated by a retuning of the hadronization pa-
rameters or the perturbative regime. But by comparing the mul-
tiplicity in fully hadronic and semileptonic W+W− events, it is
possible to directly probe CR. If no CR is switched on, the ra-

tio NW+W−→q1q2q3q4
ch /(NW+W−→q1q2�ν�

ch − 1) is expected to be exactly
equal to 2 (with � = e or μ, but excluding τ). A simple study at
a center-of-mass of 170 GeV shows that indeed it is interesting to
use this observable. Both the individual GM models show an effect,
1.96 and 1.97 for GM-I and GM-II, respectively. Contrary to the ear-
lier observables, the two effects add coherently and the combined



178 III Colour Reconnection at Future e+e− colliders

result is 1.93. With 1.97 the CS model also shows more sensitivity
in this observable as compared to the more complicated four-angle
measurement. Similar results are also obtained for the SK models,
so this would be an intriguing measurement for a future e+e− col-
lider.

iii.5 higgs parity measurements

As discussed in the introduction, hadronic W+W− and Z0Z0 decays
of the 125 GeV Higgs offers a novel system for CR effects. Like in
the W+W− studies above we should not expect big effects, so it
is unlikely to be discernible in the busy LHC environment. In a
process like e+e− → γ∗/Z0∗ → H0Z0 → H0�+�−, or μ+μ− → H0

for that matter, detailed studies should become possible, however,
assuming sufficient luminosity. As before, reconstructed masses
and angles may become affected. Rather than simply repeating
discussions along the lines of the previous two sections, we choose
to illustrate possible effects for another set of observables, related to
setting limits for CP violation in Higgs decays. We are aware that
such tests can be performed in purely leptonic decays, say H →
Z0Z0 → μ+μ−e+e−, although with a much lower branching ratio.
It can also be probed by the decay angles of the Z0 produced in the
association with the H0 [35]. The purpose of this brief study is not
to compare the relative merits of CP-violation tests in these different
channels, but to stay with H → W+W− → q1q2q3q4 and check what
CR could mean there. To this end we will use a simplistic χ2 test
on what could be the most sensitive variable.

To simulate a mixed CP-even and CP-odd Higgs boson, we will
use the Higgs doublet model already implemented in Pythia, with
the option to allow CP-violation based on the expressions in [21].
We will assume that the 125 GeV Higgs is almost completely CP-
even, with a small admixture of CP-odd. Allowing for an interfer-
ence term between the two, the Higgs cross section can be written
as

σ ∝ k2
even A + k2

oddB + kevenkoddC , (III.5.1)
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Figure III.4: The three angles sensitive to the parity of the Higgs boson.
Three different parity scenarios are shown together with a
small selection of different CR models.

where A, B, C depends on the kinematics of the event and the k
determine the contributions to the different types. Since A, B and C
are not of the same order of magnitude, a characterization in terms
of a mixing angle is not convenient. Instead we use a definition
based on the fraction, later referred to as parity fraction, of the
events coming from either of the odd and the interference parts of
the cross section:

f =
|k2

oddB|+ |kevenkoddC|
|k2

even A|+ |k2
oddB|+ |kevenkoddC| . (III.5.2)
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For an almost CP-even Higgs, f ≈ 0, this quantity provides a rea-
sonable estimate of the amount of CP-violating interference intro-
duced for the Higgs boson.

The parity of the Higgs can be measured by studying the angles
between the fermions from the boson decays. In the standard analy-
ses of the spin/parity of the Higgs boson (see e.g. [36, 37]), five such
angles are defined, out of which three are sensitive to the parity of
the Higgs. These three angles are: θ1, the polar angle of a fermion
in the rest frame of its W mother, with respect to the direction of
motion of the W in the H rest frame, θ2, similarly but for the other
W, and Φ, the angle between the two planes spanned by the decay
products of the respective W bosons. The rest of this section will
therefore be a study on the effect of CR on these three angles.

To only have to consider the Higgs decay itself we have studied
the process μ+μ− → H0, but this should only be viewed as a tech-
nical trick. All models are set up to easily handle this, whereas
e+e− → H0Z0 would require a bit more bookkeeping for the SK
models. Otherwise the models remain unchanged relative to previ-
ous studies. The fact that at least one of the W’s have to be strongly
off-shell implies that its lifetime is considerably reduced, and this
is taken into account in the SK models. To estimate the effect of
CR on the angles, 100 million μ+μ− → H0 → W+W− → q1q2q3q4
events are simulated for each CR model and for each parity fraction,
respectively.

The events are required to have exactly four jets using the
Durham jet algorithm with a k⊥ cut of 8 GeV, followed by an addi-
tional energy cut of at least 10 GeV per jet and a angular separation
of 0.5. Two different methods to pair the jets were considered, ei-
ther to maximize the opening angles, or to minimize |MW − 80| for
a single W. The second method was found to be significantly more
sensitive, and we will therefore restrict ourselves to this method.
The distribution for the three angles are shown in fig. III.4. Devia-
tions between the SM Higgs and the different parity fractions are
visible by eye for all the three angles. Both of the curves with non-
vanishing CP-oddness show almost identical behaviours, indicating
that the sign of the interference term is unimportant for these ob-
servables (at least for small deviations). Comparing the pattern of
variation for the CP-violating models and the CR models, respec-
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Figure III.5: Deviations between a CP-even Higgs without CR and models
with either increased CP-oddness or a CR model. The devi-
ation is quantified as the χ2/NDF deviation for the θ1 angle.

tively, shows an interesting picture. For θ1 and θ2 the deviations go
in the same direction, whereas for Φ the deviations are in opposite
directions. Thus a simultaneous study in principle would allow to
disentangle the two potential effects.

To quantify the deviation from the no-CP-odd no-CR baseline, a
simple χ2 test is applied to the distributions. The most sensitive
angle is θ1, and we therefore restrict our studies to this observable.
A complete experimental analysis most likely would combine all
the angles in a multivariate analysis. For each parity fraction the
χ2 is calculated, fig. III.5. As expected the χ2 increases smoothly
with this fraction. Similarly, the χ2 is also included for the differ-
ent CR models. The crossover point is a simple indicator for when
CR becomes an issue for Higgs parity measurements. This point
occurs around 2–5%, with the higher values for somewhat more ex-
treme CR models. Thus any limits significantly above this estimate
can safely ignore CR effects. It should be stressed that also limits
below 2% should be reachable, once CR is carefully taken into ac-
count. This can involve (anti)correlations between the three angles,
as already noted, but also studies of particle production patterns
between the jets, like the one in section III.4.
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iii.6 conclusions

In this article we have studied the effects of CR at e+e− colliders,
with emphasis on fully hadronic W+W− events. We find that some
newer models, implemented to study CR effects at hadron colliders,
show different behaviours for e+e−. The CS model gives rise to very
limited variations, whereas for the GM models one specific scenario
even shows large enough deviations to be excluded by the LEP data.

Even if the concept of CR is quite straightforward, it allows for
several different mechanisms to be at play. These potentially act in
opposite directions, making interpretations difficult. This is clearly
illustrated by the GM models, where GM-I predicts a smaller recon-
structed W mass and GM-II a larger one. This highlights the need
for studying multiple models using several observables, to disentan-
gle what is going on. It is clear that further studies will be needed,
to extend the range of interesting models, to understand the pattern
of potentially balancing effects within each model, to clarify which
factors lead to an energy dependence of effects, and so on. There
are also separate but related topics, on the one hand to improve the
precision of the perturbative description, specifically that of parton
showers, on the other hand to improve the modelling of the non-
perturbative hadronization even in the absence of CR. Nevertheless,
the outcome of the current simple study is fairly optimistic: given
enough luminosity, at a few different energies, e+e− should offer
insights into CR mechanisms that complement those obtainable at
hadron colliders. This complementarity between the “clean” e+e−

environment and the “dirty” pp one may hold the key to a deeper
understanding of CR.

The e+e− → W+W− channel is not the only e+e− process where
CR effects may be relevant. As an example we studied a Higgs
parity measurement in the H → W+W− → q1q2q3q4 channel. The
variations from CR were of the same size as the introduction of 2–
5% CP-oddness into the CP-even Higgs, depending on the choice of
CR model. The main lesson is not the precise number for this par-
ticular observable, but to highlight the need to be aware of potential
CR uncertainties for any nontrivial hadronic final state.

Plans for future e+e− collider usually include the possibility to
reach the tt threshold. Then hadronic final states will start out
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with three colour singlets: one W from each top decay, plus one
encompassing the b and b from the two decays. Like for the
W+W−(γ∗/Z0) background this increases the possibilities for CR
effects. Some early studies are found in [38], but updated and ex-
tended studies should be performed, including the new models. At
the very least, it will be needed in order to estimate the expected CR
uncertainty in the measurements of the top properties for possible
future colliders. Many of the necessary tools are already in place
in Pythia 8, although e.g. the administrative machinery in the SK
models needs to be extended appropriately.
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Abstract

We present a comparison between two recently developed colour re-
connection models, the new colour reconnection model in Pythia
and the DIPSY rope hadronization model. Specifically we investigate
ratios of identified hadron yields as a function of the final-state ac-
tivity, as measured by the charged multiplicity. Since both models
have a nontrivial dependence on the final-state activity, the above
observables serve as excellent probes to test the effect of these mod-
els. Both models show a clear baryon enhancement with increasing
multiplicity, while only the DIPSY rope model leads to a strangeness
enhancement. Flow-like patterns, previously found to be connected
to colour reconnection models, are investigated for the new models.
Only Pythia shows a p⊥-dependent enhancement of the Λ/K ra-
tio as the final-state activity increases, with the enhancement being
largest in the mid-p⊥ region.
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iv.1 introduction

The first run of LHC has provided a large number of measurements
probing both soft and hard QCD, and thereby a large number of
tests for the Monte Carlo event generators. Even though the overall
performance of the event generators have been quite good, there are
still some phenomena that are insufficiently understood [1]. One of
the more intriguing soft QCD deviations is the observed enhance-
ment of Λ production [2, 3]. No model has been simultaneously
able to describe the identified hadron spectra at both LEP and LHC.
This has led to the development of several phenomenological mod-
els [4–6], partly aimed to address this problem. With the planned
low pile-up runs at the beginning of the second LHC run, it is now
an ideal time to test these models further, and thereby probe the
physical origin of the Λ enhancement. In this study we consider
two of the models: the new colour reconnection (CR) model in the
Pythia event generator [5, 7] and the colour rope model in the DIPSY

event generator [4, 8, 9]. The models have previously been com-
pared to pp data at

√
s of 200, 900 and 7000 GeV. In this paper new

possible observables to test the models are suggested, and predic-
tions are made for collisions at

√
s = 13 TeV. Both colour reconnec-

tion models are built upon the Lund model for string hadroniza-
tion [10]. Nonperturbative differences can therefore be ascribed to
differences in the new phenomenological ideas.

One of the key ideas for the two models in question is jet uni-
versality. Stated in terms of the string model, it essentially means
that fragmentation of a string does not depend on how the string
is formed. Free strings at both lepton and hadron colliders should
thus hadronize in a similar fashion. Fragmentation parameters are
therefore tuned in the clean e+e− → Z → qq environment, and
then directly applied to hadron colliders. Any discrepancy has to
be due to physical phenomena not active at lepton colliders. For all
the models attempting to describe the Λ enhancement, the enhance-
ment is linked to the increased density of quarks and gluons in the
final state at hadron colliders1. It would therefore be of natural in-
terest to measure the Λ enhancement as a function of this density.
The quark-gluon density is experimentally ill-defined, however, and

1 Sometimes also referred to as string density, colour density, or energy density.
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we suggest to use the number of charged tracks in the forward re-
gion as a measure of final-state activity. A similar idea for using the
hyperon-to-meson ratio to search for indications of a miniQGP was
suggested in ref. [11]. We suggest ratios that allows for separation
of strangeness enhancement from baryon enhancement, which both
could be present in the hyperon-to-meson ratio.

Another puzzling observation is the indication of collective ef-
fects in high-multiplicity pp collisions [12, 13], often interpreted as
the presence of flow. These effects were only expected in the dense
medium of heavy ion collisions, where the pressure gradients give
rise to flow effects. A study of the models for pp collisions showed
that CR generated similar effects even without the introduction of
a thermalized medium [14]. We therefore consider one of the stan-
dard observables in heavy ion physics, that of identified particle
ratios as a function of p⊥, separated into bins of centrality, and com-
pare the model predictions for pp collisions. Since centrality is not
experimentally well defined in pp collisions, the number of charged
tracks in the forward region is used as a measure of activity.

The outline of the paper is as follows. In section IV.2 we will
briefly recap the most important features of the two models consid-
ered. Comparison to existing pp data at

√
s of 200 GeV and 7 TeV

is shown in section IV.3. The event selection and tuning for 13 TeV
is described in section IV.4. In section IV.5, the predictions at

√
s =

13 TeV, for the second run of LHC, are presented. Finally, in section
IV.6, we summarize and present an outlook.

iv.2 the models

Both models for colour reconnection are built upon the Lund string
model for hadronization. In this model, outgoing partons are con-
nected with stringlike colour fields, which fragment into hadrons
when moving apart. The model contains two main parameters rel-
evant to this study, which determine the suppression of strange
quarks and of diquarks (giving baryons) in the break ups. Assum-
ing jet universality, these parameters are tuned to LEP data.

Baryons can in addition be created around string junctions, which
can arise as a consequence of colour reconnection. Consider the
simple configuration of two qq̄ dipoles in fig. IV.1, which for exam-
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Figure IV.1: Sketch of how two qq̄ dipoles (top) can be reconnected to dif-
ferent colour topologies (left and right). The right connection
gives rise to a double junction, which in turn will produce
baryons. Notice that the placement of the pairs differs in the
junction figure.

ple could have originated from a decay of two W-bosons in a LEP
environment, as described in ref. [15]. What essentially could be de-
scribed as a quadrupole configuration is instead described as either
the original (on top) or the left configuration in fig. IV.1. Without
CR only the original configuration is considered. Extending this
type of colour reconnection to hadron colliders has been shown
[16] to be a necessary condition to describe the rising of 〈p⊥〉(Nch)

distributions. The QCD ε-tensor gives rise to the rightmost con-
figuration, containing two junction connections, depicted as empty
circles. Since such junctions constitute proto-baryons, in the same
way string segments constitute proto-mesons, they become an addi-
tional source of baryons.

iv.2.1 Colour reconnection in Pythia

The new CR model in Pythia is situated just prior to the hadroniza-
tion. It takes the leading-colour (Nc → ∞) strings and transform
them to a different colour configuration based on three principles:
firstly the SU(3) colour rules from QCD determine if two strings
are colour compatible (e. g.there is only a 1/9 probability that the
top configuration of fig. IV.1 can transform to the left configuration
purely from colour considerations). Secondly a simplistic space-
time picture to check causal contact between the strings. Finally the
λ measure (which is a string-length measure) to decide whether a
possible reconnection is actually favoured. Since the model relies
purely on the outgoing partons, it is in principle applicable to any
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type of collision. So far it has only been tested for pp [5] and ee
collisions [17]. The main extension compared to the other CR mod-
els in Pythia is the introduction of reconnections that form junc-
tion structures. From a pure colour consideration the probability
to form a junction topology is three times larger than an ordinary
reconnection. The junction will introduce additional strings, how-
ever, and it is therefore often disfavoured due to a larger λ measure.
Given the close connection between junctions and baryons, the new
model predicts a baryon enhancement. It was shown to be able to
simultaneously describe the Λ production for both LEP and LHC
experiments, which neither of the earlier Pythia tunes have been
able to.

The new CR model essentially contains two new parameters: a
parameter that constrains the overall strength of the CR, and a pa-
rameter that controls the baryon enhancement. Both of these pa-
rameters were tuned to data [3, 18] from the LHC experiments at 7
TeV.

iv.2.2 Rope hadronization in DIPSY

The DIPSY model for rope hadronization and final-state swing [4]
is a (partly) dynamic model, implemented as corrections during
the evolution of the final-state parton shower and also during the
hadronization, depending on the local configuration of the density
of quarks and gluons.

The model is based upon the idea that when several parton pairs
are next to each other in geometric space, they can act together
coherently to form a colour rope. Each string is treated as a flux
tube with a fixed radius, and the amount of overlap between strings,
in impact parameter space and rapidity, can be directly calculated.

If such an overlap is found to exist, it can have different effects,
determined by SU(3) colour rules. The overlapping strings can end
up in a colour singlet configuration. This is handled by a final-state
"swing", that reconnects colour dipoles, in the final-state parton
shower as the transformation from the top to the bottom left con-
figuration in fig. IV.1. In all other cases, the strings end up forming
a "rope". This is hadronized with a higher effective string tension,
reflecting the fact that more energy is available for the fragmenta-
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tion, in accordance with results from lattice QCD. In some cases,
the strings forming the rope end up in a junction structure. In such
cases the junction pair is handled using a simple approach, where
the two junctions collapse to either two diquarks or two quarks,
with a probability controlled by a tuneable parameter. The result-
ing strings are then hadronized with the appropriate effective string
tension.

An increased string tension results in more strange quarks and di-
quarks produced in string breakups. Since the effect increases with
the density of quarks and gluons in the final state, the expected out-
come is more baryons and strangeness among the resulting hadrons.
The model includes two free parameters; the string radius and the
probability for a junction to resolve to diquarks. Both are tuned to
LHC data [3] at 7 TeV.

iv.3 comparison to data

The models performs as intended when comparing to existing data.
Ratios of baryons to mesons are enhanced for both models, whereas
ratios of particles with strange quark content is enhanced only in
the DIPSY rope model. Comparisons are done to ratios of integrated
yields of identified particles, using the analyses published through
the Rivet [19] framework. The raw results from comparing the
Monte Carlo to data using Rivet, are integrated to give figure IV.2,
using Matplotlib [20]. Error estimates are conservative, as they as-
sume the error of all bins are fully correlated.

In figure IV.2 comparison to STAR data [21–23] at 200 GeV indi-
cated that the description of the baryon to meson ratios2 improves
with both models, while the description of the Ξ/Λ ratio only im-
proves with the DIPSY rope model. The change in the K±/π ratio is
not visible on this scale for this energy.

Comparison to 7 TeV data from ALICE [24, 25] and CMS [3] con-
firms that the description improves, even for the Ω/Ξ ratio. The
description of the p/π ratio is seen to be somewhat worse with
the new models. This could either have a mundane explanation

2 We denote a particle and its antiparticle with just a single letter such that e. g.p
means both proton and anti-proton. Special cases are π with denotes π+π−, K
which denotes K+K−K0

s K0
L and Ξ which denotes Ξ+Ξ−.
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Figure IV.2: Comparison to pp data at 200 GeV from STAR (left) and at 7
TeV from ALICE and CMS (right).

originating in the fact that the very low-p⊥ area of the individual
distributions (which contains most of the multiplicity) are not fully
understood, or have further reaching consequences. We point to the
measurements suggested in the next section of this paper to shed
light on this issue.

iv.4 tuning and event selection

Before studying exclusive observables at 13 TeV, it is necessary to
verify that the baselines for the two models agree reasonable well.
Normally this is achieved by tuning the models to the available data.
Since this study was begun before any 13 TeV data was available,
the DIPSY model was instead tuned to the Pythia predictions for
dNch/dη, 〈p⊥〉 (Nch) and the multiplicity distribution. Both models
will eventually have to be retuned, when more data, in a suitable
format for tuning, become available. Only small effects are expected
from the retuning, firstly due to fragmentation mainly being deter-
mined from LEP data, and secondly since the already presented
results at 13 TeV show a good agreement between the Monash tune
and the data [26, 27].

An event and particle selection was implemented to mimic a
possible experimental setup. Each particle is required to have
p⊥ > 0.15 GeV. Two different η regions are used; a forward re-
gion (2 < |η| < 5) to measure the activity, and a central region
(|η| < 1) to measure the identified hadron yields. The reason for
the split is to avoid any potential bias, which otherwise happens
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at low Nch, in particular for ratios involving both charged and non-
charged hadrons. Since DIPSY does not have a model for diffraction,
only non-diffractive events are considered for both models. To re-
flect this in the event selection, only events with at least six forward
charged particles are considered.

All particles with cτ > 10 mm are treated as stable. In practice
this means that π, K, Λ, Ξ and Ω are all stable whereas ϕ (which de-
cays strongly) is not. This introduces some double counting in the
ϕ/K-ratio, where a ϕ can potentially be counted in the numerator
and its decay products in the denominator.

iv.5 predictions for 13 tev

Differences between the colour reconnection models are best deter-
mined using observables controlled by hadronization effects. Ratios
of identified particles is exactly such an observable, since particle
species production is determined by the quark and diquark content
in string breaks. In the first part of this section, ratios of identified
particles are shown as a function of Nch in the forward region, as
a measure of event activity. Then flow-like effects are considered,
by showing (Λ/K) (p⊥) in four different bins of Nch in the forward
region.

iv.5.1 Particle ratios

Ratios of hadrons with different strange and baryon numbers as
function of event activity, measured as functions of N f wd

ch , are shown
in fig. IV.3. The strangeness enhancement in meson production is
probed by the K/π and ϕ/K ratios, for which the numerator al-
ways contains one more strange quark than the denominator. As
expected, only the DIPSY rope model shows an enhancement rela-
tive to the baseline, since it contains a strangeness enhancement.
The new Pythia CR model lies slightly below the baseline, but a
slight difference in tuning can potentially explain this. It should be
recalled that both the new as well as the old models are capable
of describing the total K0

s yield at 7 TeV. Thus, the limited effects
in this ratio is somewhat expected. The ϕ/K ratio shows more
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promise as a means to distinguish between the two models, since
the DIPSY model shows a larger enhancement. It is, however, more
experimentally challenging.

The baryon enhancement is tested for both hadrons containing
zero or one strange quark, p/π and Λ/K. For both ratios, and both
models, clear enhancements are expected and seen. For the Λ/K
ratio both models agree quite well, which is not surprising, given
that both models are tuned to describe the inclusive Λ/K distribu-
tions at 7 TeV. A similar picture is seen for the p/π ratio, indicating
similar predictions for the baryon enhancement from both the mod-
els.

The multistrange baryon enhancement is tested in the same way
as the strange-meson enhancement by considering the ratios Ξ/Λ
and Ω/Ξ. The large variations at low multiplicity for both distri-
butions are due to statistical fluctuations. For Ξ/Λ the DIPSY rope
model shows a clear enhancement as opposed to the new Pythia
CR model. The Λ/p ratio is not shown, but the enhancement is
similar to the enhancement of Ξ/Λ. An enhancement is seen for
both models in the Ω/Ξ, with the enhancement factor being around
2.5 for the DIPSY rope model in the highest multiplicity bins. This
is larger than any of the other enhancements seen. The enhance-
ment for the new Pythia CR model is somewhat surprising, as the
increased junction production should be equal for both Ξ and Ω.
The production of Ω in the standard Pythia fragmentation is, how-
ever, significantly suppressed, as the production of ss-diquarks is
disfavoured. This suppression is not present in the junction han-
dling, since it takes two already formed quarks and combine into a
diquark. The enhancement in the new Pythia model should there-
fore not be interpreted as a "real" strangeness enhancement, but
more as an absence of suppression of ss diquarks. For the DIPSY

model the above effect is also present, but there is an additional
enhancement of strangeness and diquarks. It should be noted that
the Ω baseline from LEP is not that well constrained, due to a large
experimental uncertainty, and the model predictions are below the
actual measurements [28]. A measurement of (Ω/Ξ) (Nch) would
cast light on whether an actual activity-based enhancement takes
place.
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Increased hyperon production in high activity pp events have pre-
viously been associated with production of a miniQGP [11]. The
hyperon-to-pion ratio is only indirectly shown in fig. IV.3, but the
rise is similar to the one predicted by miniQGP. The new models
therefore provide an alternative explanation, if such an enhance-
ment is observed.

iv.5.2 Flow-like effects

The Λ/K ratio as a function of p⊥ for different N f wd
ch ranges is

shown in fig. IV.4. The two models show different behaviours for
the different multiplicity ranges: the DIPSY rope model only gives a
small enhancement (∼ 10% at maximum) between the lowest and
highest multiplicity regions. Even though the differential enhance-
ment is generally below 10 %, the enhancement of the ratio of in-
tegrated yields is about 20 %, which is in good agreement with
fig. IV.3. It should be noted that the DIPSY model is inadequate in
describing the high p⊥ tails (p⊥ >∼ 4 GeV). This was observed for
900 GeV and 7 TeV in ref. [4].

The new Pythia CR model shows a clear change in p⊥ with in-
creasing multiplicity. The enhancement is largest in the mid-p⊥
region (p⊥ ∼ 2 − 6 GeV), leading to a "peak" structure. This struc-
ture looks qualitatively similar to what is observed in PbPb and
pPb collisions [29, 30]. The peak also moves towards larger p⊥ with
increased multiplicity, an effect normally attributed to radial flow
in heavy ion collisions [31]. That the new CR model predicts a
qualitatively similar effect in pp collisions is quite intriguing and
strengthens the hint at a potential connection between flow and CR
effects already observed [14].

iv.6 conclusions

The new CR models can be separated by measuring the identified
hadron yields as a function of the multiplicity. The new CR model
in Pythia only contains a baryon enhancement with increasing mul-
tiplicity, while the DIPSY rope models contains both a baryon and a
strangeness enhancement. The multistrange hyperon ratios, as well
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as the ϕ/K ratio, provide clear observables for distinguishing be-
tween the two models. It should be mentioned that this is already
possible to observe in inclusive measurements, but the separation
into different multiplicity regions highlights the enhancement.

One of the most important points is the power to distinguish,
not only between the two new models, but also between the new
models and the old models. Both new models are based on in-
teractions between strings in the hadronization phase, and confir-
mation of the common predictions made by the two models is a
direct hint that colour reconnections among strings are of physical
importance. Both baseline models show almost no dependency on
multiplicity for the identified hadron yield ratios. Therefore, any
observed dependency would provide a clearer indication that the
old models miss a feature, better than an inclusive measurement
alone could provide. We therefore strongly suggest that these ob-
servables should be measured at the LHC experiments. In this pa-
per we only studied the effects at a center-of-mass energy of 13 TeV,
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but the effects should also be visible in the already collected data at
7 TeV.

We have also shown that one of the CR models predicts effects
similar to those normally attributed to radial flow in heavy ion colli-
sions. This is in agreement with earlier indications that also hint at
a connection between the two phenomena. It should however be re-
called that neither of the models provide a satisfactory description
of the individual p⊥ spectra for the identified hadrons. And before
these are fully understood, claims of connections between flow and
CR may be premature.
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Abstract

We present a consistent way of combining associated weak boson
radiation in hard dijet events with hard QCD radiation in Drell-Yan-
like scatterings. This integrates multiple tree-level calculations with
vastly different cross sections, QCD- and electroweak parton shower
resummation into a single framework. The new merging strategy is
implemented in the PYTHIA event generator and predictions are con-
fronted with LHC data. Improvements over the previous strategy
are observed. Results of the new electroweak-improved merging at
a future 100 TeV proton collider are also investigated.
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v.1 introduction

With the Large Hadron Collider entering its 13 TeV run phase, new
phenomena will be investigated in previously inaccessible regions
of phase space. Accurate calculations for background processes in
the Standard Model (SM) thus have to be reliable when singling
out phase space regions by applying intricate analysis techniques
to the collider data. General Purpose Event Generators [1] that are
combined with multi-parton fixed-order cross section calculations
provide the most flexible assessments of SM backgrounds. The
problems to address in these methods are to ensure that no mo-
mentum configurations are over- or under-counted, and that the
perturbative accuracy of the fixed-order matrix element calculation
(ME) and parton shower (PS) resummation merge without either be-
ing undermined. These obstacles were tackled in matching [2–13]
and merging [14–24] methods, with next-to-next-to-leading order
matching [25–30] and next-to-leading order merging [31–36] cur-
rently providing the most precise predictions.

It is crucial to note that these state-of-the art methods inherit
both strengths and weaknesses from less precise methods, in par-
ticular from choices made in leading-order merging. These choices
stem from uncontrolled or missing ingredients in the parton shower.
More comprehensive parton showers will lead to less freedom and
more precise predictions. This is also true for electroweak shower
resummation [37, 38], which are shown to be important for the ac-
curate modelling of jets at large transverse momenta. In this article,
we discuss how to combine multi-jet calculations with QCD and
weak parton showers in the context of W-boson production, which
highlights that

a) processes that are disjoint at lowest-order need to be com-
bined, yielding a “merging of mergings", (e.g. Drell-Yan W-
boson production and QCD 2 → 2 production both contribute
to pp → jjW),

b) weak parton showers are necessary to describe weak bosons
close to or inside jets, and to disentangle how a “merging of
mergings" should proceed,
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c) merging is necessary for an inclusive prediction, and to set
starting conditions for the weak showers.

Note that if these points are not satisfactorily answered within a
leading-order merging method, then the uncertainty due to the re-
sulting choices can only partially be remedied by a more precise
(e.g. NLO) merging method. Thus, to start with the simplest merg-
ing approach, we improve the CKKW-L leading-order merging pre-
scription [23] in the PYTHIA 8 event generator [39] to address these
issues. The improvements should then carry over when merging
NLO calculations. We present results for both LHC and at a poten-
tial future 100 TeV proton collider.

In section V.2 we review the weak parton showers in PYTHIA, fol-
lowed by a brief introduction to CKKW-L merging in section V.3.
In these sections, we also highlight choices that have been made in
both approaches. A merging of QCD and weak showers with multi-
parton cross sections, which resolves these choices, is presented in
section V.4. Validations of the implementation are presented in sec-
tion V.5. We then move on to discuss results for LHC and a future
100 TeV collider in section V.6 and conclude in section V.7.

v.2 weak parton-shower formalism

Scattering processes containing massless partons with very dif-
ferent transverse momenta exhibit logarithmic divergences that
limit the applicability of perturbative calculations. Fortunately,
it is possible to derive factorisation theorems and sum logarith-
mic terms to all orders in perturbation theory. This leads to
a reliable, finite calculation with an extended range of validity.
Leading-logarithmic contributions can be summed in a process-
and observable-independent fashion by using PS programs1.

Large scale hierarchies involving massless particles still lead to
logarithmic enhancements that should, for a stable prediction, be
summed to all orders in perturbation theory. The resummation of
logarithmic electro-weak enhancements becomes important when

1 Note that many other universal subleading effects are also included in parton
showers, and that for specific observables, better accuracy, than the formal leading
log, can be achieved [40, 41].
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processes contain low transverse-momentum weak bosons and jets
with transverse momentum much larger than the boson mass. It
has been shown in fixed-order calculations that weak Sudakov cor-
rections can indeed become relevant at LHC energies [42–47] and
especially when considering potential future proton colliders [48].
Including all-order electroweak effects in flexible, commonly used
programs facilitates realistic studies of these effects.

General Purpose Event generators include an approximation of
all-order effects with the help of parton showers. Parton show-
ers produce all-order (QCD or QED) results by resumming real-
emission corrections into exponentiated no-emission probabilities.
These no-emission probabilities are related to Sudakov form factors
by application of DGLAP evolution [49–51]. Electro-weak resum-
mation is a natural extension to the QCD and QED showering. EW
showers have, due to the dominance of QCD effects, only recently
been investigated in event generators [37, 38]. The EW shower al-
lows for an equal treatment of QCD, QED and weak radiation and
naturally includes competition between emissions of gluons, pho-
tons or weak gauge bosons. In this section a short summary of the
major issues are given, with a specific focus on aspects relevant for
merging parton showers with matrix element calculations.

There are two major differences between γ emission and W±

emissions. Firstly, the emission of a W± boson changes the flavour
of the radiator, and secondly, the W± is massive. Flavour changes
are handled according to the CKM matrix, with additional care
needed for the evaluation of PDFs. A phase space mapping for
emissions of massive particles was previously given in the context
of a Hidden-Valley PS model [52], and the weak showers can di-
rectly reuse the corresponding structures in PYTHIA.

The massive phase space does not include the collinear and soft
divergences, since the weak boson has to carry at least enough
energy to be on its mass shell. The introduction of mass should
also affect the PS splitting kernels. The normal massless collinear
approximation in the PS is therefore not sensible for radiation of
weak gauge bosons. Thus, a complicated assessment of mass ef-
fects seems necessary. However, this can be avoided if the full, mas-
sive matrix elements are used as splitting kernels. The weak par-
ton shower in PYTHIA thus heavily relies on ME corrections [53–56].



V.2 weak parton-shower formalism 209

All emissions are corrected with a fully massive 2 → 3 matrix ele-
ment. The corrections vary depending on the type of process – an
s-channel process will for example carry a different correction fac-
tor than a t-channel process. Different corrections are mandatory in
order to obtain a reasonable agreement between the PS prediction
and gauge-invariant subsets of the full ME calculations (including
all interferences). Note however that the weak parton shower only
recovers the pp → jjV matrix elements (where V = W, Z). The weak
shower further omits interference terms between different fermion
lines. It is further only possible to choose the correct ME correc-
tion if the underlying type of process is known. Therefore the weak
shower resorts to (artificial) choices if the evolution is not started
from a 2 → 1 or a 2 → 2 process. As will be described in detail
later, this problem is resolved through the introduction of PS histo-
ries.

The introduction of weak parton showers leads to potential dou-
ble counting in an inclusive event generation. If the desired process
is dijet + W± it can be interpreted in two ways: either as a Drell-
Yan-like W±-boson process followed by two QCD emissions, or as a
2 → 2 QCD process radiating a W±-boson. Allowing these two pos-
sibilities to separately cover the full phase space results in double
counting. Disallowing QCD emissions above the weak boson mass
for Drell-Yan-like processes would ameliorate this double counting,
yet result in an unconvincing data description of the pure PS result.
Instead, a strategy using the k⊥ jet algorithm was adopted. If the jet
separation between a W±-boson and a parton proves the minimal
scale, then the events are removed from the Drell-Yan-like sample.
Conversely, dijet states whose minimal jet separation is between
partons are removed from the 2 → 2 QCD event sample. This ar-
tificial separation will be corrected upon merging weak and QCD
showers with multi-parton matrix elements.

The weak coupling to a fermion depends on its spin. In the
weak shower this is handled in a simplistic way, by assigning each
fermion line a randomly chosen spin. The spin is then kept fixed
through the whole PS. For a single weak emission it corresponds
to using averaged spin results, but it introduces a slight enhance-
ment for multiple weak gauge bosons to be emitted from the same
fermion line.
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The overall performance of the weak PS is surprisingly good. It is
capable of describing a large number of measurements that earlier
has only been possible to describe with merged samples. Notable
the rate of W+ n jets could be described up to the highest measured
(n = 7) bin without using more than W+ 2 jet matrix elements. But
the PS still does not provide a perfect description, and especially
the description of angular distributions (e.g. Δϕ between leading
and second leading jet) is poor. Merging is expected to significantly
improve the results.

v.3 merging

Many interesting multi-jet observables at a hadron collider are diffi-
cult to predict with calculations containing a fixed (or limited) num-
ber of outgoing partons in fixed-order perturbation theory. Par-
ton showers are then necessary to spread the fixed-order calcula-
tion over a broader multi-jet phase space. Standard examples are
jet rates, where fixed-order calculations become prohibitively ex-
pensive, or azimuthal separations between (reconstructed) heavy
bosons and a hardest jet, which are naturally sensitive to momen-
tum configurations with a variable number of hard jets [57]. To
describe such genuine multi-jet observables, many multi-parton cal-
culations need to be combined into an inclusive sample describing
configurations with n ≤ N jets with fixed-order accuracy, where N
should be as large as possible.

Matrix element merging is a process-independent method that
invokes the PS to facilitate this combination. The main steps in a
merging procedure are2:

• choose a "history" of intermediate states through which a pre-
calculated input multi-parton state has evolved from a lowest-
multiplicity state (see e.g. fig. V.1),

• use this history to make the state exclusive (i.e. additive) by
calculating and applying the necessary no-emission probabil-
ities (which are intimately linked to Sudakov form factors),

2 We will call a physical flavour, colour and momentum configuration a "state".
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• reweight the input state with additional factors (e.g. αs(p2
⊥),

PDF weights) that would have been applied by the PS, had it
produced the input state by following the history of interme-
diate states (this is necessary to not impair the accuracy of the
PS, or the event generator prediction more generally),

• combine the result of all such post-processed input states for
all parton multiplicities.

This immediately highlights that omissions in the shower lead to
uncertainties in the merging prescription, which are commonly dis-
posed of by judicious selection. Since we are interested in combin-
ing with weak parton showers, let us look at producing an inclusive
sample of W-boson + N jets through CKKW-L merging, and assume
N ≤ 3 for simplicity.

Figure V.1: Two examples of possible histories for a pp → ggW process.
The two histories have different hard processes, either as a
Drell-Yan process (left) or as a 2 → 2 QCD process (right).

In this example, the lowest-multiplicity state (W-boson produc-
tion) should be used to describe very inclusive observables like e.g.
the W-boson rapidity. The interface to the PS is straightforward
since no partons are present initially – we only have to ensure that
the PS does not produce hard jets, as such configurations should be
covered by higher-multiplicity matrix elements. This leads to the
introduction of a “merging scale" with arbitrary functional defini-
tion and value tMS. States that are classified as “below" tMS will be
produced by showering, while states “above" tMS are governed by
higher-order matrix elements. Any functional form of the merging
scale should be allowed, as long as the function acts as a regular-
ising cut on the fixed-order input calculations. Commonly used
merging scale definitions are the minimum of all jet separations in
the kT algorithm [58], or the minimum of parton shower evolution
variables measured on the state. Merging methods have to ensure
that the dependence of exclusive and inclusive observables on the
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merging scale are small. For inclusive jet observables, the merging
scale dependence can be removed to reasonable accuracy3.

Coming back to our example, the next calculation to be added
is W-boson in association with one parton. As outlined above, a
PS history has to be chosen for such states. These histories are
well-defined if the QCD parton shower can (at least in principle)
cover the full single-emission phase space. In order to pick all his-
tories in the proportion in which the PS would have produced the
output state, the probability for a specific history is given by the
product of splitting functions characterising each intermediate evo-
lution step. This reduces the merging scale dependence of exclusive
observables. Upon choosing a history, it is simple to reweight with
no-QCD-emission probabilities (i.e. QCD Sudakov factors) and to
account for the dynamic renormalisation and factorisation scales
used in the PS evolution. Using the shower directly to produce the
no-QCD-emission probabilities reduces the tMS dependence. The
starting conditions for PS emissions off the W + parton state are
uniquely determined by the chosen history.

Including a W-boson in association with two partons uncovers
further uncertainties, because no ordered PS will cover the full
double-emission phase space. Thus, some states accessible to the
fixed-order calculation will not yield any ordered PS history4. The
reweighting of such a state is ambiguous due to ambiguous renor-
malisation and factorisation scale choices. Although this ambigu-
ity has very small numerical impact for inclusive observables, it
can have an uncomfortably large impact on more exclusive observ-
ables [23]. Furthermore, some flavour configurations are inacces-
sible to a QCD parton shower, meaning that no PS history can
be reconstructed. Ambiguities in the treatment of such genuine
non-shower (commonly called incomplete) states have vanishingly
small impact on inclusive observables and yield only very minor
variations of exclusive observables [23]. A precise method should
however avoid having to make choices. The PS starting conditions
are fixed once a history is chosen.

3 The method of section V.4 will, when applied in unitarised merging [24], allow to
cancel the tMS dependence of inclusive cross sections exactly.

4 In the following, we will use the phrase “unordered states" when talking about
input states that do not yield any ordered PS history.
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No new problems occur for higher-multiplicity processes. The
issues related to unordered states outlined in the last paragraph
can be aggravated in more exclusive observables, however, as the
PS phase space coverage will be worse for higher multiplicities. It
is still important to remember that merging offers a consistent way
to set the PS starting conditions for multi-parton states – which is
not the case in plain (QCD or EW) parton showers.

v.4 weak showers and the merging of merged calcula-
tions

In the previous sections, we have seen that the construction of weak
parton showers as well as multi-jet merging involves compromises.
Summarising the most severe choices, we have addressed that:

• Weak showers are currently limited to dijet processes, while
inclusive predictions require an ambiguous mixing with Drell-
Yan-like configurations.

• Matrix element merging is ambiguous starting at W-boson +
two partons, leading to uncomfortable compromises related
to unordered states and incomplete histories.

The combination of weak parton showers and multi-jet merging
remedies these deficiencies and should provide a more physical
picture of multi-parton states. This will further mean that matrix
element merging, which is usually regarded to realise corrections
to one underlying process, is generalised to incorporate many un-
derlying processes that mix at higher perturbative orders.

To explain the reasoning behind our new merging scheme, let us
look at states including one weak boson and two final state partons
for illustration. If the outgoing partons have very different trans-
verse momenta, and if the p⊥ of the W-boson is thus comparable to
the p⊥ of the harder parton, then it is natural to associate the par-
tons with DGLAP evolution of the incoming beams. For a reliable
perturbative prediction, a fixed-order calculation with large scale
separation should then be supplemented with no-emission proba-
bilities resumming unresolved QCD emissions. This W-boson + two
parton state is an example for corrections to W-boson production.
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If the state instead contains two partons with comparable and
large p⊥ and a W-boson with small transverse momentum, it is
prudent to resum large logarithms associated with the difference
between the parton and W-boson transverse momenta. Then Su-
dakov form factors resumming the dominant weak virtual correc-
tions need to be supplemented. Hence, the two-parton + W-boson
state is an example for corrections to dijet production. This correc-
tion can be approximated by weak parton showers.

Thus we find that, when going to O (
α2

s αw
)
, it is not possible

to disentangle QCD corrections to W-boson production and weak
corrections to dijet production5. Beyond O (

α2
s αw

)
, W-boson pro-

duction and dijet production share a single evolution, so that only
a combined treatment of these two processes (which are disjoint at
lowest multiplicity) will yield a satisfactory prediction. This means
that it is necessary to combine multi-jet merged corrections to W-
boson production with multi-jet merged corrections for dijet pro-
duction. These corrections then mix by virtue of weak showers6.
This in a sense constitutes a “merging of mergings".

Summarising, we have argued that a clean description of W + jets
states necessitates a combination of QCD no-emission probability-
reweighted corrections to to W-boson production and weak no-
emission probability-reweighted dijet production. Within this
framework, it is possible to address and amend the choices in weak
showering and merging that we have previously highlighted.

The first feature of the combined merging is the possibility to
recombine W-boson radiation with other partons. As a natural
consequence of this the lowest-multiplicity process is, as desired,
no longer forced to be a colour-singlet Drell-Yan-like state if the
input state contained W-bosons. The new clustering is illustrated
in fig. V.1, where two very different possible histories are shown7.

5 αw is used as proxy of the weak coupling constant, which will differ depending
on the type of the radiated boson.

6 To be fully consistent, it would be necessary to be inclusive both in QCD and EW
outgoing particles. A complete description of a A, B → 4 particle state should
contain any admixture of W-bosons and partons with four or less outgoing parti-
cles. This article only addresses the combination of dijet and W-boson production,
since processes with multiple W-bosons are rare, and assuming that many radi-
ated W-bosons escape detection further seems unrealistic.

7 Note that in the SHERPA [59] event generator, this method is also used, albeit
without taking the corresponding weak no-emission probabilities into account [60].
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The decision which of these histories to choose should again ensure
that the merging scale variation of exclusive observables is small.
This means we should attempt to answer the question how would
the (QCD+EW) parton shower have produced this state? The answer
will minimise merging artefacts at the boundary between PS and
fixed-order ME regions. With the parton shower probabilistically
sampling all ways to evolve into a particular state, we again decide
to pick histories with different underlying process probabilistically.
For instance the two histories shown in fig. V.1 would have the fol-
lowing probabilities:

Pleft path =
P (1)

QCD FSR P (2)
QCD ISR P (3)

weak W production

∑
all paths

∏
nodes j

in path i

P (j)
type

(V.4.1)

Pright path =
P (1)

weak ISR P (2)
QCD jet production

∑
all paths i

∏
nodes j

in path i

P (j)
type

(V.4.2)

where P (j)
type indicates probability associated to the j’th clustering in

the path, with “type" indicating what type of transition occurred.
The coupling between fermion and weak gauge bosons depends

on the spin of the fermion. To capture this effect in the merging,
histories for all possible spin assignments for fermions are consid-
ered. One improvement of spin treatment could be to use fully spin
dependent input matrix elements. However, in order for this to be
consistent, improvements in the spin handling within the PS would
be required.

An additional constraint on the probabilities comes from insisting
on p⊥-ordered histories: clusterings of states with lower multiplic-
ity have to have a larger p⊥ than clusterings of higher-multiplicity
states. For instance, if the event consists of two hard jets and a soft
W-boson, it is very unlikely to cluster it to a Drell-Yan hard process
and obtain a p⊥-ordered clustering sequence. Within a combined
merging of dijet and W-boson production, the dominant scale hi-

Also, histories are picked by choosing probabilistically at each history node, while
PYTHIA generates all histories before choosing a whole path probabilistically.
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erarchies are correctly identified. Hence, the amount of unordered
states is drastically reduced.

The necessity for weak clusterings and the weak showering ef-
fects introduces two new weights to the merging procedure: an αw

weight and the weak no-emission probability. The αw weight is
required because a dynamical scale setting is also assumed when
evaluating αw.

The weak no-emission probability can be generated by trial show-
ering. To treat QCD-like and electroweak emissions on equal foot-
ing, we include W-bosons in the merging scale definition, meaning
that "soft" W-bosons will be generated by the PS, while "hard" W-
bosons are generated with the help of a fixed-order matrix element
generator. This also means that in non-highest multiplicity states,
any first PS response producing states with a hard W-boson (or, of
course, hard QCD emissions) will lead to an event rejection. The
impact of the weak no-emission probabilities can, due to the large
W-boson mass and the small value of αw, be minor for many ob-
servables. However, for observables with large hierarchies between
the scales associated to QCD emissions and scales of EW effects,
larger effects are anticipated. An idealised observable highlight-
ing weak resummation effects would be very inclusive over multi-
parton states and fully exclusive for weak emissions (i.e. all weak
bosons can be resolved). We will return to this in the result section,
where the effect of the weak no-emission probabilities at a future
100 TeV collider is considered.

While this new method leads to a more physical description of
multi-parton states in association with W-bosons, it should be noted
that the formal accuracy of neither QCD resummation nor fixed-
order calculation is improved. However, this merging for the first
time supplements arbitrary multi-jet states with weak resumma-
tion effects within a matrix-element-merged prediction. Thus, the
electro-weak all-order structure improves over previous results.

To round off this section, remember that merging methods al-
low the combination of different jet multiplicities. A combination
is only possible because the inclusive fixed-order input states (de-
scribing N or more particles) are converted into exclusive calcula-
tions (describing exactly N resolved particles) by supplementing no-
emission probabilities which resum logarithmic enhancements due



V.5 validation 217

to large scale hierarchies. It would thus at first glance seem that a
state containing two soft QCD emissions at vastly different scales
and a W-boson with transverse momentum commensurate with the
larger jet scale is in some sense "more exclusive" than a dijet state
with jets of similar p⊥ and a soft W-boson. In the former case two
scale differences require resummation, while in the latter, only one
hierarchy has to be considered. However, note that the dijet cross
section is not well-defined unless jet cuts are applied. These cuts
make the cross section exclusive in the sense that at least two jets
above a resolution scale are required. That the cross section contains
exactly the desired number of jets (and no further resolved jets) is
then again achieved by reweighting with no-emission probabilities.
As an aside, note that multi-parton interaction (MPI) models [61–
63] are derived from the condition that the dijet cross section needs
to be regularised, and that this regularisation can be achieved in the
same way that no-emission probabilities regularise parton-shower
real-emission cross sections. The no-MPI-probabilities motivated by
this argument should be correctly included in any merging scheme
to ensure that the input states do not overlap with MPI, adding yet
another layer of exclusivity. Our implementation in PYTHIA includes
a consistent handling of interleaved MPI [64] as outlined in [23].

v.5 validation

When developing an improved merging scheme, detailed tests val-
idating the method and implementation are necessary. We have
tested that the new implementation recovers the correct scales,
probabilities and underlying states by directly comparing a recon-
structed PS evolution history against the evolution as picked by the
parton shower. Such technical comparisons are of course not partic-
ularly enlightening for the reader, so that below, we will focus on
two hopefully convincing tests.

The weak PS relies on ME corrections for the process pp → jjW.
As such, an excellent agreement between merged and default weak
PS results for such 2 → 3 processes is expected. We illustrate the
agreement for the process uu → scW+/scW−, only including the
O (

α2
s αw

)
contributions as fixed-order inputs. This is an s-channel

process, where only final state radiation is possible (assuming a di-
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Figure V.2: The figure shows the cross section for uu → scW+/scW− as a
function of respectively p⊥ of the W± (left) and p⊥ of leading
jet (right). The cross section is calculated in two ways: Either
through merging of 2 → 2 and 2 → 3 MEs, or as a 2 → 2 ME
with weak shower.

agonal CKM matrix). αem was set to 0.1 to increase the statistics and
the merging scale was 1000 GeV. The merged curve and the weak
PS agree nicely over the whole kinematic range, as illustrated by
both the W-boson p⊥ and the leading jet p⊥ distributions (fig. V.2).
The merged result thus correctly applies all factors present in the
weak PS resummation.

To further validate the implementation, fig. V.3 shows the prob-
ability with which states are identified as corrections to a Drell-
Yan-like or a 2 → 2 QCD hard scattering. Each path is expected to
dominate in a specific region of phase-space. If the scales associated
to jet production are low and exhibit a hierarchy, then a Drell-Yan-
like underlying process should be expected. States with two hard
jets at comparable scales should yield a 2 → 2 QCD underlying
process. We investigate this expectation on the process pp → jjW,
using different p⊥ cuts on the leading jet (fig. V.3). As expected,
the lower the pleading jet

⊥ cut is, the more likely states will lead to
a Drell-Yan-like underlying process. Conversely, for a fixed lead-
ing jet p⊥, softer W p⊥’s and more back-to-back jet systems yield
predominantly QCD 2 → 2 scatterings as underlying process.
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Figure V.3: The figure shows the competition for either clustering a pp →
jjW process as a Drell-Yan process or a 2 → 2 QCD process.
The probability is shown as a function of the fraction between
either the second leading jet p⊥ divided by the leading jet p⊥
(left) or the fraction between the W p⊥ and the leading jet
p⊥ (right). The minimum p⊥ for any jet is 5 GeV and the
centre-of-mass energy is 7 TeV. The vertical lines indicate the
statistical MC uncertainty and smooth curves have been added
as a visual help.

v.6 results

This section presents predictions of merging QCD+EW showers
with multi-parton matrix elements. We begin by comparing with
studies from both ATLAS and CMS and follow up by a study of the
weak no-emission probability at 100 TeV.

v.6.1 Comparison with LHC data

In this section, we contrast results of the default CKKW-L merged
prescription in PYTHIA and the new QCD+EW merging with LHC
data.

To compare against LHC data, we merge five tree-level
event samples for W-boson + ≤ 4 jets, generated with
MadGraph5_aMC@NLO [13] using the CTEQ6m PDF set [67]. The
merging scale was defined as the minimum of all PYTHIA trans-
verse momentum separations between partons, while no cut was
applied to the the W-boson. This means that the phase space for
real weak parton showers is vanishing, thus making the inclusion
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Figure V.4: PYTHIA predictions in comparison to ATLAS data [65] (left)
and CMS data [66] (right) for W + jets as a function inclusive
jet multiplicity. The yellow error band indicates the one sigma
experimental uncertainty and the vertical line on the MC pre-
diction is the statistical MC uncertainty.

of pure-QCD samples unnecessary8. Thus, this setup can be used
in particular to check the impact of the “weak clustering" outlined
in section V.4. The Monash tune [68] was used, but with αs(MZ)

lowered to αs(MZ) = 0.118.
Our results only contain tree-level normalisation, and an over-

all rescaling due to virtual corrections is missing. The results are
therefore not expected to match the normalisation of the data. We
choose to not rescale our results since we believe that presenting
unnormalised experimental data adds additional information and
should be encouraged. We do not want to undermine such efforts
by rescaling tree-level results. The differential shape of the data
should however be described by a tree-level merged prediction (i.e.
the ratio between the data and the prediction should be flat for all
distributions). All the data comparisons are done using the Rivet
framework [69].

In the following, we will refer to the default CKKW-L imple-
mentation in PYTHIA as “default scheme", while the new QCD+EW
merging will be called “EW-improved" scheme. The EW-improved
results are shown for three different merging scales, tMS = 15 GeV,
tMS = 25 GeV and tMS = 35 GeV. The uncertainty due to this merging

8 Real W-boson emissions can only enter through 5-parton events or, for lower-
multiplicity events, if a QCD emission below tMS is followed by a weak emission.
Both contributions have a negligible effect.
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scale variation is very small for all observables we have investigated,
and is nearly indistinguishable from statistical fluctuations for the
observables below. The very small variation is a result of the PS
both correctly recovering the W+ 1 j matrix element as well as hard
(dijet-like) parts of the W + 2 j matrix elements, thus pushing the
merging scale dependence to yet higher orders.
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Figure V.5: PYTHIA predictions in comparison to ATLAS data [65] (left)
and CMS data [66] (right) for W + jets as a function inclusive
jet multiplicity. The yellow error band indicates the one sigma
experimental uncertainty and the vertical line on the MC pre-
diction is the statistical MC uncertainty. “αs = 0.136" stands
for the values of the Monash tune [68].

The inclusive jet multiplicity in W-boson events is well described
by both the default and the EW-improved merging (fig. V.4). The
EW-improved model predicts a slightly lower cross section for large
jet multiplicities, but given the large experimental uncertainty it is
difficult to distinguish between the models. Also, the value cho-
sen for αs(MZ) greatly influences the shape of the distribution
(fig. V.5). The default value used in the Monash tune overshoots
the tail, whereas the PDG best fit value undershoots it. Choosing
an in-between value leads to a good agreement for all multiplicities.
However, it should be noted that αs(MZ) in the parton shower is
tuned to jet-shapes (in e+e− and hadron-hadron collisions) and just
changing the value on a process-by-process means a significant loss
of predictivity. An optimal solution would be a full retuning of the
merged event generator to observables that have been measured for
the purpose of tuning. This would result in a sensible best-fit value
of αs(MZ) that should be used for merged predictions of, say, the jet
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multiplicities. We refrain from providing a merged tune here, since
distinguishing between the “uncertainties" and the “tunable param-
eters" of merged predictions is beyond the scope of this study. All
observables presented below are not very sensitive to αs(MZ), up to
overall normalisations. We thus use αs(MZ) = 0.118 for all further
studies.
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Figure V.6: PYTHIA predictions in comparison to ATLAS data [65] for W
+ jets as a function of the leading jet transverse momentum
in inclusive n−jet events. The yellow error band indicates the
one sigma experimental uncertainty and the vertical line on
the MC prediction is the statistical MC uncertainty.

The p⊥ distributions of individual jets (fig. V.6) provide a better
test of the default and EW-improved merging schemes. The fall-off
observed in data is not captured by the default model, whereas the
EW-improved model describes the shape of the data much better.
This is the result of a more sensible scale setting, when the event
is clustered to a 2 → 2 QCD process, and of the correct inclusion
of the weak no-emission probability. The default merging scheme
had to compromise to determine the no-emission probability for
the unordered states. No such compromise is necessary now, since
the EW-improved scheme will instead naturally yield an underly-
ing 2 → 2 QCD process and reweight accordingly. This clearly
showcases that the “merging of mergings" scheme is favoured by
data.

More inclusive hardness-measures like the scalar p⊥ sum of jets
ST (fig. V.7) encourage the same conclusion. The effect is even
more pronounced for these observables. One of the observables
that proved difficult to describe in the original experimental study
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Figure V.7: PYTHIA predictions in comparison to ATLAS data [65] for W +
jets as a function of m12 and ST . The yellow error band indi-
cates the one sigma experimental uncertainty and the vertical
line on the MC prediction is the statistical MC uncertainty.

was the invariant mass between the two leading jets, m12. Again,
the EW-improved merging scheme describes this observable well.
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Figure V.8: PYTHIA predictions in comparison to ATLAS data [65] for W +
jets as a function of Δϕ12 and Δy12. The yellow error band indi-
cates the one sigma experimental uncertainty and the vertical
line on the MC prediction is the statistical MC uncertainty.

Angular distributions are problematic for the weak parton show-
ers. The inclusion of merging is expected to improve this. This is
exactly what is seen for Δϕ12 and Δy12 distributions (fig. V.8). Both
the default and the EW-improved merging schemes provide almost
identical, and good, descriptions of the data.
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v.6.2 Predictions at 100 TeV

When comparing with LHC data, we choose to highlight the impor-
tance of assigning the correct underlying process, and disregarded
other weak resummation effects to not obscure the picture. In this
section, we instead combine pure QCD multi-parton states with W-
boson + jets states. We therefore include W-bosons in the merging
scale cut: soft W-bosons will be produced by the shower, while
states containing hard W-bosons will be given by the fixed-order
result.

In order to assess the full effect of the merging QCD+EW show-
ers with multi-parton matrix elements, it is preferable to consider
100 TeV pp collisions due to larger logarithmic enhancement with
increasing energy. Observable that are commonly used to highlight
weak resummation effects mostly relate to exclusive dijet produc-
tion. However, in a combined resummation of QCD and EW loga-
rithms, effects of weak resummation will be completely dwarfed by
all-order QCD. We will therefore consider fully inclusive QCD and
fully exclusive weak dijet production. Basically, whenever a weak
boson is produced the event will not enter the histograms. This
should of course not be regarded as experimentally feasible, since
a perfect W/Z tagging is doubtful. However, the setup can provide
valuable insight into the maximal size of effects related to the weak
no-emission probability. As event selection, we require at least two
jets with p⊥ > 500 GeV and the leading jet above p⊥ > 1500 GeV
and no weak bosons.

The effects of the weak no-emission probability can seen in
fig. V.9, where we compare the result of including/not including
the weak PS when merging multi-jet with up to three outgoing par-
tons. The merging scales value is tMS = 500 GeV. As expected the
weak no-emission probability becomes more important for higher
p⊥ scales and reaches roughly 25% for a leading jet p⊥ of 20 TeV.
Even at lower energies it might become important for high preci-
sion measurements. This result is in agreement with the prediction
from the stand-alone weak PS [37].

A similar observable is the exclusive weak production of a W±

boson in association with at least two jets (fig. V.9). In addition
to the multi-jet samples, this simulation also requires W + ≤ 2
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Figure V.9: Predictions for 100 TeV respectively with and without includ-
ing the weak PS for weak-exclusive dijet production (left) and
weak-exclusive W + ≥ 2 jets (right). The yellow error band
and the vertical lines indicate statistical MC uncertainty.

jets samples. As such, this simulation presents a fully inclusive
merging of processes with vastly different cross sections. The event
selection applies the jet selection outlined above, but additionally
requires exactly one W with p⊥ > 500 GeV, and no further weak
bosons. The interpretation in terms of resummation effects is not as
straightforward for this observable. The inclusion of the weak PS
both adds real radiation while simultaneously lowering the cross
section due to the inclusion of no-emission probabilities. However,
the real emission enhancement is overwhelming and leads to a fac-
tor of 2–3 enhancement of the cross section. This clearly shows the
need for including weak corrections, since the prediction from the
ME alone is too low. If higher jet multiplicities (e.g. W + 4 jet) are
included, this effect is expected to become milder.

An earlier study [48] of the electroweak corrections showed sig-
nificantly larger effects, reaching up to ∼ 80 % for lower jet ener-
gies. This earlier study calculates the full EW NLO and compares
the differences between LO and NLO. The studies are not directly
compatible, due to different treatment of multiple effects, includ-
ing: handling of photons, competition between QCD and weak
bosons, Bloch-Nordsieck violations [70] and different analysis con-
ditions. Further studies to get a better handle on weak Sudakov
effects would be of great interest.
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v.7 conclusions

We have presented a new consistent way of combining associated
weak boson radiation in hard dijet production with hard QCD ra-
diation in Drell-Yan-type events. It captures the strengths of both
the merging technique and the weak PS, while removing issues in-
trinsic to either. More specifically, we provide a first matrix element
merged prediction that consistently includes weak all-order effects.
The combination of weak and QCD corrections leads to the concept
of a “merging of mergings": processes with vastly different lowest-
order cross sections are combined into a single consistent sample.
We have addressed the problem of unordered states in this context,
and a dynamical solution based on the dominance of certain scale
hierarchies (i.e. evolution histories) in certain phase space regions
has been presented. The novel prescription will be made available
with the next release of Pythia 8.

The new merging scheme is compared to experimental data from
ATLAS and CMS. For all considered distributions the new EW-
improved merging scheme does as least as well as the old default
merging. For a large fraction of the distributions, the EW-improved
scheme shows a significant improvement over the previous results.
Especially for high ST, where the EW-improved merging predicts a
lower production rate by a more physical scale setting, by includ-
ing weak no-emission probabilities, and by identifying a 2 → 2
QCD scattering as underlying process.

The importance of the weak Sudakov for dijet production have
been assessed in the EW-improved merging scheme. The effects
are shown to be about 25 % at large jet p⊥ at a 100 TeV proton
collider. Further studies comparing the predicted corrections in the
EW-improved merging scheme with NLO EW calculation would be
an interesting next step.

This study only includes the merging of W bosons and jets, but
the Sudakov coming from both W± and Z0 bosons is accounted for.
The implementation of Z0 in the same merging framework is purely
a technical, and is expected to simpler than that of the W±.

In this study the weak merging scheme was only implemented
for the CKKW-L merging of leading-order matrix elements, as this
relatively simple merging method allows us to isolate and address
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generic problems without obscuring the discussion by irrelevant
details. A natural, and intriguing, next step is to extend the novel
prescription to the UMEPS and UNLOPS schemes implemented in
PYTHIA. Especially the latter would be of great interest, since it
would yield an event simulation that contains multiple NLO cal-
culations for multiple processes consistently combined with both
QCD and EW resummation. The challenge of such a generalisation
is expected to be technical rather than conceptual.
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